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1. Introduction 
 
Recently, we became aware of a Telcom project which required reasoning about 10 
billion Triple in less than 100ms. The use case is defined around the generation of new 
revenue streams through new context-sensitive and personalized mobile services.  
Currently, we know about approaches that can handle RDFS-query answering for around 
100 million triples in 100ms (assuming triples are not deleted too often). But in this case, 
the number of triples is two orders of magnitude bigger and sophisticated reasoning is 
required. Certainly the requirements will grow. Over time, requirements of scale may 
grow much faster than any progress in reasoning algorithms, clever coding and improved 
hardware can compensate.1 Since we had to say no to potential customers, we started to 
wonder why this problem exists at all. Usually, problems become intractable through 
improper conceptualization. Intelligence is requested to introduce assumptions that on the 
one hand make the problem solvable, without on the other hand restricting them in a way 
that they lack any usefulness. So the question is: Why is reasoning not scaling for 
the web and how can this be fixed? 
 
In the remainder of the article, we will quickly sketch the state of the art and its deficits. 
Then we will relate this to a comparable problem (and paradigm shift) in economics, 
namely the assumption of complete information underlying complete rationality and the 
insight that reasoning with limited rationality is a much more rationale behavior. Finally, 
we sketch a new research direction that tries to integrate reasoning and search into one 
new paradigm that we call reasearch for the moment. It is an attempt to truly integrate 
the web and reasoning and therefore come up with something that works at web scale. 
 

2. The contradiction of web and reasoning 
 
The web and reasoning started to meet around 1996 when the first projects started that 
added semantics to web page descriptions in the same way that HTML added formatting 
information, so that reasoning can access this information. This approach is called 
semantic web and is meanwhile a very dynamic and well established research area of 
computer science (cf. [Fensel et al., 2003]). However, there is still serious doubt whether 
reasoning really adds something useful in the context of the web. Let’s try to understand 
why this problem exists.  
 
Reasoning methods have been developed for rather small, closed, trust-worthy, 
consistent, and static domains. Usually a rather small set of axioms (together with a 
number of facts; a special type of axioms) is provided and a proof engine should provide 
complete and correct inferences of the knowledge that is contained by these axioms. Take 

                                                 
1 If taking the web, what are 10 billion triples in the end?. 10000 triples per human gives 100 trillions (and 
this is a conservative guess). 
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the natural numbers as an example. Seven axioms2 (the so-called Peano Axioms) can 
characterize all the relevant knowledge around them. Interestingly enough, for such a 
simple logical theory, no complete and correct inference method can be developed.3 
Therefore over the last fifty years strong efforts have been spent to find efficient 
inference methods for computational less complex logics (i.e., logics that cannot code all 
the relevant knowledge of the natural numbers). Take Description Logic as an example. It 
restricts the logical language in such a way that decidable procedures can be found and 
implemented for inferring the deductive closure of a set of axioms. Another well-known 
example is logic programming that takes the Horn fragment of First-order logic and 
reasons only about a specific model (a kind of minimal model) instead of all of them. 
Both have their merits. DL reasoners can meanwhile deal with 105 axioms (so-called 
concept definitions), however, badly scale for large instance sets. Logic programming 
engines can deal with similar sized rule sets and can deal with larger instance sets (say 
106), too.  However, they only allow simple logical conclusions to be drawn from a 
theory. Both streams are highly interesting areas of research and open topics such as how 
to combine both approaches find lot of attention. Still, we doubt whether this is the actual 
path that lead us to reasoning over frillions4 of triples, i.e., to reasoning on a web scale. 
The mismatch is deeper than could be resolved by efficient reasoning algorithms over 
restricted subsets of First-Order logic. Let’s revisit the underlying assumptions of logic. 
 

1. Small set of axioms: Given the fact, that the description of the natural numbers 
already require countably many axioms it is quite unlikely that the web would 
require much less. If the Web programme is to capture the entire human 
knowledge, this may end up in a very large number of axioms. 

2. Small number of facts: Assuming the google count of around 10 billion pages and 
modestly 100 facts per page we are already in the space of a trillion facts.  

3. Completeness of inference rules: The web is open without any defined 
boundaries. Without a notion of context it is nearly meaningless to talk about 
completeness. Therefore, completeness for an inference procedure is a rather 
strange requirement in this context. Since it is neither possible nor often even 
desirable to collect all relevant information on the web (usually you want to read 
the first 10 hits of google and you do not have the time to follow up with the 
remaining 2 million), requesting complete reasoning on top of such already 
heavily incomplete facts sounds meaningless. 

4. Trust-worthiness, correctness of inference rules, and consistency: Traditional, 
logic takes axioms as reflecting truth and tries to infer implicit knowledge 
provided by them. Therefore, correctness of this procedure is enforced to ensure 
that the truth captured by the axioms is preserved. In a web context, information is 
unreliable from the early beginning. Therefore, truth cannot be guarded by a 
correct inference engine; even worse, any proof engine will simply infer a 

                                                 
2 Strictly spoken, one of them is an axiom schema representing countable many axioms. 
3 The famous incompleteness Theorem of Gödel. 
4 “Frillions: An arbitrarily large number of something, each individual part of which is of little 
consequence. From "frill" (something not necessary) + "illions" (suffix on many large numbers)”. 
http://www.urbandictionary.com/ 
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contradiction since knowledge on the web usually contradicts reflecting the fact 
that it provides the space for expressing different point of views. 

5. Static domains: the web is a dynamic entity, i.e., the known facts will change 
during the process of acquiring them and of using them for inference.It is obvious 
that traditional notions of complete and correct reasoning are thoughts from a 
heavily simplified world-view naively applied to reality. It is a well known insight 
from large and distributed systems that any knowledge about its state is either 
incomplete or out-dated (i.e., incorrect). 

 
Spoken cynically, the current reasoning engines have inherited clumpy syntax from the 
web (XML, RDF, and URIs) and in return the web has received toy engines that neither 
meet its requirements nor scale to its size. Basically, both sides, i.e., the web and 
reasoning, have only been aligned at a too superficial level to generate something useful. 
It looks like that the basic underlying assumptions of pure logical reasoning do not match 
with the reality as it is provided by the web. In the next section, we show an analogous 
mismatch in a different area of science and how it was finally resolved. 
 

3. Reasoning with limited rationality is truly rational 
 
Classical economy theory assumed complete rational agents. That is, an agent based his 
decisions on complete information of the market and infers the optimal choice from this. 
One the one hand, this leads to interesting equation systems with certain mathematical 
properties. On the other hand, it models a groom who would have to make around 4 
billion dates before he seriously considers to get married. Being of a certain mathematical 
interest based on their rigidness in terms of global optima, these theories have limited 
power to predict or model reality. Collecting information and reasoning with it is actually 
a process bounded by limited resources. 
 
[Simon, 1957] introduced the concept of limited rationality to better model these 
processes. Here, decision making is based on incomplete knowledge and may lack the 
resources to draw all potential conclusions from them (the latter is of limited sense 
anyway if the former is notoriously incomplete). This approach created a whole new 
research area around heuristic problem solving. It takes into account that not a notion of 
abstract completeness and correctness but a more concrete notion of usability in the 
context of actual problem solving is what matters. Or in other words, reasoning that is 
agnostic about the related effort in acquiring and processing the knowledge models truly 
irrational behavior. 
 
We aim for a similar paradigm shift for reasoning when it is concerned with something 
such as the web:  

1. We propose to replace the abstract notion of completeness and correctness by a 
notion of usability. 

2. We propose to adapt reasoning towards a process that properly reflects the 
required resources for it.  

This is what we are going to call reasearch. 
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4. Fusing reasoning and search 
 
As explained before, 100 trillion triples and more will certainly require incomplete and 
incorrect reasoning based on prioritizing information and a combination of stochastic and 
logic would be better than nothing. Let’s start with a reasearch method that always 
scales. The basic idea is to select a random sample of any number of triples and reason 
with them. This scales to any size. A slightly more intelligent approach is to try to 
improve the selection of triples through preprocessing. For example, like Google, one 
could one could try to find the important triples for reasoning etc. So a research algorithm 
could be described as follows: 
 

do 
draw a sample, 
do the reasoning on the sample; 
if       you have more time, and/or if you don't trust the result, 

    then draw a bigger sample, 
repeat 

 
This can be combined with trying to be clever on selecting the sample: 

• based on known distribution properties of the triples, 
• based on their relation to the query, 
• based on provenance properties like reputation or trust 
• based on experiences with previous queries, 

etc. 
 
The point of algorithms as the above is not that they happen to scale to a bigger order of 
magnitude then classical algorithms. Rather, the point is that they scale to any order of 
magnitude, by simply trading in quality (e.g. by taking a proportionally smaller sample 
on which to base the reasoning).  
 
In some of our early work in this area, we have had encouraging results with using the 
Normalized Google Distance as a heuristic for drawing samples from a large (and 
globally inconsistent) knowledge base.  
 
Currently logical reasoning is agnostic on were the facts and axioms stem from. They are 
assumed as providing truth and truth-preserving reasoning is applied to them. In a web 
context this does neither fit nor scale. It can only be made applicable if the reasoning 
process already is interwoven with the process of establishing the relevant facts and 
axioms through retrieval (ranking or selection) and abstraction (compressing 
information). Then, retrieval and reasoning become two sides of the same coin, a 
reasearch process that aims for useful information derived from data on the web. 
 
Areas of related work are data compression in various fields such as computer graphics, 
machine learning, or data warehousing; and anytime and approximate reasoning (e.g. 
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[Russell & Wefald 1991]). Work in the direction of such algorithms will have to provide 
answers on the following questions (among others): 
 
- what are probabilistic notions of entailment, consistency, etc 
- what are desirable properties of such inferencing: 

o repeatability (if you do it twice, do you get the same answer?) 
o monotonicity (if you take a larger sample, do you get a better answer?) 
o anytime (trade-offs between computation time and answer quality?) 

- what kind of query language would you need? and what kind of answers? 
- Can the triples self-organize themselves under the influence of past inference tasks, 

so that it becomes easier to select relevant triples for future tasks? 
 
This would for the first time truly integrating the web principle and reasoning. Instead of 
just adding bizarre syntax to our languages and non-scalable reasoning to the web we 
would instead: 
 
- truly integrate web and reasoning 
- formulating new research questions in return 
- integrating search and reasoning into a new paradigm for which we do not even have 

a name 
 
How we have achieved this? Instead of superficially aligning web and reasoning we tried 
to reflect on their underlying principles, excluding the ones that do not fit at all and 
merge the remaining one in something new that reflects the proper unification of both. 
Actually [Berners-Lee et al., 2006] may have had the same in mind when they discussed 
alternative ways of reasoning calling one of them associate reasoning. 
 
Not to mention that this stream of research also nicely fits the new work program of the 
EU research program framework VII that asks for projects along “Semantic foundations: 
probabilistic, temporal and modal modeling and approximate reasoning through 
objective-driven research moving beyond current formalisms. Theoretical results will be 
matched by robust and scalable reference implementations.” It is needed and it will be 
funded! Is this not beautiful? 
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