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Preface 

This study of literature aims to provide an insight into ontologies and their application on 
the Semantic Web. Ontologies in fact turn out to be the backbone technology for the Se-
mantic Web. 

I originally conducted this study of literature as part of my study of Technical Informatics 
at the faculty of Electrical Engineering, Mathematics and Computer Science (EEMCS) at 
Delft, University of Technology in The Netherlands. The study of literature was super-
vised by Dr. Johan ter Bekke from the Multimedia Databases group, part of the Data and 
Knowledge Systems group, headed by Prof. Henk Koppelaar.  

The bulk of this study of literature was written during the work on my Master thesis at the 
Digital Enterprise Research Institute (DERI), at the University of Innsbruck location.  

The goal of the study was to gain insight into the topics of Semantic Web and ontologies, 
the backbone technology for the Semantic Web, as a preparation for my Master thesis.  

I would like to thank Dr. Johan ter Bekke for supervising this study of literature and pro-
viding me with useful feedback during discussions on the subjects covered by this study. 
And I would like to thank Prof. Dieter Fensel and all members of the Digital Enterprise 
Research Institute (DERI) for providing me with a stimulating research environment for 
finishing this study of literature as well as my Master thesis and for providing me the op-
portunity to continue research in this interesting and novel area, working towards my 
PhD. 
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Abstract 

In this study we present ontologies as a potential “silver bullet”, enabling automated 
knowledge sharing and reuse among both human and computer agents, because of their 
ability to interweave human and machine understanding through formal and real-world 
semantics.  

Because there are so many different types of ontologies, ranging from simple word lists to 
comprehensive ontologies with the expressive power of full first-order logic, we identify 
two dimensions used for the classification of ontologies. Ontologies can be classified ac-
cording to their generality and according to their expressiveness.  

With generality we mean the breadth of the ontology. Some ontologies try to capture all 
terms in natural language, while other ontologies are very specific to certain domains or 
certain applications. The expressiveness of an ontology relates to the degree of explication 
of the (meta-)knowledge, which is captured in the ontology. When more relations and 
more constraints are captured in the ontology, the ontology becomes more expressive, 
since it captures the knowledge of the domain on a more detailed level.  

The languages used for specifying an ontology restricts the expressiveness of the ontology 
as well as its usability and reusability across applications. We describe several initial lan-
guages, which have been developed originally in the context of Knowledge Representation 
systems, for describing ontologies, as well as the development of current ontology lan-
guages for the Semantic Web.  

Because of the complexity of the task and the many demands on ontologies in terms of 
usability and reusability, many ontology engineering methodologies have been developed. 
Many of these engineering methodologies use the design principles we identify as being 
important for the design of good ontologies. We evaluate some of these methodologies in 
order to identify how the problems facing the development of ontologies are being ad-
dressed. 

Ontologies have the potential of enabling true knowledge sharing and reuse among het-
erogeneous agents, both human and computer. There are, however, some obstacles that 
still need to be taken, in the form of ontology language and ontology engineering issues, 
which are described in this report. Other prerequisites for the usage of ontologies on the 
Semantic Web include the development of intelligent agents and the actual annotation of 
data sources on the current World Wide Web using ontologies. One major open challenge 
is still the alignment of different ontologies in order to allow inter-operation between het-
erogeneous agents. These prerequisites are not addressed in this study, but there are many 
research efforts under way, which address these issues.  

 

 



  

 

- iii - 

Table of Contents 

1. Introduction ............................................................................................................1 

2. Ontologies and the Semantic Web ......................................................................3 
2.1 Defining Ontologies.........................................................................................................................4 
2.2 Types of ontologies ..........................................................................................................................5 

2.2.1 Generality of ontologies ...................................................................................................5 
2.2.2 Expressiveness in ontologies ...........................................................................................7 

2.3 Introducing the Semantic Web.......................................................................................................9 
2.4 Application areas for the Semantic Web.................................................................................... 10 

2.4.1 Knowledge management ............................................................................................... 10 
2.4.2 Enterprise Application Integration.............................................................................. 12 
2.4.3 E-commerce .................................................................................................................... 13 

3. Ontology languages ............................................................................................. 15 
3.1 Requirements for ontology languages ........................................................................................ 16 
3.2 Foundations of ontology languages............................................................................................ 18 

3.2.1 The Frame-based paradigm .......................................................................................... 18 
3.2.2 Description Logics ......................................................................................................... 19 

3.3 Toward an ontology language for the Semantic Web.............................................................. 21 
3.3.1 XML.................................................................................................................................. 23 
3.3.2 RDF(S) ............................................................................................................................. 26 
3.3.3 OIL ................................................................................................................................... 28 
3.3.4 DAML+OIL ................................................................................................................... 30 
3.3.5 OWL................................................................................................................................. 31 

3.4 Problems with OWL and language layering on the Semantic Web....................................... 32 

4. Ontology Engineering ........................................................................................ 35 
4.1 Design principles for ontologies ................................................................................................. 35 
4.2 Reusing Ontologies ....................................................................................................................... 37 
4.3 Ontology Engineering Methodologies ....................................................................................... 38 

4.3.1 The Uschold and King Skeletal model........................................................................ 39 
4.3.2 The Grüninger and Fox methodology ........................................................................ 41 
4.3.3 METHONTOLOGY.................................................................................................... 42 
4.3.4 The On-To-Knowledge methodology ........................................................................ 45 

5. Conclusions .......................................................................................................... 48 
 



  

 

- iv - 



  

 

- 1 - 

1. Introduction 

Many problems face the area of knowledge sharing and knowledge reuse. Currently, 
knowledge sharing between entities is achieved in a very ad-hoc fashion, lacking a proper 
understanding of the meaning of the data. 

By knowledge sharing we mean the transfer of knowledge from one person to another, or 
from one organization to another, or from any group to any other group or from one per-
son to any group or from any group to one person, etc… When the sender and the recipi-
ent can be arbitrary entities that might not, and in most cases do not, use the same lan-
guage, the same terminology or the same frame of mind, extra care must be taken in the 
messages that are sent from one party to the other.  

Such a message, with a sender and a receiver, which contains structure data, is informa-
tion. The information must be structured in such a way that the receiver is able to under-
stand the information, and indeed able to gain knowledge from the information, even 
though the receiver is using a different language and a different terminology. Ideally, the 
message is structured in such a way that a machine (a computer) is able to “understand” 
the message. With “understand” we mean that the computer can process the data in the 
document on the basis of knowledge made explicit through the use of a logical language. 
The explicit knowledge consists of rules relating different knowledge items, so that the 
computer can deduce new facts from the data in the document and the explicit back-
ground knowledge. 

Lacking standards and formal semantics in the current web and in current Enterprise Ap-
plication Integration systems impede information sharing and reuse between individuals 
and organizations. 

Ontologies [21] can potentially solve these problems by facilitating knowledge sharing and 
reuse through formal and real-world semantics. Ontologies, through formal semantics, are 
machine-understandable. A computer can process data, annotated with references to on-
tologies, and through the knowledge encapsulated in the ontology, deduce facts from the 
original data. A computer can, for example, deduce from the fact that Peter is a Man, the 
fact that Peter is a Person, given that the ontology states that every Man is a Person. If the 
ontology furthermore states that every Person has a Hart, it can be deduced that Peter 
must have a Hart. 

Ontologies come in different flavors; from flat lexicons with very few relationships to very 
expressive ontologies, which attempt to capture every possible aspect of the domain and 
have broad support for axioms. The expressiveness of the ontology is limited by the on-
tology language, which is used for the specification of the ontology. Many ontology lan-
guages have been developed, both with limited and with high expressivity.  

We will present the “classic” ontology languages and the current web-enabled ontology 
languages under development. 
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Knowledge sharing in ontologies is not only achieved through formal and real-world se-
mantics, but also through the consensual engineering of ontologies. Ideally, ontologies are 
formal vocabularies, shared by a group of individuals that are interested in a specific do-
main. This vision of a shared ontology can only be achieved when using a solid method-
ology that guarantees the collaborative engineering process. What also plays an important 
role in ontology engineering is the fact that ontologies tend to be complex wholes when 
larger domains are taken into consideration and especially when more expressive lan-
guages used. 

There are several ontology engineering methodologies, which attempt to facilitate the en-
gineering of consensual, “good” ontologies. There are several design principles, which can 
be used to evaluate the quality of ontologies. We present these design principles and sev-
eral methodologies for ontology engineering. 

 

This report is organized as follows: in chapter 2, we present ontologies, explain what on-
tologies are, introduce the Semantic Web and look into major application areas for on-
tologies and Semantic Web technology. In chapter 3, we present several ontology lan-
guages that have been developed over the year, as well as the Web Ontology Language 
OWL that has recently been developed as the ontology language for the Semantic Web. In 
chapter 4, we present issues in ontology engineering and present current solutions to these 
problems, in the form of ontology engineering methodologies. Finally, we present some 
conclusions in chapter 5. 
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2. Ontologies and the Semantic Web 

Guarino [37] names several research fields in computer science that have embraced on-
tologies, including knowledge engineering, knowledge representation, qualitative model-
ing, language engineering, database design, information retrieval and extraction, and 
knowledge management and organization. 

Today, a lot of attention goes to using ontologies for the “Semantic Web”, which can be 
seen as Knowledge Management on a global scale, bringing together various research 
fields, such as the ones mentioned above. 

Ontologies interweave human and computer understanding of symbols. These symbols, 
also called terms1, can be interpreted by both humans and machines.  

The meaning for the human is presented by the term itself, which is usually a word in 
natural language, and by relationships between terms that are understandable to humans. 
An example of such a human-understandable relationship is the superconcept - subcon-
cept relationship (usually denoted with the term is-a). This relationship denotes the fact 
that one concept (the superconcept) is more general than another (the subconcept). An ex-
ample would be the concept Student, which is more general than Person. Figure 1 shows 
an example is-a hierarchy (taxonomy), where the more general concepts are situated above 
the more specialized concepts. 
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Figure 1: Example is-a hierarchy (taxonomy) 

Using only this simple relationship, it is already possible to draw many conclusions. For 
example, we can see that every PhD-Student (the subconcept) is both a Student and a Re-
searcher (the superconcepts). This conclusion can be drawn by both humans and com-
puters, because of the real-world and the formal nature of the relation, respectively.  

                                                       
1 We mean here by ‘term’ the word which is used to specify a certain concept. 
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Concepts describe a set of objects in the real world. For example, the concept PhD-
Student aims to capture all existing PhD students2. One such PhD student is Peter, which 
is modeled in Figure 1 as a box, which has a relationship instance-of to the concept PhD-
Student. This instance-of relationship means that is actual object is captured by the PhD-
Student concept. And because of the formal is-a relationships between the concepts PhD-
Student, Student, Researcher, and Person, Peter must also be an instance of the concepts 
Student, Researcher and Person.  

These relationships are fairly easy to understand for the human reader and because the 
meaning of the relationships is formally defined, a machine can reason with them and 
draw the same conclusions a human can. What is in fact done by specifying these relation-
ships, is encoding the relationships, which are implicitly known to humans (e.g. a human 
knows that every student is a person), in a formal explicitly way, so that they can be un-
derstood by a machine. 

In a sense, the machine does not gain real “understanding”, but the understandings of 
humans is encoded in such a way that a machine can process it and draw the same conclu-
sions a human can, through logical reasoning. 

This chapter is organized as follows: in section 2.1 we define ontologies, in section 2.2 we 
try to distinguish different types of ontologies and classify them according to the dimen-
sions of generality and expressiveness. In section 2.3 we introduce the Semantic Web vi-
sion and finally, in section 2.4, we present the major application areas for Semantic Web 
technology. 

2.1 Defining Ontologies 

According to Webster's Revised Unabridged Dictionary (1913)3 the word ‘ontology’ 
means: 

“That department of the science of metaphysics which investigates and explains the nature and 
essential properties and relations of all beings, as such, or the principles and causes of being.” 

This definition comes from the field of philosophy. The term ontology has been adopted 
by several AI (Artificial Intelligence) research communities; these were originally the 
knowledge engineering, natural-language processing, and knowledge representation com-
munities. In the late 1990s the notion of ontologies also became widespread in fields such 
as intelligent information integration, information retrieval on the Internet, and knowledge 
management [62]. 

In AI, the term “ontology” refers to a description of a part of the world in a program. 
Ontologies were developed to facilitate knowledge sharing and reuse [21]. An important defini-
tion of ontology, used by many researchers in the field of ontologies (e.g. [21], [18], [58], 

                                                       
2 Note that these PhD students do not have to be known for us to define this concept, other than in, for ex-
ample, the relational data model. Therefore, this is an intentional definition, as opposed to an extensional defini-
tion.  
3 Webster’s dictionary can be queried through http://www.dict.org/ 
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[62] and [57]) was introduced by Gruber [34]: “An ontology is a formal explicit specification of 
a shared conceptualization.”  

A conceptualization is an abstract simplified view of the world that we wish to represent for 
some purpose. The ontology is a specification because it represents the conceptualization in 
a concrete form. It is explicit because all concepts and constraints used are explicitly de-
fined. Formal means the ontology should be machine understandable. Shared indicates that 
the ontology captures consensual knowledge. 

According to Fensel [21], ontologies, through formal, real-world semantics and consensual 
terminologies, interweave human and machine understanding. The real-world semantics 
are not captured by Gruber’s definition, but we feel that this is a very important property 
of ontologies, which facilitates the sharing and reuse of ontologies among humans, as well 
as machines (computers). 

2.2 Types of ontologies 

There exist many different ontologies, built for many different types of applications, 
which have differences in the amount of detail they express. 

WordNet [19], for example, covers all of the English language by providing a (natural lan-
guage) description for each English term and by specifying synonym (equivalent terms) 
and hyper-/hypo-nym (more/less general terms) relationships. The scope of WordNet is 
very broad (all of the English language), where the level of detail is very low. There are 
only natural language descriptions for the terms, which are not machine-understandable 
and there are only very simple relationships between the terms. 

Cyc [55] is another example of an ontology with a very broad scope, attempting to capture 
all common-sense knowledge (e.g. space, time), but with a high level of detail. There are 
many very strict formal relationships between different terms, which are machine-
understandable. 

In the remainder, we will specify the scope of the ontology as the generality and the level 
of detail as the expressiveness. Below we provide a more detailed description of the gen-
erality and expressiveness of ontologies and use these as dimensions to classify ontologies. 

2.2.1 Generality of ontologies 

Because an ontology is a specification of a shared conceptualization, domain experts, users 
and designers need to agree on the knowledge specified in the ontology for the ontology 
to be usable. It is hard to get such an agreement. It is therefore advantageous to layer the 
knowledge in different ontologies based on generality, so that not everybody needs to 
agree to all ontologies, only the higher-level ontologies that are being used and the specific 
domain and application ontologies [58]. Meersman [58] suggests that knowledge can be 
layered in (at least) three layers: Language Knowledge, Domain Knowledge and Application Knowl-
edge. 

Guarino [37] also identifies three layers of knowledge, corresponding to three different 
types of ontologies, based on their levels of generality, namely:  
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• Top-level ontologies describe general concepts, independent of any particular domain 
or task. Examples are WordNet [19] and Cyc [55]. However, WordNet does con-
tain some domain-dependant relations [58] and Cyc does contain a number of 
domain-dependant micro-theories. It seems, therefore, that a strict separation is 
not always possible. 

• Domain ontologies and task ontologies describe, respectively, generic concepts for a 
particular domain and generic concepts for a generic task. An example is the En-
terprise Ontology [66], although it could be argued that this is a top-level ontol-
ogy, because it can be applied to very different enterprises, operating in very dif-
ferent domains. 

• Application ontologies describe concepts depending on both the domain and the 
task. 

Studer et al. [62] and Fensel [21] take a slightly different approach at distinguishing types 
of ontologies. They make a distinction between static knowledge and problem-solving 
knowledge. The levels of generality distinguished for static knowledge ontologies corre-
spond roughly to the levels distinguished by Guarino. The distinguished levels of general-
ity are (1) Generic ontologies (similar to Top-level ontologies), (2) Domain ontologies (similar to 
domain ontologies in [37]), (3) Application ontologies, and (4) Representational ontologies, which 
describe representational entities without describing what they represent (and are thus 
domain-independent). 

The types of problem-solving ontologies distinguished by Studer et al. are method and task 
ontologies. They provide terms specific for, respectively, particular tasks or particular PSMs 
(Problem Solving Methods) [62]. We will not provide an extensive description of prob-
lem-solving methods here, since this is a very specialized area of Knowledge Engineering 
and not within the scope of this study. We refer the interested reader to [20]. 

The types of ontologies identified by Studer et al. correspond roughly to those distin-
guished by Guarino, with the exception of Representational ontologies. The Frame Ontology [34], 
which defines concepts such as frames, slots and slot constraints, is such a representa-
tional ontology. The Frame Ontology does not contain any static knowledge about the 
real world, but instead is a representational mechanism for creating ontologies that do 
describe knowledge about the real world. Thus, representational ontologies do not gener-
alize other types of ontologies, like generic ontologies do domain ontologies and domain 
ontologies (somewhat) do application ontologies. Therefore, we cannot fit representa-
tional ontologies into our classification of generality of ontologies. We will treat represen-
tational ontologies as a special class of ontologies, outside the usual classification of gen-
erality. 

We will, in the remainder, distinguish three levels of generality, namely: 

• Generic ontologies, which capture general, domain independent knowledge (e.g. 
space, time, etc). 

• Domain ontologies, which capture the knowledge in a specific domain (such as auto-
mobile industry). 
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• Application ontologies, which capture the knowledge necessary for a specific applica-
tion. For example, a Web Site ontology capturing concepts like headings, para-
graphs of text, images, links, etc. would be an application specific ontology. 

In the remainder we will use these three levels of generality to classify ontologies. 

2.2.2 Expressiveness in ontologies 

In order to classify ontologies according to their expressiveness, we distinguish several 
expressiveness levels based on the ontology spectrum introduced by McGuinness [57] (see 
also Figure 2): 

• Controlled vocabulary: a list of terms 

• Thesaurus: relations between terms, such as synonyms, are provided 

• Informal taxonomy: there is an explicit hierarchy (generalization and specialization 
are supported), but there is no strict inheritance; an instance of a subclass is not neces-
sarily also an instance of the superclass 

• Formal taxonomy: there is strict inheritance 

• Frames: a frame (or class) contains a number of properties and these properties are 
inherited by subclasses and instances (see also section 3.2.1) 

• Value restrictions: values of properties are restricted (e.g. by a datatype) 

• General logic constraints: values may be constraint by logical or mathematical for-
mulas using values from other properties 

• First-order logic constraints: very expressive ontology languages such as those seen 
in Ontolingua or CycL allow first order logic constraints between terms and more de-
tailed relationships such as disjoint classes, disjoint coverings, inverse relationships, 
part-whole relationships, etc… 

Besides the distinction between different levels of expressiveness, Figure 2 also provides 
the distinction between light-weight and heavy-weight ontologies, as introduced in [14], 
and several examples of ontologies according to their location in the ontology expressive-
ness spectrum. We first provide a clarification of the distinction between light-weight and 
heavy-weight ontologies and then give an overview of the mentioned example ontologies. 

Corcho et al. [14] clarify the distinction between light-weight and heavy-weight ontologies. 
RosettaNet4 and the Yahoo! Dictionary5, for example, are sometimes called ontologies, 
because they do provide a consensual conceptualization of some domain, but actually they 
are little more than taxonomies, and thus lightweight ontologies. Lightweight ontologies 
include concepts, properties that describe concepts, relationships between concepts and 
concept taxonomies. Heavyweight ontologies also include axioms and constraints. 

                                                       
4 http://www.rosettanet.org/ 
5 http://www.yahoo.com/ 
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Figure 2: An ontology expressiveness spectrum 

The following are the example ontologies depicted in Figure 2 in the order of ascending 
expressiveness: 

• Dublin Core6 is a controlled vocabulary used for specifying meta-data of docu-
ments. The Dublin Core ontology contains terms such as ‘Author’, ‘Title’, ‘Pub-
lisher’, etc… 

• WordNet7 is a thesaurus of all English language words with some rudimentary 
relationships, such as ‘synonym’ and ‘hyponym’. 

• Yahoo! Dictionary. The Yahoo! Dictionary is an informal hierarchy used for the 
classification of web sites. For example, it contains several top-level categories, 
among others ‘Business & Economics’, below that again several categories, 
among others ‘Shopping and Service’, etc… 

• DMOZ8. The dmoz open directory project is another informal hierarchy, aiming 
to classify Web sites. 

• UNSPSC9 is a hierarchical product classification scheme, supported by the 
United Nations. UNSPSC is an example of product classification from a sup-
plier’s point of view. An example of a product classification from a buyer’s point 
of view is eCl@ss, an initiative from German industry [21]. 

• RDF(S) [12] is actually not an ontology, but an ontology language, as we shall see 
in chapter 3. We have put RDF(S) in the figure, because the expressiveness of an 

                                                       
6 http://dublincore.org/ 
7 http://www.cogsci.princeton.edu/~wn/ 
8 http://www.dmoz.org/ 
9 http://www.unspsc.org/ 
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ontology is restricted by the expressivity of the language used to specify the on-
tology. In the case of RDF(S), the ontologies have a maximal expressiveness on 
the border between light-weight and heavy-weight ontologies. 

• OWL is also not an ontology, but an ontology language. In the next chapter we 
provide an extensive description of OWL and its limitations. For now it suffices 
to say that it is possible to specify heavy-weight ontologies in OWL, and more 
specifically, with limited logic constraints. 

• Cyc10 is an ontology created using the KIF (Knowledge Interchange Format) lan-
guage. This language has the expressivity of full first-order logic, which is lever-
aged by the Cyc ontology. 

 

We will in the remainder, for reasons of simplicity, use the distinction between light-
weight and heavy-weight ontologies. 

2.3 Introducing the Semantic Web 

Tim Berners-Lee, known as the inventor of the World Wide Web (WWW), has a vision 
for the future of the World Wide Web, which he calls “The Semantic Web” [8]. In this 
Semantic Web, information will be presented in machine readable form. Right now most 
information present on the WWW is presented in natural language and can only be under-
stood by humans. And although there have been some advancements in the field of text-
recognition, there are still a lot of issues to be resolved before natural language can be un-
derstood by computers [21]. 

This means that a new way of recording information has to be found in order to make the 
information on the Web understandable by machines. A way to formally specify knowl-
edge is to use ontologies, which are described above. An information source on the Web 
would contain a reference to an ontology or some sort of annotation (which also refer-
ences some ontology), which contains the definition of the knowledge present in the in-
formation source. 

Intelligent agents can now gather information from different sources and combine the 
information, because of the formal relationships inside and between ontologies. Two re-
lated data sources can either use the same ontology, in which case it is straightforward for 
an agent to combine the information, or they can use two different ontologies, which have 
been related to each other using formal mappings. These mappings enable the intelligent 
agent to combine data in different related sources to fulfill the information requests from 
the user. 

                                                       
10 http://www.cyc.com/ 
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Figure 3: Simple depiction of the Semantic Web 

Figure 3 shows the relations between the users, the intelligent agents, the data sources and 
the ontologies on the Semantic Web. The data sources, the content on the Web, can vary 
from html11 document and xml12 documents to multimedia content, such as pictures or 
movies. 

The most interesting documents are, as we shall see, the documents that are exchanged 
between applications and between organizations. In the next section we discuss the most 
important application areas of Semantic Web technologies, in the sense of impact the use 
of Semantic Web technologies can have in each area. 

2.4 Application areas for the Semantic Web 

The traditional application areas for ontologies are Knowledge Representation [10] and 
Knowledge Base Systems [62]. However, now that the research on ontologies has been 
moved from these closed “niche” environments to the Semantic Web, many new applica-
tion areas arise with great potential impact. 

Fensel [21] mentions three important application areas, in which the application of on-
tologies has a huge potential impact. Figure 4 shows a graph with the three application 
areas of Knowledge Management, Enterprise Application Integration (EAI) and E-
Commerce, comparing their associated risk and potential impact 

Each of these application areas is described in more detail below. 

2.4.1 Knowledge management 

Many unstructured and semi-structured information sources are available on the Web and 
on the various corporate intranets, with most of the content presented in natural language 
in the form of HTML. This information is not machine-understandable, which yields to a 
                                                       
11 HTML is currently the most popular language to describe content and layout on the Web. 
12 XML is used as a syntax to exchange data between machines on the Web. See also section 3.3.1. 
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lot of problems when searching for information. A significant problem is that the user still 
needs to filter the results from a search engine, because the context of the result might be 
completely unrelated to the intended context of the query. The search engine does not 
understand the meaning of either the query or the information in the sources, so the re-
sults will be selected on the basis of the occurrence of the searched for keywords in the 
indexed information sources, which results in unexpected search results. It is also possible 
that relevant documents are not returned by the search engine, because the keywords in 
the query do not exactly match the terms in the document, even though their meaning is 
similar [21]. 
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Figure 4: Risk and potential impact of ontologies13 

Recently, several projects have been undertaken to demonstrate the use of ontologies in 
Knowledge Management. In SHOE [40], ontologies are used to annotate web pages to 
facilitate the process of information retrieval. In Ontobroker, ontologies are used to anno-
tate web pages and also to formulate queries and derive answers [23] [24]. 

One important European research project on Knowledge Management using Semantic 
Web technology was the On-To-Knowledge project14, which ran from 2000 until 2002. 
The focus of the On-To-Knowledge project was knowledge management in large and 
distributed organizations using Semantic Web technology, and mainly ontologies. A num-
ber of tools and methods have been developed to facilitate the information integration 
and mediation. Among the deliverables of the project is the OIL15 (Ontology Inference 
Layer) language for expressing ontologies, which forms the basis for the DAML+OIL 
[42] language, which in turn forms the basis for the current Web Ontology Language 
OWL [6]. For a further description of these and other languages for ontologies see chap-
ter 3 below of this study. 

 

                                                       
13 This figure is based on a presentation by Dieter Fensel for the Next Web Generation Seminar at the Uni-
versity of Innsbruck, summer semester 2003 
14 http://www.ontoknowledge.org/ 
15 http://www.ontoknowledge.org/oil/ 
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2.4.2 Enterprise Application Integration 

Enterprises typically have many different heterogeneous applications, which store data 
independently, introducing redundancy, which leads to inconsistency in data and confu-
sion about the location of the data. A popular example is Customer Relationship Man-
agement (CRM). All companies have customers; data about customers is typically main-
tained in several different applications. Problems mainly arise within large organizations 
with large volumes of customers, although problems can and do arise within smaller or-
ganizations with fewer customers.  

For example, data about a given customer can be stored in a marketing application, a sales 
application and a customer service application. All applications store contact information 
about the customer and previous correspondence. Now, when contact information 
changes, all applications need to update the data; when the customer buys a product (an 
action in the sales application), the customer service application needs to be made aware 
of this in order to provide support to the user and when a customer buys a certain prod-
uct, it makes no sense to promote this particular product to the user, so the marketing 
application needs to be aware of the fact that this particular product was sold to this par-
ticular customer. 

This example presents a fairly simple integration problem. Only three applications need to 
be integrated here. The problem tends to grow as enterprises get bigger and more applica-
tions are put to use. 

Up until now, mostly ad hoc integration was done, in which case typically one transforma-
tion is created from each application to any other it needs to integrate with. This ad-hoc 
integration is not scalable and introduces maintenance problems when many such ad hoc 
transformations are created.  

#��$	��
����	�

�	�%��	  
Figure 5: Example Ad Hoc application integration. Each arrow represents a transformation 

script. 

An example of an ad hoc integration solution for the example introduced above would be 
an automatic update of the marketing and the sales applications whenever a customer ad-
dress changes in the customer service application. Two functions need to be created, one 
for the marketing application and one for the sales application. This is a naïve solution, 
not taking into account the possibilities of customer address changes in the marketing and 
the sales application. Once the organization finds out that also the sales and marketing 
applications are used for updating customer addresses, four new functions have to be cre-
ated, triggered by changes in customer addresses in the sales and marketing applications, 
respectively. Figure 5 gives an overview of the ad hoc integration that has been done in 
our example for customer addresses. 
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Already six functions have been created just for making sure the customer address is kept 
up-to-date in all three applications. When it turns out other data within these three appli-
cations needs to be synchronized as well, additional functions need to be created and 
maintained. Say, something changes in the handling of the customer address in the mar-
keting application of Figure 5, four functions need to be updated. This number increases 
dramatically when more applications are introduced or more data in existing applications 
(e.g. sales records) needs to be integrated. Because in practice many changes can and will 
occur, this introduces a big maintenance problem, costing enterprises a lot of time and 
money. 

A current alternative to this ad hoc integration is global integration, where all heterogene-
ous applications are replaced by one homogeneous application. This process of replace-
ment is very costly and very time-consuming. Furthermore, different enterprises have dif-
ferent requirements and with current global applications, enterprises have to adopt their 
business processes to the application instead of the application to the business process, 
which would be the desirable case. 

Businesses need a purpose-driven, extendable and reusable approach to application inte-
gration. Ontologies are inherently extendable and reusable. They explicate the data in ap-
plications and thereby enable purpose-driven integration [21].  

2.4.3 E-commerce 

A special form of Enterprise Application Integration is E-Commerce, where applications 
in different enterprises, or even arbitrary entities on the Web, need to be integrated. 

E-commerce can be divided into two areas: B2C (Business-to-Consumer) and B2B (Busi-
ness-to-Business). Ontologies can be applied in both areas to increase efficiency and make 
cooperation easier. 

In the B2C area, ontologies can be used to facilitate so-called shopbots. A shopbot com-
pares certain aspects (e.g. price, shipping costs, etc) of the same product from several dif-
ferent vendors. Right now, a shopbot uses a so-called wrapper (specifically built) for each 
vendor it wants to extract information from. The wrapper uses heuristics to extract text 
from the product pages on the website of the vendor. For each vendor, a separate wrap-
per needs to be built and when the vendor changes the layout of the website, the wrapper 
needs to be updated. When ontologies would be used by the vendors, the shopbot agent 
would just use the vendor’s ontology or a mapping from its own ontology to the vendors’ 
and retrieve the product information in a formal way. Thus, product information from a 
number of vendors could be queried and integrated automatically by the agent before dis-
playing the result to the consumer. 

In the field of B2B, a lot of work has already been done to standardize the representation 
format of electronic messages between businesses with, for example, EDIFACT16 and 
XML17. Also, there have been several attempts at describing the content of these messages 

                                                       
16 http://www.unece.org/trade/untdid/ 
17 http://www.w3.org/xml 
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with, for example, RosettaNet18 and VerticalNet19. These content descriptions can be used 
within one vertical market and are unique for each market. If ontologies were to be ap-
plied in this area, it would be easier for an E-marketplace to translate between the differ-
ent document representations used in B2B, mediate different product and service ontolo-
gies, and mediate different e-business ontologies [18]. 

 

We have introduced ontologies and introduced a rudimentary classification for ontologies 
along the dimensions of generality and expressiveness. We have further introduced the 
Semantic Web and three major application areas where Semantic Web technology has a 
huge potential impact. In the next chapter we will introduce several ontology languages, 
starting from the early basics up to the current Web Ontology Language OWL. 

                                                       
18 http://www.rosettanet.org/ 
19 http://www.verticalnet.com/ 
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3. Ontology languages 

In the areas of Knowledge Engineering and Knowledge Representation, interest in on-
tologies really started taking off in the 1980s with Knowledge Representation systems 
such as KL-ONE [10] and CLASSIC [9].  

An important system for the development, management and exchange of ontologies in 
the beginning of the 1990s was Ontolingua [34], which uses an internal KIF (Knowledge 
Interchange Format) [31] representation, but is able to inter-operate with many different 
Knowledge Representation (ontology) languages, such as KIF, KL-ONE, LOOM and 
CLASSIC. 

The languages used for ontologies were determined by the tool used to create the ontolo-
gies. Systems like KL-ONE, CLASSIC and LOOM each used their own ontology lan-
guage (then still called ‘Knowledge Representation language’), although the Ontolingua 
system was capable of translating ontologies between different languages, using the KIF 
language as an interchange language. We can see the languages and tool as being interde-
pendent, but also as being somewhat orthogonal, where we have the language on one axis 
and the tool on the other. For example, KL-ONE, CLASSIC and LOOM all have their 
basis in Description Logics [2], while KIF has its basis in first-order logic. 

In the early 1990s, KIF (Knowledge Interchange Format) could be seen as a standard for 
ontology modeling. The language was used in prominent tools such as Ontolingua and in 
important ontology engineering projects, such as TOVE (Toronto Virtual Enterprise) [36] 
and The Enterprise Ontology [66]. 

Later on in the 1990s, ontologies began to be applied to the World Wide Web. SHOE 
[40], for example, used ontologies to annotate web pages using formal ontologies embed-
ding in HTML documents. Ontobroker [24] and its successor On2broker [23], developed 
in the late 1990s, use ontologies to annotate web pages, but also to formulate queries and 
derive answers. 

Ontobroker (and On2broker) provides an annotation language, which is used to annotate 
HTML documents with references to ontologies. The ontology, the terminology used by 
the annotation language, is specified using the representation language, based on F-Logic 
[48]. The last language is the query language, which is a subset of the representation lan-
guage, and is used to retrieve documents based on their annotations. 

In 1999, the RDF language (http://www.w3.org/RDF/) was developed as a language to 
annotate web pages with machine-processable meta-data. RDF can be used to express 
knowledge (in a very restricted way). At the time of writing, efforts are under way to pro-
vide a more formal syntax and semantics for RDF, as well as a vocabulary description lan-
guage for RDF, called RDF Schema (short RDFS) [12], which is a semantic extension of 
RDF and provides a number of basic ontological modeling primitives, like classes and 
properties. A simple is-a hierarchy, as shown in Figure 1 can be specified using RDFS. 
Initially, RDF and RDFS did not have a well-defined semantics, which means the inter-
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pretation of an RDFS ontology was not unambiguous. Now, with the development of the 
new Web Ontology language, it became apparent that a well-defined, well-understood 
semantics was necessary, resulting in renewed work on the RDF and RDFS definitions. At 
the time of writing, a set of last call working drafts (as of 10 October 2003) has just been 
published by the RDF working group20 of the W3C. Only the RDF syntax specification 
has been an official W3C recommendation since 1999, although now a new syntax docu-
ment is under development, called the RDF/XML syntax specification [7], which super-
sedes the original RDF syntax from 1999. 

In 2001, the DAML+OIL [42] language, superseding DAML-ONT [53] and the influen-
tial OIL language, was developed as an ontology language for the web and as a basis for 
the Web Ontology Language (OWL) [6], developed by the Web Ontology workgroup at 
W3C and currently in its final stages. OWL is an integral part of the Semantic Web, as 
proposed by Berners-Lee et al. [8], as a language providing a means to specify a vocabu-
lary.  

Actually, OWL has become a W3C Candidate Recommendation as of 18 August 2003. 
This means it will not take long for the language to become an official W3C recommenda-
tion. Because of the influence of the W3C (World Wide Web Consortium) and the broad 
support in both industry and academics21, OWL is now seen as the new ontology language 
standard for the Semantic Web. This broad set of stakeholders results in a broad working 
group for the development of the language standard. This resulted in the end in a lot of 
compromises in the OWL language. Section 3.3 provides a partial evaluation of the Se-
mantic Web vision as presented by the W3C and the OWL language in its current state 
and shows some limitations in the usage of the language. 

This chapter is organized as follows: in section 3.1 we present some requirements for on-
tology languages, in section 3.2 we present some “classic” ontology languages, which have 
a major influence on current ontology languages, mainly the Web Ontology Language 
OWL. Section 3.3 presents the Semantic Web language layering and the ontology lan-
guages that have been created for the Semantic Web. We conclude with section 3.4, in 
which we analyze several problems with the Web Ontology Language OWL and current 
language layering on the Semantic Web. 

3.1 Requirements for ontology languages 

An ontology is a taxonomy plus all relevant constraints between classes, attribute values, 
instances and relations in the form of axioms needed for the specification of the concep-
tualization [62]. 

This doesn’t clarify exactly what an ontology language should look like. A number of lan-
guages based on first-order predicate logic (e.g. KIF22 and CycL23) have been developed 

                                                       
20 http://www.w3.org/RDF/ 
21 W3C’s Web Ontology working group currently has 56 member from both academic and major industrial 
organizations 
22 http://logic.stanford.edu/kif/kif.html 
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and some sort of logics-based language is necessary to enable inferencing and reasoning, 
so it could be argued that an ontology language needs to be based on some form of logics. 

But this still doesn’t say too much about the actual language constructs. The ultimate re-
quirement for an ontology language is that an ontology expressed in that language can at 
least fulfill the definition given by Gruber in [34], that an ontology is a formal explicit specifi-
cation of a shared conceptualization. This means that the language must at least be machine 
readable; it must be possible to make hidden assumptions explicit and all relevant con-
cepts and relations in any given domain must be expressible in the language. 

Indeed, the definition of what an ontology is (a formal explicit specification) suggests that 
we need a formal, well-understood language in order to make the ontology machine-
understandable. The first-order predicate logic language has well-understood semantics 
(meaning) and first-order logic has well-understood inference rules, which prescribe what 
conclusions can be drawn given a number of premises. 

Bechhofer et al. [5] provide an overview and a summary of the work in requirements for 
Ontology languages. Ontologies consist of four types of constructs, namely concepts, rela-
tions, instances and axioms. These types of constructs need to be represented in the lan-
guage. Also, four types of tasks being performed with ontologies are distinguished, namely 
exchanging, sharing, and building ontologies, and interacting with ontologies. These crite-
ria determine whether the desired ontologies can be expressed in the language. There are 
furthermore three major considerations in the choice of an ontology language, namely the 
expressivity of the encoding of the language, the rigor of the encoding and the semantics 
of the language. 

Current languages, used to express ontologies fall broadly into three categories, namely (1) 
vocabularies defined using natural language, (2) frame-based languages and (3) those lan-
guages based on logic, such as Description Logics. A central difference between frame-
based approaches and approaches based on Description Logics are that the former rely 
solely on explicit statements of class-subsumption, whereas the latter are able to efficiently 
compute the subsumption relationship between classes on the basis of the intentional 
definition of these classes [5]. 

McGuinness [57] mentions a number of requirements for an ontology language related to 
the application. The formality of the language should match the formality required for the 
ontology. For example, if you only want to build a simple taxonomy, you don’t need a 
language that supports value restrictions. 

The language chosen to express the ontology must be epistemologically adequate – the 
language must be able to express the concepts in the domain. There is also the matter of 
reasoning support provided for the language. Inference engines need to be provided than 
can provide deductions based on the constructs in the language. All constraints in a lan-
guage should be enforced by a reasoning engine. In the area of description logics, a lot of 
research has already been done in the reasoning support of the languages. 

                                                                                                                                                
23 http://www.cyc.com/cycl.html 
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A desirable feature for an ontology language is ease of use for conceptual modeling. The 
frame paradigm is an example of a relatively easy to use paradigm. Another important re-
quirement is the usability with existing platforms. Today, the web is an important plat-
form, so languages supported by the web community and building on web technologies 
have a clear advantage. 

Current web-based ontology languages, OIL [25] and DAML+OIL [42] and the Web On-
tology Language OWL [6], merge existing web-based languages, description logics and the 
frame reasoning systems [57]. 

An important purpose for ontology languages should be the sharing - the exchange – of 
ontologies, which can be seen along two dimensions [3]: (1) the unequivocal sharing of 
semantics, so that the ontology can always be interpreted in a consistent manner and (2) 
ensuring that when an ontology is viewed by an agent other than the author, the intention 
of the author is clear. 

3.2 Foundations of ontology languages 

In this section we describe the “classic” ontology languages, which form the basis for the 
current Web-based ontology languages. 

We will describe the frame-based paradigm, which provides modeling support to the on-
tology developer and user and description logics, which provides formal semantics decid-
able  

3.2.1 The Frame-based paradigm 

A frame is a single place in which facts about a class are gathered [3]. This property makes 
the frame a relatively easy modeling construct (from the point-of-view of the ontology 
engineer) for the modeling of ontologies. During modeling, the frames with their proper-
ties can be visualized by a tool, whereas with description logics, only a list of concepts and 
a list of axioms can be shown. Therefore, with the frame-based paradigm, all relevant 
properties are at hand when modeling a class, which is conceptually a lot easier to work 
with for an author than a list of axioms independent of the list of classes. 

Ontolingua [34] is a system specially developed for representing ontologies in a way that 
they can be easily translated into other ontology languages. The syntax and semantics of 
definitions in Ontolingua are based on KIF. Central in Ontolingua is the Frame Ontology. 
This is a representational ontology (see section 2.2 on Types of ontologies) that specifies 
the concepts necessary for frame-based knowledge representation (classes, instances, slots, 
constraints, etc.) in the KIF language. 

A very influential frame-base knowledge representation standard is OKBC [13], Open 
Knowledge Base Connectivity. In OKBC, a frame consists of either a class together with 
its properties and axioms (expressing logic constraints) or an instance with its property-
values. 

The general problem with using a frame-based language as an ontology language is the 
lack of well-defined semantic. Well-defined semantics are necessary to enable computers 
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to “understand” the ontology, or at least process it according to well-defined rules. For 
example, it is often not clear in frame-based systems whether a slot-constraint is univer-
sally or existentially quantified [3]. 

Typically, frame-based languages do not have a well-defined semantics. An example of a 
frame-based language, which provides a well-defined and well-understood semantics, 
grounded in first-order logic, is Frame Logic (F-Logic) [48]. The biggest difference be-
tween Ontolingua and F-Logic is that in Ontolingua the frame-based constructs are ex-
pressed via axioms (expressed in KIF), whereas the semantics of F-Logic are explicitly 
defined in terms of First-Order logic.  

3.2.2 Description Logics 

Description Logics [2], also called terminological logics, form a class of knowledge representa-
tion languages. They were developed to fulfill the need for adequate methods to represent 
knowledge and effectively and efficiently retrieve and reuse that knowledge [1]. Descrip-
tions Logics form a decidable subset of First-Order Logic. This decidability is very con-
venient for reasoning about ontologies.  

First-Order Logic (FOL) is not decidable, which means that it is not possible to create an 
algorithm that for any formula in FOL returns its validity. When a language is not decid-
able, it is not possible to know in advance whether a formula can be proven or not; this 
means a computation can go on for ever without giving an answer to the formula being 
true or false [46]. 

There are, however, serious limitations in the expressiveness of Description Logics, such 
as the absence of variables. This limited expressiveness, however, does insure decidability 
and does improve tractability. This limited expressiveness allows for efficient reasoning in, 
for example, the Web ontology language DAML+OIL, which has a translation to the ex-
pressive Description Logic SHIQ(D) [26]. 

Early systems in the area of Description Logics are KL-ONE [10] and CLASSIC [9].  

Knowledge in Description Logics is represented in a hierarchical structure of classes (or 
concepts). These concepts are defined intentionally in terms of descriptions that specify 
the properties that objects must satisfy in order to belong to the concept [21]. 

The advantages of description logic languages compared to other knowledge representa-
tion languages are ([1]): 

• there is a well understood declarative semantics, which means that the meaning of a con-
struct is not given operationally, but by the description and its models 

• there are well investigated algorithms to verify a number of properties of an ontology 
(e.g. correctness, completeness, decidability and complexity) 

In Description Logics, the most important relationship is the subsumption relationship. 
When a concept A subsumes another concept B, it means that A is the more general con-
cept. A in this case describes a superset of the set of individuals described by B. An exam-
ple of subsumption in Description Logic, capturing the hierarchy presented in Figure 1, is: 
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Student v Person 

Researcher v Person 

Msc-Student v Student 

PhD-Student v Student 

PhD-Student v Researcher 

Postdoc v Researcher 

Professor v Researcher 

Note here that PhD-Student is subsumed by both Researcher and Student. This means 
that an individual can only be a PhD-Student if it’s both a Researcher and a Student and, 
conversely, that any individual that is a PhD-Student is also both a Student and a Re-
searcher. 

From this definition we do not yet know whether an individual, which is an Msc-Student, 
is also a PhD-Student or not. We can specify that any individual that is an Msc-Student is 
not a PhD-Student and vice versa, in order words, that the sets of Msc-Students and PhD-
Students are disjoint in the following way: 

Msc-Student u PhD-Student v ⊥ 

We use here the intersection symbol (u) to denote the intersection of the concepts Msc-

Student and PhD-Student. We then state that this intersection is subsumed by the bottom 
concept (⊥). The bottom concept is basically an empty concept. We know that there exists 
no individual that is an instance of this bottom concept. By stating the subsumption rela-
tionship here, we state that the intersection of Msc-Student and PhD-Student (the set of 
individuals that are both in Msc-Student and in PhD-Student) is equally or less general 
than the bottom concept. We essentially state that this intersection is empty and thereby 
that the concepts are disjoint. 

The definitions presented so far take care of the description of the is-a hierarchy and dis-
jointness of concepts. However, we have not yet introduced the important concept of 
properties. Below we define the concept Car using property definitions: 

Car v ∃hasWheels.> u ∃hasEngine.> u ∃hasSteer.> 

The concept Car is now actually subsumed by three other definitions. These definitions all 
involve properties. A property definition is actually situated at the same level as a concept 
definition. This means that a property definition also describes a specific set of individuals 
(and, in fact, a class). For example, the property definition ∃hasEngine.> describes the 

set of individuals with at least one engine (one slot-filler for the hasEngine slot). Now, the 
concept Car is described as being the intersection of three such property descriptions. 
Every Car should at least have wheels, have an engine and have a steer. 
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The subsumption relationship and the Car concept definition described above are 
presented graphically in Figure 6. The universe of all individuals is depicted by the top 
concept (>). Each blob inside this universe describes a subset of all individuals. 
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Figure 6: Graphical depiction of subsumption and properties 

 

Description Logics has a profound influence on current ontology languages, since OIL, 
DAML+OIL and OWL, all described in more detail in the next section, obtain their for-
mal semantics from Description Logics. 

3.3 Toward an ontology language for the Semantic Web 

In this section we describe the languages developed by the World Wide Web Consortium 
W3C (http://www.w3.org/) that are used to enable the Semantic Web and that are being 
used as a basis for the development of ontology languages for the Semantic Web that 
should eventually lead to one Web Ontology Language, developed by the W3C, as well as 
other web-enabled ontology languages, which have formed a basis for the W3C OWL 
language. 

In the 1990s the research around ontologies in the field of AI got a boost. In the late 
1990s the idea of a Semantic Web [8] has boosted the interest in the development of on-
tologies even further. The general conviction, held by the W3C, is that for the Semantic 
Web an ontology language needs to be developed that is compatible with current Web 
standards and is in fact layered on top of them. The language needs to be expressed in 
XML and preferably layered on top of RDF(S) (see the subsections below for an overview 
of these languages). We will present some languages that have been developed with the 
Semantic Web in mind, and are layered on top of RDF(S), namely OIL and its successor, 
DAML+OIL.  

A (perhaps too) often used depiction of the vision on Semantic Web languages, which was 
originally presented at XML2000 by Tim Berners-Lee, director of the World Wide Web 
Consortium (W3C), is shown in Figure 7. This so called Semantic Web Language Layer 
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Cake depicts the different languages envisioned to be used on the Semantic Web. The 
layering of languages on the Semantic Web is both a syntactic and a semantic layering of 
languages. Limitations of current language layering are explored in section 3.4.  

 

 
Figure 7: The Semantic Web Language Layer Cake 

 

The two bottom layers in the Layer Cake, Unicode-URI and XML (Schema) consist of 
existing standards and provide a syntactical basis for the Semantic Web languages. 

Unicode provides an elementary character encoding scheme, which is used by XML. The 
URI (Uniform Resource Identifier) [7] standard provides a means to uniquely identify and 
address documents and, more generally, resources, on the Web. All concepts used in 
higher languages are specified using Unicode and are uniquely identified by URIs. 

We will cover the second layer (XML) in section 3.3.1. The third layer (RDF(S)) is covered 
in section 3.3.2. Finally, we will cover the fourth layer (ontology vocabulary) in sections 
3.3.3, 3.3.4, and 3.3.5. 

We will not cover the Logic, Proof and Trust layers here. The Logic layer on top of the 
ontology language layer in the semantic web tower seems a little strange, because current 
ontology languages have a good grounding in logic. There is some debate on this logic 
language layer; some say a more expressive logic language should be layered on top of the 
ontology language [60]. It could also be argued that this is not an appropriate layering; that 
the ontology language should be the top language and that applications should use it di-
rectly. The Proof and Trust layer probably refer to the application and not to some lan-
guage (the application could prove some statement by using deductive reasoning and a 
statement could be trusted if it is proven and digitally signed by some trusted third party). 
The user would very likely play an important role in the Trust layer, because it is the user 
that should decide whether or not some information source should be trusted. 
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3.3.1 XML 

XML (eXtensible Markup Language) [11], a syntactically restricted subset of SGML, is a 
language for describing data in a (semi-)structured manner. Data is described using a 
number of tags with arbitrary names that can contain other tags or arbitrary data. The 
names of the tags can be chosen arbitrarily by the creator of the xml document. This 
means that an xml document can be understood by a human reader if the name of the 
tags and the structure are chosen with care by the author and the reader understands the 
language used by the author24. But even then problems can arise, because different people 
have different associations with terms. For example, some people would argue that the 
concept ‘Animal’ includes humans, whereas others might feel uncomfortable being classi-
fied as an animal and thus do not consider the term to include humans.  

Because an XML document is formally structured using tags, it is possible to process the 
document using a machine if there is an agreement about the structure of the document 
(using a DTD or XML schema, as discussed below). However, a machine can not “under-
stand” the meaning of an XML document, as the tags are arbitrarily chosen by the author. 
The data in an XML document can only be processed in a prescribed way, organizing tags 
in a specific syntactical structure. 

An example XML document is shown in Figure 8. The root element is ‘student’, denoted 
by the <student> start and the </student> end tags. All data is enclosed in elements 
nested within this root element. 

If the XML document from Figure 8 is sent from one machine to the other, the other 
machine can only process the document if it knows the schema of the document (i.e. the 
exact syntactical structure) and if it knows how to process the data enclosed in the docu-
ment. 

<student> 
<name>Jos de Bruijn</name> 
<type>Master student</type> 
<birthdate>1979-06-
23</birthdate> 
<email>jos.de-
bruijn@uibk.ac.at</email> 

</student> 

<masterstudent> 
<name>Jos de Bruijn</name> 
<dateofbirth>23-6-
1979</dateofbirth> 
<contact>jos.de-
bruijn@uibk.ac.at</contact> 

</masterstudent> 

Figure 8: XML document ‘student’ 

 

Figure 9: Example XML document ‘mas-
terstudent’ 

We illustrate this necessity of knowing the exact schema and the way of processing each 
element with the XML document in Figure 9. One can see that both XML documents aim 
at representing exactly the same information. The data in both documents has the same 
meaning (i.e. the same semantics), but the way it is represented (the syntax or structure) is 
different. For example, where the document in Figure 9 uses the element ‘masterstudent’ 
                                                       
24 Note that computers in general cannot understand these xml documents unless they have been given a pre-
cise specification of what to do with each tag up front. 
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to denote a Master student, the document in Figure 8 uses the ‘student’ element, together 
with a ‘type’ element containing the data ‘Master student’ to depict a Master student. A 
human looking at the documents can see that they both represent the same student. A 
machine processing the document, however, does not see the similarity between the two 
documents, because it has no means of relating different names and different structures. 

XML can be used as a data exchange format, in which case all parties taking part in the 
exchange need to agree on a common structure for the XML document; a common DTD 
or XML Schema, as explained below. Another possible use of XML, as it is done in the 
Semantic Web, is to use it as the serialization language for other languages. This has the 
advantage of the existence of many XML parsers, which can be reused for new languages, 
which use XML as their serialization language. 

Document Type Definitions (DTD) 

The structure of an XML document can be described using a Document Type Definition 
(DTD). A specific DTD describes the constraints on the structure of an XML document 
for it to be valid according to that DTD. A DTD describes the structure of a class of 
XML documents. Agreement on a DTD between different parties allows exchange of 
XML documents that conform to the DTD. Note however, that only agreeing on a spe-
cific DTD is not enough for understanding all valid XML documents, since only the 
structure (the allowed tags) is described and not the meaning of these tags. A simple DTD 
describing the class of XML documents, to which the document shown in Figure 8 be-
longs, is shown in Figure 10. 

<!ELEMENT student (name, type, birthdate, email)> 
<!ELEMENT name (#PCDATA)> 
<!ELEMENT type (#PCDATA)> 
<!ELEMENT birthdate (#PCDATA)> 
<!ELEMENT email (#PCDATA)> 

Figure 10: DTD for 'student' example 

XML Schema 

Just like DTD, XML Schema25 is used as a language to describe classes of XML docu-
ments. Just like with DTD, the structure of XML documents is prescribed by the schema. 
A major difference between DTD and XML Schema is the fact that the latter has a broad 
range of (simple) data types26 and the possibility to form (arbitrarily) complex data types 
[50]. An example XML schema for the class of XML documents to which the document 
in Figure 8 belongs is shown in Figure 11. 

                                                       
25 http://www.w3.org/TR/xmlschema-0/ 
26 http://www.w3.org/TR/xmlschema-2/ 
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<xs:schema xmlns:xs="http://www.w3.org/2001/XMLSchema"> 
 <xs:element name="student"> 
  <xs:complexType> 
   <xs:sequence> 
    <xs:element name="name" type="xs:string"/> 
    <xs:element name="type" type="xs:string"/> 
    <xs:element name="birthdate" type="xs:date"/> 
    <xs:element name="email" type="xs:string"/> 
   </xs:sequence> 
  </xs:complexType> 
 </xs:element> 
</xs:schema> 

Figure 11: XML Schema for 'student' example 

As we can see in the example, the XML Schema definition is considerably more complex 
that the DTD for the same class of XML documents. Where the DTD required only five 
lines to depict the structure of the XML documents, the XML Schema requires twelve. 
This is mainly due to the fact that every XML Schema document is also an XML docu-
ment and XML has a very verbose syntax. The angle brackets and the necessity for closing 
tags take up a lot of space. Further, the way of encoding attributed in XML is very ver-
bose, since each time the name of the attribute has to be mentioned before specifying its 
value. What we further see in the document, besides the actual XML element descriptions, 
are the ‘schema’ tag, which indicates that this is an XML Schema and not an XML in-
stance document. Then, there are the ‘complexType’ and ‘sequence’ elements, necessary 
because XML Schema allows a much richer description of the structure than DTD. Com-
plexity of the schema language (DTD vs. XML Schema) and the expressivity are related. 
The less expressive language DTD is also less complex. 

The ‘type’ attribute in Figure 11 depicts the type of the data contained in the element. In 
the example, we see two data types; namely, ‘xs:string’ and ‘xs:date’. The ‘xs:’ indicates that 
an XML Schema datatype is used. This XML Schema example is already more expressive, 
because of the restriction of the ‘birthdate’ element to the data type ‘xs:date’, which re-
quires a date encoded in an standardized way (‘yyyy-mm-dd’). 

Because XML Schema also allows for the specification of many types of constraints, it 
would be a more suitable candidate for an ontology language than DTD. The main prob-
lem is that an xml schema describes the physical structure (syntax) of an xml document 
and not the meaning (semantics) of the data. The relationship between an ontology and an 
xml schema can be seen as analogous to the relationship between a conceptual database 
schema (e.g. an EER diagram) and a physical database schema (e.g. a relation database 
schema) [50]. 

Klein et al. [50] examine the relation between a specific ontology language (namely OIL, 
see also section 3.3.3) and XML Schema. One of the results of the comparison was that 
OIL has more expressive power when it comes to expressing knowledge and XML 
Schema has more expressive power when it comes to the structure of the data (e.g. there 
is no such thing as ordering in OIL) and data types (there are no data types other than 
string in OIL en to define different data types would be complex, although DAML+OIL 
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and OWL both adopt XML Schema data types). And it is stressed here again that an on-
tology provides a domain theory and not the structure of a data container (like an xml 
schema does), which explains most of the differences between the two. 

3.3.2 RDF(S) 

The Resource Description Framework (RDF) [54] is the first language developed espe-
cially for the Semantic Web. RDF was developed as a language for adding machine-
readable metadata to existing data on the web. RDF uses XML for its serialization in or-
der to realize the layering as depicted in the Semantic Web Language Layer Cake (Figure 
7). 

RDF Schema [12] extends RDF with some basic (frame-based) ontological modeling 
primitives. There are such primitives as classes, properties and instances. Also, the in-
stance-of and subclass-of relationships have been introduced.  

RDF(S) (referring to the combination of RDF and RDF Schema) is not very expressive, 
just allowing the representation of concepts, concept taxonomies and binary relations. 
Some inference engines have been created for this language, mainly for constraint check-
ing [14]. 

RDF has the object-attribute-value triple, commonly written as A(O,V), as a basic build-
ing block [26]. Any object can play the role of a value; an RDF model can be represented 
as a directed graph, where the objects form the nodes and the attributes form the arcs; 
reification (a statement about a statement) is allowed, meaning that any RDF statement 
can be used as a value in the triple. An example RDF graph is shown in Figure 12. The 
corresponding triples notation is shown in Figure 13; we show the RDF/XML serializa-
tion in Figure 14. 
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Figure 12: Example RDF graph 

Each ellipse in Figure 12 represents one resource and each arrow represents a predicate, 
connecting the two resources. Another depiction of this same graph is given in Figure 13, 
where each arrow of Figure 12 is described as a triple with a predicate, a subject and an 
object. Figure 14 shows the very verbose XML serialization of RDF. We will not explain it 
in detail. It suffices to see that such a simple model, which can be specified in three simple 
lines, suddenly becomes very complex when using an XML serialization. 

(hasName, #john1, #johnsmith) 
(firstName, #johnsmith, “John”) 
(lastName, #johnsmith, “Smith”) 



  

 

- 27 - 

Figure 13: RDF triples 

An XML schema prescribes the order and combinations of tags (the structure) in an xml 
document. In contrast, RDF Schema only provides information about the interpretation 
of the statements given in an RDF data model, but does not say anything about the syn-
tactical appearance of the RDF description [3]. RDFS can in fact be seen as an extension 
to RDF. RDFS provides for a means to define classes (and subclasses, thus a class hierar-
chy) and properties (also in a hierarchy, using the rdfs:subproperty construct). These 
classes can be instantiated in rdf. Properties can be defines with their domain and range. 

<rdf:RDF 
  xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#" 
  xmlns:s="http://description.org/schema/"> 
  <rdf:Description about="john1"> 
    <s:hasName> 
      <rdf:Description about="#johnsmith"> 
   <s:firstName>John</s:firstName> 
   <s:lastName>Smith</s:lastName> 
      </rdf:Description> 
    </s:hasName> 
  </rdf:Description> 
</rdf:RDF> 

Figure 14: RDF/XML serialization 

<rdf:RDF> 
  <rdfs:Class rdf:about="#student"> 
  </rdfs:Class> 
  <rdf:Property rdf:about="#birthdate"> 
    <rdfs:domain rdf:resource="#student"/> 
  </rdf:Property> 
  <rdf:Property rdf:about="#email"> 
    <rdfs:domain rdf:resource="#student"/> 
  </rdf:Property> 
  <rdf:Property rdf:about="#name"> 
    <rdfs:domain rdf:resource="#student"/> 
  </rdf:Property> 
  <rdf:Property rdf:about="#type"> 
    <rdfs:domain rdf:resource="#student"/> 
  </rdf:Property> 
</rdf:RDF> 

Figure 15: Example RDFS ontology 

When looking at the formality levels in section 2.2.2, we can say that RDF(S) has the for-
mality of frames: there is a formal taxonomy, there is instance support and each class can 
have a number of properties. This means that simple ontologies can be expressed using 
RDF(S). We see an example RDFS ontology in Figure 15. We left out the namespace dec-
larations in order to improve readability. The example describes a class ‘student’ with the 
four properties ‘birthdate’, ‘email’, ‘name’ and ‘type’. 
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Major drawbacks of RDF(S) are that properties cannot be quantified and no value (or 
more general) constraints can be expressed about properties. 

 

We have described the foundational Semantic Web languages XML and RDF(S). Below 
we describe several ontology language that layer on top of these foundational languages. 
We describe the development of the older Semantic Web ontology languages OIL and 
DAML+OIL and finally the current Web Ontology Language OWL. 

3.3.3 OIL 

OIL (Ontology Inference Layer) [25] is a Web ontology language, which layers on top of 
RDF(S). Actually, OIL is not completely layered, because there is a part of RDF(S), which 
is not a part of OIL. Reification and meta-classes in RDFS are not allowed in OIL, which 
means that not all valid RDF(S) is valid OIL [43]. 

OIL itself is also layered into four layers (cf. Figure 16, taken from [26]): 

1. Core OIL: this is that part of RDF(S) which has a meaning in OIL. This is 
RDF(S) without reification and without mixing instances and classes. 

2. Standard OIL: all necessary mainstream modeling primitives are captured, pre-
cisely specifying the semantics and making complete inference viable 

3. Instance OIL: allows the definition of instances in the ontology 

4. Heavy OIL: originally reserved for possible future extensions of OIL; OIL is 
now no longer in used, so heavy OIL is no longer relevant; all current research 
focuses on OWL 

 
Figure 16: Layers of OIL 

OIL inherits from frame-based systems the central modeling primitives, namely classes 
(frames) with certain properties, called attributes [26]. It inherits from Description Logic 
its formal semantics and the efficient reasoning support developed for these languages [26]. The 
language layers (syntactically) on top of RDFS, thereby making it a Semantic Web lan-
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guage. OIL adds extra mechanisms such as recursive class definitions and more general 
axioms to the basic frame-based modeling primitives, producing a powerful hybrid [3].  

There is actually a mapping from OIL to the SHIQ Description Logic language, so OIL 
can use the formal semantics and reasoning support developed for this DL language, 
while still using the frame modeling primitives ensuring a better modeling support for the 
author [26]. 

It is possible to declare classes in a more frame-like or a more DL-like way in OIL. In the 
frame-like way, a frame is defined with a number of slot-constraints. In the DL-like way a 
class is defined and a number of general axioms are specified. Both representations of the 
same knowledge item are translated to the same underlying DL (SHIQ), but when using 
the frame-like definition, the author’s intention when modeling the ontology [3] is made 
more apparent. 

Because part of RDF(S) is not supported in OIL, RDF(S) agents can completely under-
stand Core OIL, but OIL engines can not understand all valid RDF(S). 

OIL has two serialization mechanisms: natural languages (and an XML serialization that 
closely corresponds to that natural language to enable automatic processing) and RDF(S) 
[26]. An example of a text serialization of OIL is shown in Figure 17. This example de-
scribes, just as the RDF(S) ontology in Figure 15, a class ‘student’ with the properties 
‘name’, ‘type’, ‘birthdate’ and ‘email’. 

slot-def name 
slot-def type 
slot-def birthdate 
slot-def email 
 
class-def student 
slot-constraint name 
  value-type STRING  
slot-constraint type 
  value-type STRING  
slot-constraint birthdate 
  value-type STRING  
slot-constraint email 
  value-type STRING  

Figure 17: OIL example 

Note that this OIL text serialization is quite easy to read27 (cf. the RDFS ontology in 
Figure 15). At the top of the figure we see the slot definitions. Below we see the class 
definition together with slot constraints. These slot constraints state that this class is (part 
of) the domain of the slot and states the range of the slot for this class. It is also possible 
to define the domain of properties separately from the class definitions, but in this case, a 

                                                       
27 Note that no general text description of the ontology is included here; normally information like title, au-
thor, date, etc. are included at the top of the ontology 
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lot of modeling information is lost. It would be hard to recover the intention of the mod-
eler when originally creating the ontology.   

3.3.4 DAML+OIL 

DAML+OIL [42] is an ontology language developed by DAML (Darpa Agent Markup 
Language) and the developers of OIL. Because DAML is US based and the developers of 
OIL are mainly EU based, it is said that DAML+OIL is developed by a Joint EU/US Ad 
Hoc Commission on Agent Markup Language. DAML+OIL has also been submitted to 
W3C as a basis for the W3C Web Ontology Language OWL. DAML+OIL is, unlike OIL, 
completely layered on top of RDF(S). This can sometimes pose problems. Some restric-
tions in DAML+OIL can not be expressed in RDF(S), which means that in some cases 
decidability is lost (namely when cardinality constraints are applied to transitive properties 
([44]).  

A major difference between OIL and DAML+OIL is the support for primitive and more 
complex data types in DAML+OIL, where in OIL only the string data type is supported. 
The data types used come directly from XML Schema and the domains of interpretation 
of classes and of data types are completely disjoint. Reasons for this disjointness are given 
by Horrocks et al. [44]. An important reason given here is that adding a logical theory for 
each data type would lead to an immensely large and complex language. 

What is very convenient is that, just like OIL, DAML+OIL is in fact equivalent to 
SHIQ(D) DL (which is SHIQ with the addition of datatypes), so it can benefit from the 
enormous amount of research that has been done in the area of Description Logics [41]. 

Whereas OIL adopted the frame paradigm’s modeling constructs that greatly support au-
thors and allow the faithful capture of the epistemology of the modeling process, 
DAML+OIL drifts away from these constructs that are epistemologically supportive. 
DAML+OIL especially serves the deployment purpose and fails in supporting the author 
[3]. These problems, to some extent, currently still remain in the OWL language. 

DAML+OIL has moved away from the frame-based modeling ideas in OIL and is, in a 
much stronger sense, an alternative syntax for Description Logics. Because people tend to 
think in frame-style modeling primitives (an object has a number of properties), modeling 
tools need to show the ontology in a frame-style manner (this is the only way the ontology 
will make sense to a person), which is hard, if not impossible, if these frame constructs are 
not present in the language. The frames need to be reconstructed and it is not always clear 
what the original frames (and the author’s intensions) were when modeling the 
DAML+OIL ontology [3]. Information is needed about the way the ontology was con-
structed. Conclusion of Bechhofer et al. is that DAML+OIL is, because of the formal 
semantics and layering on top of RDF(S) very suitable for exchange between machines, 
but less suitable for exchange and sharing between authors. 

RDF(S) is the only serialization for DAML+OIL, whereas OIL also had an XML and a 
text serialization. The problem that RDFS(S) does not support all DAML+OIL con-
structs is resolved by defining the semantics of the (DAML+OIL) language in such a way 
that they give meaning to any (parts of) ontologies that conform to the RDF Schema 
specification, including “strange” constructs such as slot constraints with multiple slots 
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and classes [26]. For example, in the case of a slot constraint with multiple slots and 
classes, the semantics interpret this in the same way as a conjunction of all the constraints 
that would result from taking the cross product of the specified slots and classes, but with 
the added (and possibly unexpected) effect that all these slot constraints must have the 
same interpretation (i.e., are equivalent). 

In the case of OIL, there is no assumption that any ontology conforming to the RDFS 
meta-description would be a valid OIL ontology - presumably ontologies containing un-
expected usages of the meta-properties would be rejected by OIL processors as the se-
mantics do not specify how these could be translated into SHIQ [26]. 

The differences between OIL and DAML+OIL are, from a language constructs point of 
view, relatively trivial. For most constructs there is a one-to-one mapping or a simple 
translation [26]. With respect to OIL, DAML+OIL adds true layering on top of RDF(S)28 
and usage of XML Schema datatypes, making it more of a “true” Semantic Web language 
than OIL. 

At the time of writing, a large number of DAML+OIL ontologies29 have been created and 
the language has been accepted as the de facto standard for ontologies for the Semantic 
Web until the arrival of the OWL language. Furthermore, DAML+OIL acts as the basis 
for the new Web Ontology Language OWL. 

3.3.5 OWL 

Using the DAML+OIL language as the basis, the W3C Web Ontology working group has 
created a new ontology language for the Semantic Web, which implements true layering 
on top of RDF(S) in its current version and incorporates the wishes of many stakeholders, 
both academic and industrial. 

OWL [6] actually consists of a set of three dialects, namely OWL Lite, OWL DL, and 
OWL Full, in a layered approach. This means that OWL Lite is a subset of OWL DL and 
OWL DL is a subset of OWL Full. 

OWL is supposed to be an extension of RDF(S). There are, however, some problems 
when layering OWL on top of RDF(S). 

The relationship between RDF(S) and XML is simply syntactic; XML is used as to serial-
ize RDF. However, the relation between OWL and RDF(S) has a big semantic compo-
nent as well. According to RDF Semantics [39] RDF “sees” the syntactic definition of an 
ontology and it can draw conclusions that OWL can not; this is mainly because many 
more constraints and restrictions can be expressed in OWL that cannot be expressed in 
RDF. Therefore, not every model for an RDF representation is also a model for the OWL 
ontology. Because of this, OWL model theory cannot be defined as an extension to RDF 
model theory [60]. 

                                                       
28 Note that DAML+OIL was layered on the RDFS language as it was specified at that time. DAML+OIL 
does not layer on the current version of the RDFS language. 
29 These can be found at http://www.daml.org/ 
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<rdf:RDF> 
  <owl:DatatypeProperty 
rdf:about="#birthdate"> 
    <rdfs:domain> 
      <owl:Class rdf:about="#student"/> 
    </rdfs:domain> 
    <rdfs:range rdf:resource="&xsd;date"/> 
  </owl:DatatypeProperty> 
  <owl:DatatypeProperty rdf:about="#name"> 
    <rdfs:domain> 
      <owl:Class rdf:about="#student"/> 
    </rdfs:domain> 
    <rdfs:range rdf:resource="&xsd;string"/> 
  </owl:DatatypeProperty> 
  <owl:DatatypeProperty rdf:about="#type"> 
    <rdfs:domain> 
      <owl:Class rdf:about="#student"/> 
    </rdfs:domain> 
    <rdfs:range rdf:resource="&xsd;string"/> 
  </owl:DatatypeProperty> 
  <owl:DatatypeProperty rdf:about="#email"> 
    <rdfs:domain> 
      <owl:Class rdf:about="#student"/> 
    </rdfs:domain> 
    <rdfs:range rdf:resource="&xsd;string"/> 
  </owl:DatatypeProperty> 
</rdf:RDF> 

Ontology( 
 
 Class(a:student) 
 
 DataProperty(a:birthdate 
  domain(a:student) 
  range(xsd:date)) 
 DataProperty(a:email 
  domain(a:student) 
  range(xsd:string)) 
 DataProperty(a:name 
  domain(a:student) 
  range(xsd:string)) 
 DataProperty(a:type 
  domain(a:student) 
  range(xsd:string)) 
) 

Figure 18: Example OWL ontology Figure 19: OWL example using 
abstract syntax 

In Figure 18 we see a very simple OWL example, corresponding to the ‘student’ example, 
originally introduced in section 3.3.1 (cf. Figure 8). Because of the very verbose 
RDF/XML syntax, this example is nearly unreadable. Figure 19 presents the abstract syn-
tax form of this simple OWL ontology. Note that the abstract syntax can only be used for 
the OWL Lite and OWL DL sub-languages. Note also that even the abstract syntax is 
quite complex for such a simple definition (just one class with four properties). This com-
plexity comes from the Description Logic origins of OWL. The properties are defined 
separately from the classes, instead of as a part of the classes. 

Other than in OIL (cf. Figure 17), it is not possible to describe the domain of properties 
together with classes. This possibility has already been lost in transforming OIL to 
DAML+OIL. 

3.4 Problems with OWL and language layering on the Semantic Web 

In the language layering on the Semantic Web, we can distinguish syntactic layering (e.g. 
RDF uses a subset of XML, so every RDF document is valid XML) and semantic layering 
(e.g. every valid RDF statement must be a valid OWL Full statement). There is syntactic 
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layering between Unicode, XML, and RDF and semantic layering between RDF and RDF 
Schema (i.e. the RDFS meaning of constructs incorporates the RDF meaning of con-
structs) [60] and now also between RDF(S) and OWL Full. 

The following are the problems we see with the current OWL language and the layering 
on top of RDF(S), based on [60], [43] and [45]: 

- OWL Full is restricted to the RDF/XML syntax. This syntax is not readable by 
humans and it is very verbose. OWL DL does have the alternative abstract syn-
tax, but the RDF/XML serialization is still the standard for exchange of ontolo-
gies. 

- RDF(S) provides semantics, on which it is very hard to layer an efficiently com-
putable (or even decidable) ontology language. One of the problems with layering 
the semantics of OWL on the semantics of RDF(S) is that there is no clear dis-
tinction between classes and instances. Also, there is no clear layering in the 
(meta-) classes. A class can be both an instance and a subclass of another class. 
This poses (unsolvable) problems in reasoning. Furthermore, the meta-constructs 
in RDFS, such as rdfs:Class and rdfs:Property, which are used to create class and 
property definitions, can also be used as normal classes in RDFS. It is, for exam-
ple, possible to state that rdfs:Class is an instance of rdfs:Property(!). We can then 
state that rdfs:Property is a subclass of rdfs:Class and we end up with one big 
mess. The major problem of RDFS, the lack of distinction between classes and 
instances, is illustrated in Figure 20. Here, C2 is a subclass of C1 and an instance 
of C3. But because C3 is a subclass of C1, C2 is also an instance of C1. Now C2 
is both a subclass and an instance of C1. This means C2 both describes a subset 
of C1 and one member of the set of instances of C1. This is contradictory. 

- OWL Lite still requires a fully fledged Description Logics reasoner and is there-
fore not as “Lite” as it seems. In fact, OWL Lite can be translated to the SHIF(D) 
DL [45] to allow for reasoning. 

- OWL DL is a language created by a standards committee, and is thus necessarily a 
compromise between wishes of different stakeholders. The most important de-
sign goal was to create a sub-language which is computationally decidable. Cur-
rently, OWL DL is equivalent to the SHOIN(D) Description Logic [45]. It is 
known that this language is decidable, but there are currently no reasoners for this 
language. This language is much harder to compute than, for example, the 
SHIQ(D) language; there exists a mapping from the DAML+OIL language to the 
SHIQ(D) language. 

- OWL Full is completely semantically layered on top of RDF(S). It accommodates 
all wishes for a Web Ontology Language. OWL Full is not computationally de-
cidable. Ontologies also provide a vocabulary for more expressive language in the 
Language Layer Cake (see Figure 7), such as rule languages. These more expres-
sive languages are even harder to reason about than current ontology languages, 
because of the introduction of variables. It would therefore have been wise, in 
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our opinion, to keep reasoning using the ontology language decidable and tracta-
ble. 
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Figure 20: RDFS class-instance distinction problem 

We think OWL Full will probably not be used very much on the Semantic Web because 
of its undecidability and lack of tractability. Most practical applications will most likely use 
a subset of OWL DL, which is more efficiently computable. However, wide-scale applica-
tion of OWL on the Semantic Web will have to show what requirements arise when the 
language is actually put to use. It can, however, be argued that entailment (proving that 
one ontology is the logical consequence of the other; this is the problem that is undecid-
able in OWL Full) will not be the most common reasoning task, in which case OWL Full 
does have a chance. 

 

In this chapter, we have described several earlier ontology languages, which influenced the 
current Web Ontology Language OWL. This language will form the basis for ontology 
exchange on the Semantic Web. The existence of a standardized language is an important 
prerequisite for enabling sharing and reuse of ontologies. In the next chapter we see how 
ontologies can be constructed for sharing and reuse. 
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4. Ontology Engineering 

Ontologies are to provide a domain theory using (often) an expressive language for cap-
turing the domain. One of the properties of ontologies is that all relevant knowledge has 
been made explicit. This constitutes in the necessity of specifying many relationships that 
are otherwise left implicit and are only made explicit in the applications developed for 
working with the ontology. Also, there typically exist many constraints on the domain 
knowledge, which also need to be specified in a formal way. Examples of such constraints 
are: that a person receiving a driver’s license (1) must at least be 18 years old and that the 
person receiving the driver’s license must have (2) passed the driver’s exam and (3) pro-
vide two photographs that are (4) no older than two months. This simple example already 
contains four constraints, which should be captured in the ontology. One can imagine 
how engineering an ontology for a somewhat larger domain, e.g. product sales in the elec-
tronics market, can become a huge and complex task. 

Another aspect complicating the ontology engineering task is the complexity of most on-
tology languages and the requirements on ontologies (ontologies must be shared by poten-
tially large groups of users), making the ontology engineering task a hard one.  

Such big undertakings cannot be a success without the existence of a proper methodol-
ogy, which guides the development of the ontology. 

After the development of the ontology, the ontology, like any software engineering arti-
fact, enters the maintenance phase of its life-cycle. During maintenance, the ontology is 
updated several times, which can be cause by several reasons, such as requirements change 
or people leave/join the group of stakeholders. It can be reasonably expected that an on-
tology, once deployed, will constantly change and “evolve”, because of changing require-
ments and changes in the domain, which is specified by the ontology. This evolution 
needs to be supported by a good ontology versioning framework and methodology and by 
tools supporting this methodology. 

In this chapter, we will first distinguish design principles for ontologies, which are impor-
tant for the ontology engineering process. We discuss requirements on the reusability of 
ontologies and the properties of reusable ontologies in section 4.2. We will then evaluate 
the most important current ontology engineering methodologies in section 4.3. 

4.1 Design principles for ontologies 

The most important aspect of an ontology engineering methodology is the result it pro-
duces, that is, the quality of the ontologies produced using the methodology. In order to 
establish what quality means for ontologies, we formulate some design criteria that must 
be met by an ontology to be considered a “good” ontology, enabling knowledge sharing 
and reuse. 
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Gruber formulates a number of design principles for ontologies in [35], namely: 

• Clarity: the intended meaning of the term should be communicated effectively; one 
should try to define terms using necessary and sufficient conditions. 

Ontologies are assumed here to be encoded in some logical language. We mean here 
by (1) necessary and (2) sufficient conditions that (1) the term must be a logical conse-
quence of its definition and (2) the definition of a term must be the logical conse-
quence of the term. When, for example, the term ‘car’ is defined by something having 
four wheels and an engine, then every must have four wheels and an engine and every 
object that has four wheels and an engine must be a car.  

• Coherence: the given definitions should be consistent. Not only logically consistent, 
but the informal part of the ontology should also be consistent with the formal part. 

The formal part of the ontology can be checked for consistency using an inference en-
gine. It does this by checking if there are any inconsistencies in the logical theory pre-
sented by the ontology. In terms of logic, for a logical theory to be consistent, there 
must exist at least one interpretation, which makes the theory true. 

• Extendibility: the ontology should be designed with extendibility in mind. It should 
be easy to add new terms without having to revise the existing definitions. 

An ontology must be engineered with evolution in mind. With evolution we mean here 
the changes that will take place after the ontology has been deployed in its run-time 
environment. The ontology must be extendible and also the removal of terms and rela-
tionships from the ontology should have as little impact as possible on other areas in 
the ontology.  

• Minimal encoding bias: representation choices should not be made for the conven-
ience of notation or implementation. Ontologies should be as independent as possible 
from the applications, which will use the ontology. 

For example, the choices how names are written down or in what format dates are en-
coded should not be made in the ontology. One other example is when it is convenient 
for a certain application for a student to encode the type of student (‘Msc’ or ‘PhD’) as 
a property of the ‘Student’ concept. It is, however, conceptually much cleaner to create 
sub-concepts for Msc students and PhD students, since they are actually clearly de-
fined subsets of the ‘Student’ concept. 

• Minimal ontological commitment: in order to make an ontology as reusable as pos-
sible, the ontology should make as few claims as possible about the world while still 
supporting the intended knowledge sharing. The less ontologically committed the on-
tology is, the more extendible and reusable the ontology will become. In short, if there 
is less knowledge to agree upon, the agreement will be easier. 

By reducing the ontological commitment, the domain of the ontology is actually nar-
rowed in a certain sense, which makes the ontology less useable. Here, the classic us-
ability/reusability trade-off comes into play [62]. When the domain is narrowed, it will 
be easier to reach an agreement on the ontology description and others will more likely 
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agree on the ontology and use it. However, when the ontological commitment is low, 
that is, when the ontology provides only little knowledge, the range of application that 
can actually use the ontology will be low as well.  

We can further illustrate the usability/reusability trade-off with a simple example. Say, we 
have the concept ‘Student’, as illustrated above for the ‘minimal encoding bias’ example. 
Say that some people would like to encode the type of student (‘Msc’ or ‘PhD’) as a prop-
erty for the ‘Student’ concept and some people would like to encode the type of student 
by creating sub-concepts for each type of student. A way to resolve this conflict is by leav-
ing the type of student out of the ontology. However, although the ontology can now be 
used by a larger group of people, making it more reusable, applications that need a classifica-
tion for the type of student can now not use this ontology, making the ontology less usable. 

The design principles identified by Gruber are highly recognized and are used by, for ex-
ample, Studer et al. [62] and Uschold and Grüninger [65].  

Using these design principles, we will evaluate several ontology engineering methodologies 
and their ability to produce “good” ontologies according to the design criteria outlined 
above.  

4.2 Reusing Ontologies 

As mentioned above, to gain the maximum benefit from using ontologies, ontologies need 
to be shared and reused. Existing ontologies can be combined in order to create new on-
tologies. This has been a design goal for ontologies for many years (cf. [62], [65], [21], 
[18]). 

Reusability is also the main reason for distinguishing different abstraction levels of on-
tologies (see section 2.2.1). A top-level ontology can, for example, be reused in many do-
mains. If top-level knowledge would be recorded in a domain-specific ontology, the 
knowledge could not be easily reused in other domains, because the distinction between 
generic and domain-specific knowledge is not made explicit. In fact, the top-level con-
cepts would probably have to be defined again in other domain ontologies.  

According to Studer et al. in [62], a new ontology can be constructing from existing 
ontologies by using the methods of inclusion, restriction and polymorphic refinement. When using 
inclusion, a new ontology is constructing by including one ontology into another. The 
result is the union of the two ontologies. A problem that can occur here is that of conflict-
ing names, which has to be resolved. 

When using the method of restriction, only a restricted subset of the added ontology is 
used. This method is useful when only part of the added ontology is of interest or if the 
two ontologies have some overlapping concepts. The last method, polymorphic refine-
ment, constitutes of adding relationships between an existing concept in the ontology and 
concepts in the added ontology. An example is the relationship between the concept ‘+’ in 
an ontology about numbers and the concept vector in an added ontology about vectors 
(the concept ‘+’ can now not only be used for adding numbers, but also for adding vec-
tors). This polymorphic refinement is analogous to polymorphism in object-oriented 
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software engineering where, depending on the type of the input values, the method will 
perform a different function. 

In combining ontologies to create new ontologies, Ding et al. [18] make de distinction 
between merging, aligning and relating ontologies. 

When several ontologies are merged, the original ontologies are replaced by the new on-
tology that unifies the concepts and relations in the original ontologies. The process of 
aligning ontologies constitutes of bringing the ontologies into mutual agreement. This 
means adapting (at least one of the) ontologies such that the conceptualization and the 
vocabulary match in overlapping parts of the ontologies.  

Difficulties in aligning ontologies can occur at different levels according to Klein [49]: 

- The language level: different syntax or expressiveness of ontology languages 

- The model (or ontology) level: different modeling paradigms or styles 

In the process of relating one ontology to another, axioms are defined that describe the 
relationships between the concepts in the different ontologies. 

As pointed out in the next section, in a highly unstructured and distributed environment, 
like the Semantic Web, ontologies will be used by many applications. This means that if 
you want to merge or align ontologies, you will probably break a number of applications 
(it can be expected that applications will be made that depend on some definition begin 
present in the ontology) unless the old versions of the ontologies are kept indefinitely. 
Therefore, it is more likely that the process of relating ontologies will be used, because 
existing concepts and relations in an ontology are not changed, only the axioms describing 
the relationships with another ontology are added [18]. When there are differences (or 
gaps) in the conceptualizations for these ontologies, relating them can only be done par-
tially; in order to fully relate them, a certain amount of alignment is needed. 

In the method of creating new ontologies described by Studer et al., new ontologies are 
created, but existing ontologies are not replaced. This is because Studer et al. presume the 
original ontologies used for creating the new ones are well designed and modular. This 
will probably not be the case in a large distributed environment such as the Semantic Web. 

4.3 Ontology Engineering Methodologies 

In order to enable knowledge sharing and reuse, ontologies need to be reused on a large 
scale. However, there need to be ontologies to begin with to enable the reuse and these 
ontologies need to be created with reuse in mind; it is therefore necessary to first create 
ontologies from scratch before one can start reusing and sharing the ontologies. 

In section 2.2 we distinguished ontologies along two axes, namely generality and expres-
siveness. While the latter is mainly dependent on the language used for specifying the on-
tology, the former is concerned with the scope of the ontology. Generic ontologies, for 
example, have very strict requirements on the reusability. Here the design criterion of 
minimal ontological commitment is very important and the criterion of minimal encoding 
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bias will not play a very big role, because of the generality of the concepts introduced. 
When creating a generic ontology, the developers will in general not have specific applica-
tions in mind, which would require specific encodings. 

When creating domain ontologies (which would be the usual case), these design criteria 
are both very important to keep in mind. It is very easy when creating a domain ontology 
to really think about the application for which the ontology would be used. Also, the on-
tological commitment becomes an important point here and the usability/reusability 
tradeoff becomes very visible. One wants to share a domain ontology with all stakeholders 
in the domain. These stakeholders include all ontology developers, business managers, 
domain experts and end-users. Furthermore, the ontology will most likely be used for 
message exchange between different parties that must agree on this shared ontology. In 
order to send meaningful messages, the ontological commitment must be sufficient to 
make the ontology actually usable.  

When creating an application ontology, there will probably be a lot of encoding bias, 
because this is desirable for the application. The design criterion of ontological commit-
ment will also not play a very big role, because the ontology is not really created for reuse, 
but rather for internal use within one application. The ontology will have the amount of 
ontological commitment that is required for the application. 

Note that we have discussed here only the design principles of ontological commitment 
and minimal encoding bias and how they relate to different kinds of ontologies. The three 
former design principles of clarity, coherence and extendibility are all very important in 
the different kinds of ontologies.  

A number of methodologies for the creation of ontologies are outlined below. 

4.3.1 The Uschold and King Skeletal model 

Uschold and King [64] present a so-called “skeletal model” for the design and evaluation 
of ontologies. The skeletal model consists of a number of stages, which are required for 
any comprehensive methodology for ontology engineering and they state for each stage 
what features would be desirable for a comprehensive methodology. 

They state which stages an ontology design methodology should include; a skeletal model 
for developing ontologies: 

• Identifying purpose and scope 

It is important to have the purpose of the ontology clear before you actually start 
modeling. Furthermore, it is, as in any project, vital to determine the scope of the pro-
ject up-front and not to deviate too much from the scope during the course of the 
project. One of the aspects of the scope is the generality of the ontology, which should 
be determined in this stage (i.e. generic, domain or application ontology). 

• Building the ontology 

In this phase, the ontology is actually constructed. The following sub-phases are dis-
tinguished here: 
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o Ontology capture: the concepts and relationships in the domain are identified and an 
agreement about them needs to be reached. The result of this captured is an 
agreed-upon conceptualization of the domain. 

o Ontology coding: the conceptualization captured during the previous phase is explic-
itly encoded using an ontology language. Here the actual ontology would be cre-
ated. 

o Integrating existing ontologies. When many reusable self-contained component on-
tologies exist, these component ontologies can be “plugged in” to the ontology 
under development. This phase is interwoven with the previous two phases, be-
cause reuse of existing ontologies should be decided before actually coding the 
ontology. 

• Evaluation 

In order to evaluate an ontology, a frame of reference [32] is necessary. This frame of 
reference could include, for example, requirements analyses or competency question, 
as used in the Grüninger and Fox methodology, described in the next section. 

• Documentation 

Formal descriptions captured in the ontology should be annotated with informal de-
scriptions for concepts; further, all assumptions made during the development of the 
ontology should be documented. 

Uschold and Grüninger [65] specify the design principles to be followed in each phase, 
namely: clarity, coherence (consistency), extensibility, minimal ontological commitment, 
and minimal encoding bias, as presented in [35] and described in section 4.1. 

Uschold and King describe in more detail a procedure for ontology capture, which is also 
described by Uschold and Grüninger [65] and can be used for the ontology capture phase 
in the skeletal model presented above. The procedure is a result of work on The Enter-
prise Ontology [66]. When the approach is applied, the output is a semi-informal ontology 
that can be used as an input for the ontology coding phase. 

The approach consists of the following steps: 

1. Scoping 

a. Brainstorming: produce all potentially relevant terms and phrases 

b. Grouping: structure the terms into work areas (terms are mostly related with 
terms in a certain sub-group) and identify cross-references between the work ar-
eas (terms that are likely to refer to terms in other domains) 

2. Producing definitions 

a. Deciding what to do next 

i. Determining the meta-ontology: careful consideration of concepts and their in-
ter-relationships should determine the requirements for the meta-ontology 



  

 

- 41 - 

The meta-ontology specifies the concepts required to describe the ontology. 
These concepts include classes, relationships, class-subclass constructs, etc… 

ii. Address each work area in turn: start with the work area with the most over-
lap (with other areas) 

iii. Define terms: define the most fundamental (cognitively basic) terms first, 
then the more abstract and more detailed terms. 

b. Reaching agreement: an agreement should be reached about a necessary and suf-
ficient definition for each term in natural language. 

3. Reviewing: review and (if necessary) revise definitions; keep track of the changes 

4. Developing a meta-ontology 

 

During step 2 (producing definitions) a problem can arise with ambiguous terms: terms 
that have several possible meanings. A way to handle these ambiguous terms is to follow 
these steps [64]: 

1. Do not use the term anymore 

2. Define each concept to which the original term refers 

3. Give these definitions meaningless labels (e.g. x1, x2, etc) 

4. Determine which of the concepts are important enough to be kept in the ontology 

5. Choose a term for the concept (avoid using the original term) 

When defining terms during step two of the ontology capture, the middle-out approach 
should be used. This means that the most cognitively basic terms should be defined first, 
before defining the more abstract or the more detailed terms. The advantage is that when 
working at this cognitively basic level, it is easier to see the relations with the other terms; 
they are more apparent. When working at a too detailed level, one can easily get lost in 
details, losing sight of the big picture. When working at a too abstract level, relations at a 
lower level are often not discovered.  

We can illustrate the middle-out approach with an example from the automotive industry. 
The concept ‘car’ here is a very fundamental and cognitively basic concept. When starting 
at a very detailed level, one might start with ‘VolvoV40-1.9TDI-Grey’, which would be an 
actual car model. It is plain to see that in this case one could get caught up in details very 
easily. On the other hand, when a top-down approach is used, starting with, for example, 
‘Thing’, one might get stuck in thinking in high-level concepts and not reach the required 
level of detail.  

4.3.2 The Grüninger and Fox methodology 

Grüninger and Fox [36] developed a formal methodology for the design and evaluation of 
ontologies based on experiences in developing the TOVE (TOronto Virtual Enterprise) 
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project ontology. The methodology consisting of the following steps (see Figure 21, taken 
from [36]): 

 
Figure 21: Grüninger and Fox ontology design and evaluation procedure 

1. Capture of motivating scenarios: scenarios are captured that clarify the domain and the us-
age for the ontology.  

2. Formulation of informal competency questions: questions are formulated that should cover the 
desired expressiveness of the ontology.  

3. Specification of the terminology of the ontology within a formal language such as first order logic: the 
terms that are defined here should be sufficient for answering the competency ques-
tions formulated in the previous step 

4. Formulation of formal competency questions using the terminology of the ontology: the competency 
questions are reformulated using a first-order logic language using only terms specified 
in the previous step 

5. Specification of axioms and definitions for the terms in the ontology within the formal language: in 
this phase, the ontology is formally encoded in a logical language.  

6. Justification of the axioms and definitions by providing characterization theorems: theorems are 
provided that prove that the formal competency questions are answerable and the so-
lutions are complete. Completeness of the ontology is proven by proving that the an-
swer of every formal competency question can be derived from the ontology and a set 
of instance data.  

This methodology uses a very rigid logics based approach to ontology engineering. There-
fore, this methodology cannot be used for the engineering of less formal ontologies. Fur-
thermore, the use of a first-order logic language for the formulation of definitions, axioms 
and justification is prescribed, so that the use of this methodology is also limited to an 
ontology language based on first-order logic. 

4.3.3 METHONTOLOGY 

In order for ontological art (the “art” of developing ontologies) to become ontological 
engineering, there needs to be a definition and standardization of a life cycle that goes 
from requirements definition to maintenance of the finished product, as well as methods 
and techniques that drive their development, according to Fernandez et al. [28]. 
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Fernandez et al. [28] identify a number of activities that need to be carried out during the 
development of ontologies, which have their roots in the main activities identified by the 
IEEE software development process [47]: 

• Plan (tasks, resources, etc) 

• Specify the reasons why the ontology is built and what the intended uses and who the 
intended end-users are 

• Capture knowledge (see also the ontology capture phase in the skeletal methodology of 
Uschold and King [64], section 4.3.1) 

• Conceptualize the knowledge in a conceptual model (see also Gómez-Péréz [32] and 
section 4.3.1) 

• Formalize the conceptual model using a frame-oriented or description logic represen-
tation system (cf. section 3.2) 

• Integrate as much as possible existing ontologies in the ontology (cf. section 4.2) 

• Implement the ontology in a formal language 

• Evaluate the ontology with respect to the specification (or another frame of reference) 

• Document the ontology 

• Maintain the ontology 

Fernandez et al. concluded that the life-cycle model for ontology development should be 
that of the evolving prototype. The stages of the ontology life cycle are: specification, 
conceptualization, formalization, integration, implementation, and maintenance. Planifica-
tion is the activity that should be executed before the start of the life-cycle and the activi-
ties of acquiring knowledge, documenting and evaluating should be executed throughout 
the life-cycle, at every stage. 

After having identified the activities and the life-cycle, Fernandez et al. [28] present a 
structured method for building ontologies from scratch, called METHONTOLOGY. 

METHONTOLOGY distinguishes the following phases: 

1. Specification 

An informal, semi-formal or formal ontology specification document should be 
written that contains the following: 

a. The purpose of the ontology 

b. The level of the formality of the ontology (see [65]: informal, semi-informal, 
semi-formal, or formal) 

c. Scope, including the set of terms to be represented 
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When determining the terms to be included in the ontology, the middle-out ap-
proach should be followed, as argued by Uschold and Grüninger [65] (see section 
4.3.1). 

2. Knowledge Acquisition 

There are several knowledge sources which can be used, such as text analysis, 
brainstorm sessions, interviews with domain experts, etc. 

3. Conceptualization 

First, a complete Glossary of Terms (GT) needs to be built; then the concepts 
and verbs are split and put into concepts classification trees and verbs diagrams, respec-
tively. Now, the concepts should follow the guidelines presented in [32] and the 
verbs are to be described in a verbs dictionary and a table of conditions should be 
constructed. 

4. Integration 

To reuse definitions in other ontologies, do the following: 

• Inspect meta-ontologies (concepts used to model the ontology) to select 
those that best fit the conceptualization 

• Try to find which other ontologies contain definitions of terms that are co-
herent with the terms in the conceptualization and which ones use the most 
appropriate definitions 

5. Implementation 

The ontology is codified in a formal ontology language (see the chapter 3 on On-
tology languages). 

6. Evaluation 

Verify the correctness of the ontology and validate that the ontology represents the 
system it’s supposed to represent during each phase and between phases of the 
life cycle. 

7. Documentation 

At the end of each phase a document has been created. After the specification 
phase, there is the requirements specification document; after the knowledge acquisition 
phase, a knowledge acquisition document; after the conceptualization phase, a conceptual 
model document, which includes the intermediate representations; after the formal-
ization, a formalization document; after the integration, an integration document; after the 
implementation, an implementation document; and during the evaluation, an evaluation 
document. 

METHONTOLOGY provides a comprehensive methodology for the engineering of on-
tologies, taking into account most aspects of the IEEE software development process. It 
is a good candidate for a generic engineering methodology for ontologies, because it is 
applicable to most kind of ontologies, in terms of both generality and expressiveness. 
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4.3.4 The On-To-Knowledge methodology 

Staab et al. [61] present the methodology created in course of the On-To-Knowledge 
(OTK) project. OTK is primarily concerned with the building of large Knowledge Man-
agement systems. In the methodology, a distinction is made between the knowledge proc-
ess and the knowledge meta-process, where the first has to do with the actual use of the 
Knowledge Management system (knowledge acquisition and retrieval) and the latter has to 
do with the management of the knowledge in the system. In the terms of ontologies: the 
former concerns the usages of ontologies, where the latter concerns their construction, 
initial set-up and maintenance. 

Two approaches to Knowledge Management (the knowledge meta-process) are distin-
guished:  

• The document focus. Companies have mostly chosen the pragmatic document fo-
cus in Knowledge Management. In the document focus, reviewing business 
documents and current databases identify knowledge needs. In the document fo-
cus, meta-data can be defined as: “Data that describes the structure of data”. 

• The knowledge item focus. In the knowledge item focus, knowledge needs are iden-
tified by looking at knowledge items. Meta-data can be defined as: “Data describing 
issues related to the content of data”. 

Once a KM system is implemented, knowledge processes revolve around these steps (il-
lustrated in Figure 22, taken from [61]): 

• Creation or import of data 

• Capture of knowledge according to ontology concepts. This includes annotation of data 
referencing ontology concepts. 

• Retrieval and access of knowledge in the Knowledge Base with the use of the ontology 
concepts 

• Use of the knowledge to achieve user goals 

 

The actual ontology development process in the On-To-Knowledge methodology consists 
of the following phases (Figure 23, taken from [30]): 

1. The first phase is the feasibility study. The feasibility study is adopted from the 
CommonKADS methodology. At the end of the feasibility study it is determined 
whether the ontology should be built or not. 

2. The first phase in the actual development (the second phase of the overall proc-
ess) of the ontology is the kick-off phase. The output is an ontology requirements 
specification; in this phase, one should also look into the possibilities of integrat-
ing existing ontologies. Additionally, a number of competency questions should 
be formulated in order to capture the requirements for the ontology. 
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Figure 22: The On-To-Knowledge knowledge process 

3. Then there is the refinement phase, in which the application-oriented target ontol-
ogy is made according to the specification created in the kick-off phase. This 
phase can be further sub-divided accordingly: 

o Gathering a baseline taxonomy 

o Creating a seed ontology based on the baseline taxonomy that contains 
relevant concepts and describes the relationships among them 

o Using the seed ontology to create the target ontology, expressed in a 
formal language 

4. The last phase of the actual development of the ontology is the evaluation phase. 
Here, the target ontology is checked against the specification document and the 
competency questions. Also, its use in the target application environment is 
tested. During evaluation, feedback is gathered and fed into the refinement phase. 
In this way, several cycles may be performed until the target ontology has been 
found good enough. 

5. After the target ontology is rolled out, the maintenance phase is entered. During this 
phase, changes that occur in the real world are reflected by changes in the ontol-
ogy. 

In the On-To-Knowledge project, extensive tool support was developed for this method-
ology and the methodology was applied to several case studies. However, there is cur-
rently little support for maintenance and evolution in the methodology. 
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Figure 23: The On-To-Knowledge Knowledge Meta-process 

 

In this chapter we have seen several design principles, to which one should adhere in or-
der to create “good” ontologies. We have furthermore seen several ontology engineering 
methodologies, which help the user in creating usable, reusable ontologies. There is cur-
rently no “default” engineering methodologies, and the different methodologies presented 
in this chapter seem to serve different purposes.  

The Uschold and King skeletal model is not actually a methodology, but an outline to be 
followed by ontology engineering methodologies. The Grüninger and Fox methodology is 
only applicable to ontologies using formal logic languages and was furthermore specifi-
cally created with the KIF [31] language in mind. The methodology is geared towards 
formal verification using formal competency questions. METHONTOLOGY is a more 
generic, but also more comprehensive methodology. It tries to adhere to the IEEE soft-
ware development process, identifying many activities to be performed during the ontol-
ogy engineering process. Where METHONTOLOGY tries to provide a generic method-
ology for all kinds of ontologies, the On-To-Knowledge methodology is geared towards 
development of application specific ontologies, more specifically, ontologies for Knowl-
edge Management applications. By specializing in this kind of applications, the On-To-
Knowledge methodology can provide better support to the ontology developer. 
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5. Conclusions 

We have introduced ontologies as a potential “silver-bullet” (cf. [21]) for Knowledge 
Management, Enterprise Application Integration EAI and E-Commerce (which is in fact 
EAI on an inter-organizational level), because ontologies are shared by a group of stake-
holders in the domain and because ontologies interweave formal semantics with real-
world meaning; ontologies relate a human-understandable domain description with a ma-
chine-understandable description. 

Because of these attractive properties, ontologies enable knowledge sharing and knowledge 
reuse. However, it turns out that we are not done with the introduction of the concept of 
ontologies. The degree to which an ontology is machine-understandable, its formality, is 
determined by the language used for the specification of the ontology. This also goes for 
the expressiveness of the ontologies (i.e. the degree of detail to which the domain can be 
described in the ontology), which is limited by the expressivity of the ontology language. 

Actually, what an ontology looks like and what can be expressed by an ontology are en-
tirely determined by the ontology language used. We have also seen that there exists is a 
trade-off between the expressivity of an ontology language and the modeling support it 
provides for the ontology developer. The use of Description Logics [2] in current ontol-
ogy languages, such as OWL [6], limits the understanding of developed ontologies, be-
cause of the de-coupling of classes and properties. Fully-fledged inferencing is necessary 
to determine the properties for certain classes. 

We have described how different Knowledge Representation formalisms, such as first-
order logic, frames and Description Logics, together with the Web languages XML and 
RDF, have influenced the development of the current Web Ontology Language OWL. 

The (near) existence of the version 1.0 of OWL does not mean the development of on-
tology languages will stop. Horrocks et al. [45] identify several possible future extensions 
and improvements of OWL, which include: 

• Import of modules of ontologies. Currently it is only possible to import complete 
ontologies in the OWL ontology, which is not desirable for large ontologies. 

• The Closed world assumption might be useful in several (perhaps database-oriented) 
applications. Currently, the standard logical model of open world assumption is 
used in OWL. The closed world assumption (CWA) states that if a fact cannot be 
derived from the available knowledge, the complement can be derived. The open 
world assumption (OWA) states that there might be additional statements, we 
don’t know about, that might make the fact true; therefore the negation of the 
fact cannot be derived. Note that the OWA is the most logical choice for the 
Web, because of its open, distributed nature. 

• Unique names assumption. Currently, the unique names assumption does not hold in 
OWL. If two classes, properties or individuals have different names, it does not 
mean that they are indeed different. In databases, the unique name assumption is 
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common; but again, for a distributed open environment as the Web, this is not 
the most plausible solution. Fensel [21] argues that the unique name assumption 
could be used for a less-expressive sub-language of OWL in order to reduce the 
requirements on reasoning support. 

• Rules. The next layer in the Semantic Web Layer Cake (Figure 7) is the Rule Lan-
guage. There are current efforts in combining rule languages with Description 
Logic- based language (cf. [33]) and there exists a proposal for an OWL rules lan-
guage30. 

Also, the last word has not been spoken on the issue of language layering on the Semantic 
Web. The introduction of decidable sub-languages of OWL, namely OWL Lite and OWL 
DL, was necessary because complete semantic layering on top of RDFS and retaining de-
cidability of the language turned out not to be possible. In this context, Horrocks and 
Patel-Schneider [43] describe language layering on the Semantic Web and introduce two 
theses of semantic layering of languages on the Semantic Web that have a better concep-
tual basis than current language layering using RDFS. 

Besides the language issue, we have described some design principles for ontologies and 
the way these design principles come forward in several ontology engineering methodolo-
gies. Because of the key issues of knowledge sharing and reuse, it is important to create on-
tologies in a way that facilitates sharing and reuse of the ontologies themselves and the 
knowledge that is described by the ontologies.  

Ontologies must be described in a language (syntax) that can be processed by all parties 
using the ontology; the concepts in the ontology must be described in a formal way, which 
enables machine processing of the ontology. The following design principles are critical to 
create usable and reusable ontologies: 

• Clarity 

• Coherence (consistency) 

• Extensibility 

• Minimal ontological commitment 

• Minimal encoding bias 

We have seen how some popular ontology engineering methodologies use these design 
principles to create ontologies. For a more extensive comparison of ontology engineering 
methodologies, we refer the reader to [30] and [29] 

 

 

 

                                                       
30 http://www.cs.man.ac.uk/~horrocks/DAML/Rules/ 
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