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Abstract

Description Logics (DL) have been investigated for over three decades as a

decidable formalism for modeling knowledge. Since even very inexpressive

DL languages showed high worst-case complexity results, research has con-

centrated on extending existing formalisms and thereby retaining decidability.

However, recent work has investigated subsets of existing formalisms that boast

polynomial reasoning characteristics and ELP has been presented as a relatively

expressive representative for the category of tractable DLs. ELP captures not

only many existing tractable DLs but also serves as a formalism for a tractable

subset of the Logic Programming paradigm.

Contemporary knowledge representation formalisms for the Semantic Web

need to be expressive enough to be useful while at the same time having rea-

soning characteristics that scale to the size of the Web. This is the reason why

major Web ontology languages like OWL and WSML provide variants that

are restricted in their semantic expressivity for the sake of better reasoning

behavior. The DL ELP captures the semantics of the OWL 2 profiles EL and

RL as well as the WSML-DL v2.0 variant, thus a reasoner implementation of

ELP is capable of supporting all of these languages. This thesis discusses the

implementation of such an ELP reasoner – named Elly – and evaluates its

scalability characteristics. Furthermore, a description is provided of the inte-

gration of Elly into frameworks that are used for reasoning with Semantic

Web data.
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1

Introduction

The amount of data published to the Web is growing exponentially and with

it the structured data related to it. Furthermore, much original data is now

published in a structured form, e.g., Linked Data1. In order to be able to reason

with such data, formal languages are needed to encode this information in a

machine interpretable way. Due to the amount of data, formalisms must be

chosen that have tractable and efficient reasoning algorithms. Such languages

are faced with the problem of balancing the requirements of providing enough

expressivity to be useful against having tractable reasoning characteristics.

One such language is the Web Ontology Language (OWL), which was recently

standardized as OWL 2 Web Ontology Language. The standard tackles the

languages OWL 2 DL and OWL 2 Full, as well as as their less expressive

profiles OWL 2 EL, RL and QL.

Up until now, there have been mainly two approaches to decidable reason-

ing, namely Description Logics (DL) and rule-based logics, also called Logic

Programming (LP). Both of these have been studied extensively, with special

attention paid to examining their worst-case complexity behavior in relation

to the allowed language constructs. One very prominent DL is SROIQ, an

expressive, but decidable Description Logic, which serves as logical foundation

for OWL 2 DL.

Nevertheless, since many applications don’t need the full expressivity of such

a language, the standardization also covers various profiles of OWL 2, each of

which forms a subset of the expressive range of the full specification. The intent

here is to provide more lightweight languages such that whenever the required

1http://linkeddata.org/
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Chapter 1. Introduction

expressivity for a given domain can be captured in a lightweight profile then

less complex reasoning algorithms can be utilized.

The OWL 2 EL profile, which is captured by the DL EL++, has the advantage

that common reasoning tasks like subsumption, classification and satisfiability

are tractable – they can be decided in polynomial time. Furthermore, OWL

2 EL is expressive enough for many ontology applications [owl09c]. This pro-

file will likely be used for ontologies defining large numbers of concepts and

properties. An example use-case that is examined during evaluation is the

biomedical ontology SNOMED CT.

OWL 2 RL is inspired by rule-based languages such as DLP, computing only

objects that are explicitly named in the knowledge base. This profile aims for

applications requiring scalable reasoning, but with relatively high expressivity,

which is enabled by extending RDFS with some OWL 2 language features.

Another important ontology language for the Web is the Web Service Modeling

Language (WSML), which also distinguishes between the Description Logic

and Logic Programming approaches. Whereas OWL 2 is based on OWL 2

DL for its main formalism that supports various sub-languages as profiles,

WSML has a hierarchical structure with several variants that are designed to fit

specific application purposes. The least expressive formalism is WSML-Core,

which is the basis for all the other WSML language variants. Each variant is

layered such that its expressivity subsumes the variants upon which it is based.

Extensions of WSML-Core include – similarly to OWL 2 – a variant based on

an DL and a variant based on a rule-based approach. The combination of

all variants is captured in the formalism WSML-Full. However, since there is

no widespread consensus on the semantics of such an expressive combination,

WSML does not specify the semantics for this variant [dBLK+05].

WSML is currently in the standardization phase to be released as WSML v2.0.

The standardization proposes a new language WSML-Quark that is even less

expressive than WSML-Core, and thus subsumed by all other formalisms. This

variant is intended for simple classification systems. Interesting for the topic of

this thesis however is that WSML-DL v2.0 is designed to be less expressive than

its predecessor, but on the other side is intended to have tractable reasoning

behavior.

2



Chapter 1. Introduction

1.1. Objective

Description Logics have been developed for over three decades to build a formal

and decidable language for modeling knowledge. Over time, research standard-

ized the semantics of various knowledge representation formalisms and contin-

uously extended the expressivity while still keeping the semantics decidable.

However, the complexity of computing inferences from the modeled knowledge

almost always increases when extending a certain language with additional fea-

tures, such that the DL SROIQ (D), which forms the logical base for OWL

2 DL, has a worst-case reasoning complexity of N2ExpTime. To put it sim-

ply, the complexity class N2ExpTime means that a nondeterministic Turing

Machine runs in time 22n
c

for a knowledge base of size n and some constant

c. Nevertheless, there exist reasoners with extremely efficient algorithms such

that general-case knowledge base reasoning can be accomplished in feasible

time.

On the other hand side, research not only tries to extend expressivity at the

price of complexity, but also investigates the field of DLs to find tractable

sub-languages, i.e., languages that have polynomial time reasoning behavior

(or even logarithmic) with respect to the the size of the knowledge base. One

such recently defined language is ELP, which has been presented as a useful

hybrid between Logic Programming and Description Logics that combines the

tractable DLs EL++ and DLP in a novel way. Importantly, it does not cap-

ture the full union of the expressivity, which was already shown to be highly

intractable. By restricting the interaction of the subsumed formalisms it re-

tains tractability, and thus extends both languages towards each other to some

extent. Nevertheless, considering the two formalisms one at a time, both se-

mantics are fully captured within ELP.

This has the effect that the OWL 2 profiles EL and RL, which are based

on the two subsumed languages, are fully captured by the semantics of ELP.

Additionally, the DL variant of the WSML v2.0 framework also falls into the

expressivity of this newly defined DL language, thus also the sub-languages

WSML-Core v2.0 and WSML-Quark. Since ELP does not solely define the

semantics of the language, but also provides a tractable reasoning algorithm,

the idea of this thesis is to investigate this algorithm and thereby provide an

implementation that serves as a fully fledged ELP reasoner. In order to be

useful for practical applications, the reasoner will also be extended so that it

3



Chapter 1. Introduction

can be integrated in to common reasoning frameworks. Most notably, so that

it can be used as reasoner for the above mentioned Web ontology language

profiles.

An interesting point at this juncture, is that there is currently no reasoner

implementation for the DL ELP. The author has designed and programmed

the software entirely from scratch. In the next section a summary is provided

showing the steps for identifying a potential Description Logic that can be

used as the basis for a WSML-DL v2.0 and OWL 2 EL/RL reasoner.

1.2. Approach

As already indicated in the previous section, before reasoning with high-level

ontology languages like OWL and WSML is possible, a reasoner for the defined

semantics of an according Description Logic must be implemented. ELP serves

well as a DL for this purpose, since it captures the semantics of three promi-

nent ontology formalisms. Crucially, it has polynomial worst-case reasoning

behavior, and is to the best of the author’s knowledge the most expressive

reasoning formalism in this complexity class. Furthermore, it serves as the

basis for multiple reasoning paradigms.

Since the name of the logical formalism is ELP, the name of the corresponding

reasoner is chosen to be Elly. The first task for the implementation is to

define an ASCII based language that captures the semantics of ELP, which is

necessary for standalone use of the reasoner where first-order logical operators

do not form part of standard computer character sets. Furthermore, an object

model must be designed in order to capture knowledge bases by representing

them as instances of classes in memory. This object model must also be ca-

pable of representing the outcome of the transformation algorithm, which is a

Datalog Program. The connection between the ASCII syntax and the object

model is a parser that allows Elly to create an in-memory object model from

ELP knowledge bases described in this syntax.

The next task, which is the main objective of the reasoning process, is to map

the formally defined reasoning algorithm to an imperative, object-oriented

implementation. This encompasses computation of various properties of a rule

base as well graph based representations of the encoded rules. Bringing those

4



Chapter 1. Introduction

properties together, the algorithm itself must be implemented on top of these

representations.

Based on the core implementation of the algorithm, an interface for the ELP

reasoner must be defined that serves as an API for common Description Logic

reasoning tasks, e.g., satisfiability or subsumption. The semantics of ELP are

defined in terms of a polynomial time translation to Datalog and so a full

implementation of Elly requires a Datalog reasoner implementation. This

is accomplished in an abstract way, such that reasoning is performed against

a Datalog reasoner facade that can be configured for use with any existing

Datalog reasoner. Based on the DL interface and the Datalog facade, ELP

reasoning tasks must be mapped to efficient Datalog queries. The open-source

reasoner IRIS was selected as the default Datalog reasoner for use with Elly.

The available features of IRIS allow Elly also to be extended with concrete

domains, i.e., datatypes can be used for reasoning, which is crucial for Web

based reasoning.

As already stated, to be useful in practice, Elly needs to be extended for

reasoning with Web ontology languages. This includes integration with frame-

works that support WSML as well as the OWL 2 profiles EL and RL. For

WSML-DL v2.0, whose semantics almost coincide with ELP, this is accom-

plished by integrating Elly into the WSML2Reasoner Framework. The ap-

proach for OWL is somewhat different, since there is no common framework

for this open standard. Therefore the OWL API framework is used to enable

the serialization and deserialization of OWL ontologies, and in this way Elly

is extended with OWL 2 support. However, these languages are defined on top

various formal languages, such that the mapping from the assorted language

constructs to ELP must be worked out and implemented.

Because of this multi-tier reasoning architecture, evaluation of the correctness

throughout all layers of the reasoning process is essential. Another crucial

point for evaluation is the space and time behavior of the final implementation,

which needs to be evaluated in various benchmarks.

Summarizing the above approach, this thesis will tackle the following research

questions:

• What is a useful ASCII representation for ELP knowledge bases?

5
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• How can an object model be defined that captures ELP as well as Datalog

knowledge bases.

• How can the formally defined algorithm be implemented efficiently in an

object-oriented, imperative programming language?

• How can the transformed knowledge base be used for reasoning tasks?

• How can reasoning tasks based on WSML ontologies be accomplished

with an ELP reasoner?

• How can reasoning tasks based on OWL 2 EL ontologies be accomplished

with an ELP reasoner?

• How can reasoning tasks based on OWL 2 RL ontologies be accomplished

with an ELP reasoner?

These questions form the three main goals for the thesis:

1. Define the algorithms for reasoning with ELP knowledge bases. This

encompasses the mapping of common DL reasoning tasks to a Datalog

reasoner that reasons over a transformed ELP rule base, as well as map-

ping the semantics of high-level Web ontology languages like OWL and

WSML to ELP.

2. Create a reasoner framework for ELP that supports the algorithm imple-

mentations and can integrate high-level Web ontology reasoning support.

3. Evaluate the reasoner implementation in terms of correctness and scala-

bility.

1.3. Structure of this thesis

Since the topic of this thesis is heavily based on Description Logics, the next

chapter will give an overview of DLs and common reasoning techniques. There

follows a chapter describing ELP and giving an introduction to all main DLs

that are contained in or at least influence the definition of ELP. Chapter 4

gives an overview of all algorithms that are to be implemented for this thesis,

before Chapter 5 discusses the concrete implementations of these algorithms.

Various evaluations that examine the correctness and complexity behavior of

6
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Elly are discussed in Chapter 6. The thesis concludes with Chapter 7, that

discusses the results and achievements of this work.

7



2

Description Logics

This chapter gives a general introduction to the field of Description Logics

(DL), which is the family of logics that ELP belongs to. As will be explained

throughout this chapter, DLs encompass a set of different languages, each of

which has differences in terms of expressivity compared to the others. Since

ELP is a Description Logic that uses knowledge and formalisms extending the

basic family of DLs, a distinct chapter is dedicated to ELP (see Chapter 3) and

its prerequisites. Nevertheless, this chapter must be considered as prerequisite

to ELP as well, since it defines the semantics of several DLs which (mostly)

subsume the expressivity of the DL ELP. The sections on reasoning and com-

plexity explain the general ideas on how to compute the presented semantics

and the complexity that is associated with that computation.

2.1. Introduction

The goal of knowledge representation and reasoning is to build intelligent sys-

tems, i.e., systems that allow to query for implicit knowledge given only ex-

plicit knowledge. In particular, this means that those systems are able to infer

certain results from knowledge encoded in descriptions and relations between

those descriptions.

8



Chapter 2. Description Logics

2.1.1. History

Research in the field of Description Logics gained popularity in the 1970s,

where two types of systems evolved. On the one hand side there were the logic

based representation systems and on the other hand side the non-logic based

ones. Considering logic as a foundation for knowledge representation systems

was a reasonable choice, since first-order logic (FOL) provides a variety of

means for making statements about the world. Due to its generic approach,

the logic based formalism could have served as general-purpose formalism.

Nevertheless, because of their intuitive nature non-logical systems gained more

attention and research interest (probably also for the reason that FOL theorem

provers already received a lot of interest earlier and thus were already quite

well developed). This approach also concentrated on practical applications in

addition to academic research.

One main representative for the non-logic approach were the so called seman-

tic networks, a graph like representation of knowledge consisting of nodes and

links. The nodes in the example have to be interpreted as classes of individ-

uals, which will be called concepts, links between those concepts expressing

relationships are so called roles (according to the notions from [BS85]).

Semantic networks additionally have the notion of properties, which model the

attributes of a concept. Those are inherited along the inheritance hierarchy

from more general to more specific concepts. It is also possible to model

instances of concepts, which are called individuals, by means of (different)

nodes in the network [Neb90b]. Those notions will however be skipped for the

following example for the sake of simplicity.

9



Chapter 2. Description Logics

Human

Person

Student Developer Program

Software

JavaProgramSpecialistDvlpr JavaDvlpr

develops
(1,NIL)

develops
(1,1)

Figure 2.1.: Example for a Semantic Network.

Figure 2.1 visualizes a semantic network representing a terminology consisting

of nodes and links between them. This terminology can as well be expressed

in a textual way, using the terms defined in [BS85]:

A Person IS-A

Human.

A Developer IS-A

Person.

A Student IS-A

Person.

An Program IS-A

Software.

A JavaProgram IS A

Program.

A JavaDvlpr IS (defined as) A

Developer with

at least 1 develops filler that is an JavaProgram.

A SpecialistDvlpr IS (defined as) A

Developer with

exactly 1 develops filler that is an Program.

Concepts described with “IS (defined as) A” are called defined concepts

and are introduced by giving necessary and sufficient conditions, i.e., any

10



Chapter 2. Description Logics

individual satisfying the stated conditions is therefore a member of the so

defined concept. All other concepts in a terminology are called primitive con-

cepts which are defined stating only the necessary conditions. As already

mentioned, terms denoting relationships between concepts are called roles;

by applying restrictions on such roles they may be used to define concepts.

This can be seen in the definition for the concept JavaDvlpr, that says that

an individual, say someDvlpr, is member of this concept iff 1 someDvlpr

is a member of the concept Developer and there is at least 1 individual,

say someProgram, that is in the relationship develops with someDvlpr

and additionally is member of the concept JavaProgram. The definition of

SpecialistDvlpr is similar, the semantics of the definition does however

hardly meet the requirements of a software specialist and is only in the example

for didactic reasons.

Another popular approach for knowledge representation was introduced later,

where the idea was to model knowledge in terms of frames [Min74]. Frames

are different from semantic networks in many kinds, but do have a strong

common basis in a sense that both use a network structure to model a domain

of interest. Thus they are nowadays referred to as network-based structures

[BCM+07].

This non-logic formalisms, however, had the problem that each of them defined

the intended semantics in their own terms. One important step towards a

standardization was the recognition that frames could be expressed in terms

of FOL. Research in the field of knowledge representation concentrated on

reasoning methods for those formalisms, which had better complexity behavior

than first-order theorem provers because of their network based origin and

therefore somewhat regular structure. The labels for those systems changed

over time from terminological system over concept languages to its current one,

which is Description Logics.

2.1.2. Terminologies

The technical or special terms used in a business, art, science, or

special subject. [Dic09].

1abbreviation for “if and only if”

11



Chapter 2. Description Logics

Terminologies, also known as intensional knowledge in DLs provide the neces-

sary means to describe a domain of interest by building complex descriptions.

This is done in terminological axioms which make statements about how roles

and concepts in a specific domain relate to each other. Definitions represent

a special form of those axioms allowing to define concepts that may be used

as abbreviation or “special term” for complex concepts in a “special subject”

[BCM+07].

This section will use the notation where the letters C,D to describe concepts

and R, S to describe roles. For the sake of conciseness, some places skip the

definition of roles, as it may be trivially extended from the according concept

definition. The full definitions may be read in one of [Baa09, HKS06].

Terminological Axioms

Basically there are two kinds of terminological axioms, inclusions and equali-

ties.

C v D (R v S) or C ≡ D (R ≡ S)

The semantics of those constructs is defined as follows2.

Definition 2.1.1 (Semantic Definition of Inclusion and Equality). [BCM+07]

An interpretation I satisfies an inclusion C v D if CI ⊆ DI. Similarly I
satisfies an equality C ≡ D if CI = DI. A set of terminological axioms T is

satisfied by I if every single axiom is satisfied. I is called to be a model of T
if it satisfies T . Two sets of axioms T1 and T2 are equivalent if they have the

same models.

A TBox is called primitive if it consists only of inclusions with C (i.e., the

left-hand side of the inclusion) being an atomic concept. If C is atomic and

the TBox contains both inclusions and equalities it is called simple. Without

the restriction on the atomicity of C the TBox is called to be free [DLNS96].

Definitions

Definitions are a special case of terminological axioms, namely equalities whose

left-hand sides are atomic concepts. As such, the left-hand side concept can be

2This semantics is called descriptive semantics which seems to be the most appropriate
one but it is not satisfactory in all cases [Baa90] (see Section 2.5 for more details).
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used as symbolic name for the complex concept on the right-hand side. The

definition

Student ≡ Human u ∃studies.>

defines the concept Student as a Human that studies something which is not

defined more specifically. The defined concept name Student can then be used

in the knowledge base to define further concepts such as in the definition

CSGraduateStudent ≡ Student u ∃graduated.CS.

A set of definitions T is called a terminology or TBox if no concept is defined

more than once, i.e., doesn’t occur in more than one definition on the left-hand

side. The atomic symbols occurring in a terminology T are divided into a set

of base symbols BT , occurring only on the right-hand side, and a set of name

symbols NT , occurring also on the left-hand side of the definitions in T . Base

symbols are often called primitive concepts whereas name symbols are often

called defined concepts since the terminology defines them in terms of base

symbols (and possibly other defined name symbols).

2.1.3. World Description

As opposed to the intensional knowledge, the extensional knowledge makes

assumptions about some specific individuals in a certain application domain.

This knowledge is called world description or ABox.

Assertions

The ABox basically consists of assertions about individuals, expressed by means

of concepts and roles. Those assertions state that an individual a is an instance

of a certain concept C or that an individual b stands in a relation R to another

individual c.

C(a) R(b, c)

The first assertion is called a concept assertion whereas the second is called

role assertion. An ABox A is a finite set of such assertions.

Figure 2.2 makes assertions about some individuals in the university domain

defined in Section 2.1.2.

13
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Student ≡ Human u ∃studies.>
GraduateStudent ≡ Student u ∃graduated.>

CSGraduateStudent ≡ GraduateStudent u ∃graduated.CS
PhDStudent ≡ GraduateStudent u ∃studies.PhDStudies

Human(daniel)

CS(csbachelor)

CS(csmaster)

PhDStudies(csphd)

studies(daniel, csmaster)

graduated(daniel, csbachelor)

Figure 2.2.: Example of combined TBox and ABox

2.1.4. Reasoning

Considering again Figure 2.2 from the previous section, the intention of the

modeled knowledge base is that we do not only want to know the modeled

knowledge facts, but also want a system that combines the ABox with the

TBox to compute new knowledge. When combining the modeled knowledge

one possible conclusion is that daniel is a Student, which stems from the

fact that he is Human and studies something, in this case csmaster. Addi-

tionally, he graduated in csbachelor, which is a CS studies and thus he is a

CSGraduateStudent and as well a GraduateStudent. Nevertheless, since he

doesn’t study a PhDStudies, he is no PhDStudent.

This kind of inferencing is done in the process of reasoning, which basically

has four main interests that are all reducible to one another [BBL05].

Satisfiability A concept C is satisfiable with respect to T if there exists an

interpretation I of T such that CI is nonempty. In this case we say also

that I is a model of C.

Subsumption A concept C is subsumed by a concept D with respect to T
if CI ⊆ DI for every model I of T . In this case we write C vT D or

T |= C v D.

Equivalence Two concepts C and D are equivalent with respect to T if CI =

DI for every model I of T . In this case we write C ≡T D or T |= C ≡ D.

14
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Disjointness Two concepts C and D are disjoint with respect to T if CI ∪
DI = ∅ for every model I of T .

If the TBox is clear from the context, the qualification “with respect to T ” is

often dropped [BCM+07].

2.2. Semantics of AL

This section will discuss the DL AL (attributive language) [SS91] which is

one of the first DLs discovered in research and is also one of the most basic

ones. DL languages are basically distinguished based on their expressivity,

i.e., the description constructors that are supported by the language. AL does

not allow for creation of complex roles, but allows to create concepts by the

following means [BCM+07, Baa09]:

C,D −→ A | atomic concept

> | top concept

⊥ | bottom concept

¬A | atomic negation

C uD | intersection

∀R.C | value restriction

∃R.> | limited existential restriction

Note that there are restrictions on some constructors. First, as the name

atomic negation already implies, negation can only be applied to atomic con-

cepts, i.e., concepts that are not created by one of the languages constructors.

Second, limited existential quantification is limited in the sense that it is not

allowed to create concepts by specifying the type of the role filler which would

be an expression of the form ∃R.C. Another restriction is that all roles in

concept constructors have to be atomic, which is implicit and enforced by the

fact that the language doesn’t support means to create complex roles.

Research has investigated lots of variations of AL, either by adding expressiv-

ity (in form of adding constructors to the language or loosen the mentioned
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restriction [SS91, HS01]) or by removing expressivity (by adding further re-

strictions on the language constructors or removing some from the language

[KM02]). Note that this need not be strict, there are reasonably many lan-

guages that remove some expressivity and add features in some other place,

i.e., there is no strict way to compare them and decide whether one is more

expressive than the other. As example, think of a language X the removes

value restriction and (limited) existential quantification from AL in favor of

adding a union constructor CtD. No assertion can be made about whether X

is more or less expressive than AL since each language supports constructors

that are not available in the other one.

Apart from that, the expressivity of a language has to be made concrete,

which is done by defining the semantics of each language constructor. The

semantics will be defined in the following by means of an interpretation I
denoted by a pair I = (∆I , ·I), the non-empty set ∆I which is the domain

of the interpretation and ·I which is a function that assigns to every concept,

respectively role, a subset of the relation3 ∆I and ∆I ×∆I , respectively.

Definition 2.2.1 (Semantics of AL). [BCM+07] An interpretation is a pair

I = (∆I , ·I) where the domain ∆I is a non-empty set and ·I is a function that

assigns to every atomic concept A a set AI ⊆ ∆I and to every atomic role

r a binary relation rI ⊆ ∆I × ∆I. This function is extended to AL concept

descriptions as follows:

• (>)I = ∆I ;

• (⊥)I = ∅;

• (¬A)I = ∆I \ AI ;

• (C uD)I = CI ∩DI ;

• (∀R.C)I = {x ∈ ∆I | for all y ∈ ∆I , (x, y) ∈ RI implies y ∈ CI};

• (∃R.>)I = {x ∈ ∆I | there is y ∈ ∆I with (x, y) ∈ RI}.

A concept C is subsumed by a concept D (C v D) if their interpretations do

so CI ⊆ DI . Two concepts are equal C ≡ D if their interpretations are equal

CI = DI , i.e., they subsume each other.

3Note that a set is a unary relation.
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2.3. From AL to SROIQ

Starting from the DL AL, which was defined in the early 1990s [SS91], research

has tried to add more and more expressive means to the language while still

attempting decidability of the resulting language (see Section 2.7). Languages

extending AL are named by a specific schema, such that arbitrary combina-

tions of

AL[U ][E ][N ][C]

follow. The intuitive meaning and resulting semantics of the different letters

are

• U : Indicates the union of two concepts written CtD which is interpreted

as

(C tD)I = CI ∪DI .

• E : Extends AL, that only encompasses limited existential restriction,

with full existential restriction such that concepts of the form ∃R.C are

allowed. The interpretation is defined as

(∃R.C)I = {x ∈ ∆I | there is a y ∈ ∆I with (x, y) ∈ RI and y ∈ CI}.

• N : Denotes number restrictions, which encompasses the two constructors

> nR (at-least restriction) and 6 nR (at-most restriction) defined as

(> nR)I = {x ∈ ∆I
∣∣∣ ∣∣{y | (x, y) ∈ RI}

∣∣ > n}

(6 nR)I = {x ∈ ∆I
∣∣∣ ∣∣{y | (x, y) ∈ RI}

∣∣ 6 n}.

”|·|” expresses the cardinality of a set, n has to be a non-negative integer.

Note that combining the two constructors allows to express the exact

cardinality, e.g., > 4hasFeet u 6 4hasFeet is equal to the construct

= 4hasFeet.

• C: Loosens the restriction of atomic negation by introducing full negation

to the language, i.e., allow ¬C instead of ¬A. The resulting interpreta-

tion looks similar but due to the replacement of the atomic concept A
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with an arbitrary concept C the expressivity changes significantly.

(¬C)I = ∆I \ CI .

Note that this letters may be combined arbitrarily to create new languages

but some combinations are semantically equivalent. An example would be

the language ALC which supports full negation and therefore full existential

restriction since ¬∀R.(¬C) ≡ ∃R.(¬(¬C)) ≡ ∃R.C. Additionally union can

be modeled because of similar transformation ¬((¬C) u (¬D)) ≡ (¬(¬C)) t
(¬(¬C)) ≡ C t D. Conversely, the combination of full existential restriction

and union added to AL is equivalent to adding full negation [BCM+07], which

means that C can be expressed as UE and is therefore not needed. Combining

the other three extensions results in 23 = 8 pairwise disjoint languages where

notationally C is used in favor of UE , i.e., the language extending AL by full

existential restriction and union is written ALC and not ALUE .

The family of AL languages was further extended by means like role con-

structors which resulted in even more expressive languages like SHOIN and

SROIQ, building the foundations of the ontology languages OWL DL [PHH04,

HST00] and OWL 2 DL [MPG+09, HKS06], respectively4.

Even though SROIQ does not have any letter in common with the AL family

naming scheme, the DLs are not unrelated. Historically, ALC was extended

by transitively closed primitive roles to the DL ALCR+ [Sat96]. Since [HST00]

this logic has been called called S, due to its relationship with the propositional

(multi) modal logic S4(m). The consideration was that research wouldn’t have

stopped at the expressivity of ALCR+ . Therefore S was also chosen to prevent

further DLs from having too cumbersome denotations 5. Starting with S, the

naming scheme allows to build the following DLs (among others):

S[H|R][O][I][F ][N|Q].

Some combinations are again semantically equivalent. If this equivalence is

implicit then the scheme is denoted by [·|·]. For example SH is subsumed by

4OWL and OWL 2 additionally allow for datatypes, therefore the expressivity is denoted
SHOIN (D) and SROIQ (D), respectively.

5Note that there are as well languages which do not extend AL by transitive roles, in which
case the normal naming scheme applies, e.g., ALCFI [DH07]. Also, the S naming is not
mandatory, such that a language may as well be called ALCFIR+ instead of SFI.
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SR since R is an extension of H, therefore the name SHR is not allowed as

it doesn’t make sense. The interpretation of the letters is elucidated in the

following enumeration; note that the combination of some language constructs

may put further restrictions on the resulting DLs to retain decidability. Those

can be looked up in the according papers, defining the particular language.

Since SHOIN and SROIQ are popular and well known DL languages, the

features are defined in the following with the restrictions of those languages

[HST00, HKS06].

• S: As already mentioned, S is a different name for ALCR+ , which means

ALC extended by transitive roles. Semantically this means

(R+ v R)I = {(x, y) | for k > 1 exists z0 = x, z1, . . . , zk = y

such that (zi, zi+1) ∈ RI for all i < k}.

Note that the expressive power of this extension can no longer be ex-

pressed by means of first-order logic. The reason is that in contrast to

transitivity, which indeed can be expressed, the transitive closure of a

relation can not be expressed [Sat96].

• H: Expresses the extension of S by role inclusion axioms written as

R v S and interpreted as

(R v S)I = RI ⊆ SI

[HST00].

• R: Similar to H, R denotes an extension with role hierarchies, but in

this case the statements are called generalized role inclusion axioms. The

difference is that statements of the form S1 ◦ · · · ◦ Sn v R are allowed,

◦ is the symbol for role conjunction, semantically interpreted as

(S1 ◦ · · · ◦ Sn)I = {(x, y) | (z0, z1) ∈ SI1 and . . . and (zn−1, zn) ∈ SIn ,
x = z0 and y = zn},

used for the definition of the generalized role inclusion’s interpretation

(S1 ◦ · · · ◦ Sn v R)I = (S1 ◦ · · · ◦ Sn)I ⊆ RI .
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This extension comes with restrictions on the so called generalized role

hierarchy Rh to keep decidability. Rh has to be regular with respect to a

strict partial order ≺ (see Appendix A.2 for more information on partial

ordering) on the set of role names, which is imposed by allowing for the

constructs

R ◦R v R

R− v R

S1 ◦ · · · ◦ Sn v R

R ◦ S1 ◦ · · · ◦ Sn v R

S1 ◦ · · · ◦ Sn ◦R v R

such that Si ≺ R for i = 1, . . . , n and R being a non-inverse role name

[HKS06]. Additionally it must be satisfied that S ≺ R if and only if

S− ≺ R.

• O: Extends the language by nominals, i.e., concepts {a} with a ∈ NI

representing a single individual with the obvious interpretation

{a}I = {aI}

[HS05].

• I: Allows for inverse roles R−, defined by

(R−)I = {(x, y) | (y, x) ∈ RI}.

[HST00].

• N : Already occurs in the family of “simple” AL languages, therefore

consult Section 2.2.

• F : Defines functional roles which are basically represented by a specific

number restriction since they are defined as 6 1R. The semantics are

therefore already defined in Section 2.2 for the language feature N . A

more intuitive representation is the following definition for functionality

(6 1R)I v {x | (x, y) ∈ RI and (x, z) ∈ RI → y = z}
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which follows from the definition

(6 1R)I = {x ∈ ∆I
∣∣∣ ∣∣{y | (x, y) ∈ RI}

∣∣ 6 1}.

• Q: Denotes qualified number restrictions, consisting of the two construc-

tors > nR.C (at-least restriction) and 6 nR.C (at-most restriction) de-

fined as

(> nR.C)I = {x ∈ ∆I
∣∣∣ ∣∣{y | (x, y) ∈ RI and y ∈ CI}

∣∣ > n}

(6 nR.C)I = {x ∈ ∆I
∣∣∣ ∣∣{y | (x, y) ∈ RI and y ∈ CI}

∣∣ 6 n}

[HST00].

2.4. Descriptive Semantics

An interpretation J for T is called base interpretation, if it is only capable

of interpreting base symbols. If an interpretation I interprets also the name

symbols and has the same domain as J and agrees with J on the base symbols,

then I is called an extension of J . T is definitorial if every base interpretation

has exactly one such extension that is a model of T .

Intuitively, a terminology T must be definitorial if it contains no cyclic defini-

tions; if there are any cyclic definitions, however, T may still be definitorial.

More formally, A directly uses B in T if B occurs on the right-hand side of A’s

definition. The term uses is defined as transitive closure over directly uses, and

T contains a cycle if it contains a name symbol that uses itself. If T contains

no cycle it is called acyclic.

An acyclic terminology T must be definitorial, since each definition can be

uniquely expanded. This is achieved by iteratively replacing all name symbols

that occur on the right-hand side with the description it represents. Since

there is no cycle this iteration ends and results in a deterministic expansion

T ′ of T . An expansion of T consists only of definitions of the form A ≡ C ′,

where C ′ contains just base symbols but no more name symbols.

Definition 2.4.1 (Acyclic Terminology Expansion). [BCM+07] Let T be an

acyclic terminology and T ′ be its expansion. Then:
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1. T and T ′ have the same name and base symbols;

2. T and T ′ are equivalent;

3. Both T and T ′ are definitorial.

Thinking again of the acyclic TBox T from Figure 2.2, the definitorial expan-

sion T ′ looks like the TBox in Figure 2.3. The right-hand side of the definitions

solely consists of base symbols.

Student ≡Human u ∃studies.>
GraduateStudent ≡Human u ∃studies.> u ∃graduated.>

CSGraduateStudent ≡Human u ∃studies.> u ∃graduated.>
u ∃graduated.CS

PhDStudent ≡Human u ∃studies.> u ∃graduated.>
u ∃studies.PhDStudies

Figure 2.3.: Expansion T ′ of the TBox T from Figure 2.2

Moreover, the theorem of Beth’s Definability [Gab72] applied to Description

Logics states that

Theorem 2.4.2. [BCM+07] Every definitorial ALC-terminology is equivalent

to an acyclic terminology.

As already mentioned, there exist as well cyclic terminologies that are defini-

torial. This is no contradiction to the above Theorem, but says only that for

each such cyclic terminology Tc there exists an equivalent acyclic terminology

Ta.

The defined semantics so far, describing a terminology as definitorial only if it

is acyclic, is called descriptive semantics according to [Neb90b]. Nebel was one

of the first to investigate semantics in terminologies with cycles and defined

fixpoint semantics for those terminologies.
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2.5. Fixpoint Semantics

Before Nebel investigated terminologies containing cycles, terminological cy-

cles were mostly avoided and the semantics of DLs were defined for acyclic

terminologies. The motivation for defining semantics for cyclic terminologies

are situations where cyclic definitions come in handy, such as recursively de-

fined finite object structures or infinite object structures [Neb90b].

An example for such an recursive definition would be the definition of a binary

tree (taken from [Neb90b]), defined as

BinaryTree ≡ Treeu 6 2hasBranch u ∀hasBranch.BinaryTree

which defines a BinaryTree as a Tree with at most 2 branches, such that all

branches are themselves BinaryTrees. Possible extensions for the definition

of BinaryTree are illustrated in Figure 2.4 and 2.5. Considering Figure 2.4,

A

B

C

D

Figure 2.4.: Binary Tree Example I

A

B

C

D

Figure 2.5.: Binary Tree Example II

one can see that the object C and D do not have any successors, i.e., the

have no role fillers for the role hasBranch. Assuming that all of the nodes are

Trees, C and D can clearly be considered as BinaryTrees since they meet

the criteria of the respective definition. Walking the Tree backwards, B and

A can as well be inferred to be of type BinaryTree.

The same procedure can be applied to Figure 2.5, this time starting only with

node D. However the graph itself is not a binary tree (for the definition of tree

see Appendix A.1). The reason for this behavior lies in the definition of the

primitive concept Tree. If Tree would only denote trees as defined in graph

theory [Har72], then no individual in Figure 2.5 would be a Tree at all, and

therefore no individual would be of type BinaryTree.

Another example, is the definition of a Momd, which is a “Male that has only

male descendants” (taken from [BCM+07]). Clearly, a Momd is a Male whose
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children are all Momds as well, expressed as

Momd ≡Male u ∀hasChild.Momd.

Those examples are not definitorial any more such that they have to be inter-

preted under fixpoint semantics. There exist two types of fixpoints, a greatest

and a least fixpoint, the BinaryTree is to be interpreted under least fix-

point semantics whereas the greatest fixpoint semantics match the intention

of Momd, which will be clear after introducing the formal definition of those

semantics.

Basically the fixpoint semantics are based on the general notion of a function

fixpoint, which tries to solve the equation

x = f(x).

The solution of that equation are the points in which the function f maps

them to themselves – therefore the notion fixed point, or short fixpoint. In a

terminology T every name symbol A occurs only once on the left-hand side of

an axiom of the form A ≡ C, where C may be any complex concept defining

A. T can thus be viewed as a mapping that associates the concept C with the

name symbol A, such that T (A) = C. An interpretation I therefore has to

satisfy

AI = (T (A))I

to be a model of T , which looks very much like a variation the general fixpoint

equation introduced above.

Reconsidering the definition of a base interpretation J of a terminology T ,

there are probably more than one extensions of J denoted by ExtJ . Having

a function TJ : ExtJ → ExtJ that maps the extension I to the extension

TJ (I), defined as ATJ (I) = (T (A))I for each name symbol A, I is considered

as a fixpoint of TJ iff I = TJ (I). This means that AI = ATJ (I) for all name

symbols, therefore if A ≡ C in T it follows that AI = ATJ (I) = (T (A))I = CI ,

short AI = CI and thus I is clearly a model of T .

Proposition 2.5.1. Let T be a terminology, I be an interpretation, and J be

the restriction of I to the base symbols of T . Then I is a model of T if, and

only if, I is a fixpoint of TJ .
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A fixpoint semantics terminology T is thus definitorial, iff every base interpre-

tation J has a unique extension that is a fixpoint of TJ . If a cyclic terminology

does not have a single fixpoint, it is thus not definitorial by the above defini-

tion. In order to gain a definitorial effect, the fixpoint semantics are therefore

refined to either least fixpoint semantics or greatest fixpoint semantics. This is

done by introducing a partial ordering � (see Appendix A.2) on the extension

of J , defined as I1 � I2 iff AI1 ⊆ AI2 for every name symbol in T .

A fixpoint I of TJ is called least fixpoint (lfp), if for every other fixpoint I ′
the property I � I ′ holds. I is a least fixpoint model of T if I is the lfp

of TJ for some base interpretation J . Least fixpoint semantics consider only

least fixpoint models of T as interpretations. Greatest fixpoint semantics are

defined analogously [BCM+07].

However, greatest and least fixpoints need not to exist for every terminology.

There are also terminologies with fixpoints that can not be compared by the

partial ordering used to define greatest and least fixpoints, thus those termi-

nologies do not have a greatest or least fixpoint as extension of a particular

base interpretation J . Based on Tarski’s Fixpoint Theorem [Tar55] a termi-

nology T has an lfp-model and gfp-model for a base interpretation J if T
is monotone, which is defined on the complete lattice (ExtJ ,�). According

to [Neb90b] an ALCN -terminology T is monotone if it is syntactically mono-

tone, which means that every defined concept on the right-hand side of a name

definition occurs in the scope of an even number of negation signs.

2.6. Reasoning

This section will give a short introduction to standard reasoning in Descrip-

tion Logic, which started with started with structural subsumption algorithms.

Those algorithms however can be applied just to rather simple DLs, more com-

plex DLs are generally computed by application of the tableau algorithm.

2.6.1. Structural Subsumption Algorithms

Structural subsumption reasoning is solely based on the syntactical representa-

tion of the tested concepts. Thus, this kind of reasoning is only supported for

rather simple DLs like e.g., FL0, which allows for concept conjunction (CuD)

25



Chapter 2. Description Logics

and value restriction (∀R.C). The concepts must be in normal form in order to

apply subsumption testing. A concept is in normal form iff it is of the form

A1 u . . . u Am u ∀R1.C1 u . . . u ∀Rn.Cn,

where A1, . . . , Am are distinct concept names, R1, . . . , Rn are distinct role

names and C1, . . . , Cn are FL0-concept descriptions in normal form.

Definition 2.6.1 (Structural Subsumption Algorithm). [BCM+07] Let

A1 u . . . u Am u ∀R1.C1 u . . . u ∀Rn.Cn,

be the noraml form of the FL0-concept description C, and

B1 u . . . uBk u ∀Sl.Dl u . . . u ∀Sl.Dl,

the normal form of the FL0-concept description D. Then C v D iff the

following two hold:

1. For all i, 1 ≤ i ≤ k, there exists j, 1 ≤ j ≤ m such that Bi = Aj;

2. For all i, 1 ≤ i ≤ l, there exists j, 1 ≤ j ≤ n such that Si = Rj and

Cj v Di.

Considering the concepts CSGraduateStudent and GraduateStudent from

the example in Section 2.1.2, the application of the structural subsumption

algorithm allows to infer that CSGraduateStudent v GraduateStudent since

concept definitions

Human u ∃studies.> u ∃graduated.> u ∃graduated.CS
Human u ∃studies.> u ∃graduated.>

fulfill the defined conditions.

2.6.2. Tableau Algorithms

Tableau algorithms rely, as opposed to the subsumption testing of structural

subsumption algorithms, on the fact that C v D iff C u ¬D is unsatisfiable.

Before the algorithm is defined formally, an example will illustrate the general

behavior for tableau subsumption testing.
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To check if (∃R.A) u (∃R.B) v (∃R.(A u B)), the expression is firstly trans-

formed to the expression

C ≡ (∃R.A) u (∃R.B) u ¬(∃R.(A uB)),

where C denotes a fresh concept which will be used for checking unsatisfiabil-

ity. As first step the negation normal form of this expression is computed by

applying De Morgan’s rules, resulting in the expression

C ≡ (∃R.A) u (∃R.B) u (∀R.(¬A t ¬B)).

The expression in negation normal form allows to apply the tableau algorithm,

which we will use to test whether or not C is satisfiable, i.e., whether or not

we can find an interpretation I such that CI 6= ∅ . Intuitively speaking, there

must be some individual c ∈ ∆I which is also in the class relation of C, i.e.,

c ∈ CI . This is as well the assumption taken by the algorithm, which means

that the algorithm has to check for the following constraints in the next step:

c ∈ (∃R.A)I , c ∈ (∃R.B)I and c ∈ (∀R.(¬A t ¬B))I .

Those facts must be checked for consistency in order to satisfy the assumption

c ∈ CI . Clearly, if there is an c ∈ (∃R.A)I then there must be some a ∈ AI
such that (c, a) ∈ RI . The same applies for c ∈ (∃R.B)I and some possibly

distinct individual b ∈ BI such that (c, b) ∈ RI .

The last fact c ∈ (∀R.(¬At¬B))I also has to be satisfied, the fresh introduced

role fillers a and b have to satisfy the constraints a ∈ (¬A t ¬B)I and b ∈
(¬A t ¬B)I . Starting with a the first assumption might be a ∈ (¬A)I , which

however clashes with the above assumption from the first fact that says a ∈ AI .
Therefore, clearly a ∈ (¬B)I . Individual b likewise can’t satisfy b ∈ (¬B)I

and therefore b ∈ (¬A)I has to be taken into account.

Considering all generated facts there is no obvious contradiction which means

that C is satisfiable and therefore the expression (∃R.A)u (∃R.B) v (∃R.(Au
B)) is not satisfiable, i.e., (∃R.A) u (∃R.B) is not subsumed by ∃R.(A u B).

An example for an contradiction of the expression is produced as outcome of

the tableau algorithm. Assume {a, b, c} = ∆I , {(c, a), (c, b)} = RI , {a} = AI ,

{b} = BI . As just shown c ∈ CI , i.e., c ∈ ((∃R.A) u (∃R.B))I but c /∈
(∃R.(A uB))I since c ∈ (¬(∃R.(A uB)))I .

This very basic and intuitive example illustrated the behavior of the tableau
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algorithm for a very basic DL language like FL0 [BCM+07]. The formal and

algorithmic representation for the according tableau is shown in Algorithm 1.

More complex DLs like e.g., SHOIQ naturally do have more complex algo-

rithms which however are all based on this simple tableau algorithm, extending

it to capture the semantics of additional language features [HS07].

Algorithm 1: ALC Tableau Transformation Rules

// The → u-rule
if A contains (C1 u C2)(x), but it does not contain both C1(x) and
C2(x) then
A′ = A ∪ {C1(x), C2(x)};

end
// The → t-rule
if A contains (C1 t C2)(x), but neither C1(x) nor C2(x) then
A′ = A ∪ {C1(x)};
A′′ = A ∪ {C2(x)};

end
// The → ∃-rule
if A contains (∃R.C)(x), but there is no individual name z such that
C(z) and R(x, z) are in A then
A′ = A ∪ {C(y), R(x, y)} where y is an individual name not
occurring in A;

end
// The → ∀-rule
if A contains (∀R.C)(x) and R(x, y), but it does not contain both
C(y) then
A′ = A ∪ {C(y)};

end

Algorithm 1 lists transformation rules which form the base of the satisfiability

algorithm for ALC [BS01], which allows to apply the exemplified reasoning

in a formal way. In order to test for concept satisfiability of some concept

C0, the algorithm starts with the assumption A0 = {C0(x0)} and applies the

consistency preserving transformation rules to it. The→ t-rule, which handles

disjunctions, is nondeterministic since it creates two distinct ABoxes from a

given one, which results in a set of ABoxes S = {A1, . . . ,An}. Such a set

of ABoxes S is considered to be consistent if there exists at least one ABox

Ai ∈ S, 1 ≤ i ≤ n that is consistent. When applying a rule from Algorithm 1

to a set of ABoxes S, one ABox Ai ∈ S is chosen and replaced by either one

(or two) ABoxes A′ (and A′′).

Definition 2.6.2 (Tableau Terminology). [BS01] An ABox A is called com-
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plete iff none of the transformation rules of Algorithm 1 applies to it. The

ABox A contains a clash iff {P (x),¬P (x)} ⊆ A for some individual name x

and some concept name P . An ABox is called closed if it contains a clash,

and open otherwise.

The satisfiability algorithm applies the rules of Algorithm 1 to a singleton

start set
{
{C0(x0)}

}
in arbitrary order until no more rules apply. It returns

“satisfiable” if the resulting set Ŝ of ABoxes contains an open ABox, and

“unsatisfiable” otherwise. Correctness of this algorithm is proofed in [BS01].

2.7. Complexity

The preceding chapter gave an introduction to the general reasoning behavior

in Description Logics by illustrating the tableau algorithm based on the DL

ALC. This chapter handles the corresponding runtime of the algorithm, which

is expressed in terms of complexity. Section 2.2 and 2.3 already show how

various DLs differ in expressivity, denoted by their naming. Extending the

expressivity of a language often results in worse reasoning behavior since some

language constructs, probably due to interaction with already available ones,

need more complex algorithms, which can be seen in Table 2.1.

Description Logic Combined Complexity Data Complexity

ALC ExpTime-complete NP-complete

SHIQ ExpTime-complete NP-complete

SHOIN (D) NExpTime-complete NP-hard

SROIQ N2ExpTime-complete NP-hard

EL++ P-complete P-complete

DLP P-complete P-complete

DL-Lite In P In L

Table 2.1.: Worst Case Complexity Classes of some DLs [HKR09]

Table 2.1 distinguishes between two different types of complexity, combined

complexity and data complexity. The main difference between those two classes

is that combined complexity takes the size of the entire knowledge base into

account, whereas data complexity is solely based on the ABox of the knowledge
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base. These notions are analogously to database theory. Appendix A.3 gives a

introduction to complexity theory and explains the complexity abbreviations

used in the table.

As shown in Table 2.1, reasoning with rather “simple” DLs like ALC already

has exponential complexity in time and space [BS01]. An example for such an

worst-case behavior knowledge base is a terminology T defined as

C1 ≡∃r.A u ∃r.B,
Cn+1 ≡∃r.A u ∃r.B u ∀r.Cn.

Even though the definition of the concept Cn grows linearly in n, the tableau

algorithm produces a complete and open ABox whose interpretation is a binary

tree of depth n, thus consists of 2n+1−1 individuals (since the tree can be built

in a depth-first manner, the space complexity can be reduced to polynomial

space by intelligent application of transformation rules [BS01]).

Another property of DLs, firstly described in [BL84] as computational cliff is

that a slight increase in the expressiveness of a DL might result in a dras-

tic change of complexity. This was exemplified at the DL FL, which supports

concept conjunction, universal role quantification, unqualified existential quan-

tification and role restriction. The combination of concept conjunction and

role restriction results in an inherent concept disjunction, even though not

explicitly present in FL as constructor, making the DL FL coNP-hard. Re-

stricting the language FL by omitting role restrictions results in the DL called

FL−, which was shown to be of polynomial-time complexity, decidable by a

structural subsumption algorithm.

This section showed that expressive Description Logics have complexity classes

up to N2ExpTime. Those complexities are however worst-case complexities,

the average case has way better reasoning behavior, such that even very com-

plex DLs such as SROIQ can be used and implemented in valuable reasoning

engines [MSH93]. However, there exist as well more lightweight DLs with poly-

nomial space and time complexities such as EL++ and DLP (see Table 2.1). As

the naming of those languages already foreshadows, those DLs do not match

the expressivity scheme of AL languages. The same applies to ELP which can

be understood as DL that combines EL++ and DLP in a novel way such that

tractability is retained.
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The description logic ELP

This chapter explains the description logic ELP, which is the logical foundation

of the Elly DL reasoner. Thereby it handles various logical formalism that

are related to ELP and are needed to clarify the expressivity and advantages

of ELP.

Since most of mentioned DL formalisms are defined to some extent by means

of graph related notions, Appendix A.1 gives an concise introduction to graph

theory. This chapter starts with a discussion of the Description Logics EL++

and DLP which are well known tractable formalisms who are both – and also

their (not full) combination – contained within ELP. Subsequently, the notions

of DL rules and DL-safe rules are introduced, which are both formalisms that

can be applied to already existing DLs and fundamental to describe the ex-

pressivity of ELP. The last section will then combine all introduced formalisms

to define the expressivity and restricitons of ELP.

3.1. EL++

Section 2.7 already describes the intractability of description logics extend-

ing the very basic language FL−, which allows only for concept conjunction

(u), universal role restriciton (∀r.C) and unqualified existential role restric-

tion (∃r.>). Thus research tried at first to explore algorithms for continuously

more expressive DLs whose worst case complexities were ExpTime-complete

and worse, that have reasonable complexity results for the average case. The
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main reason for the complexity issue of Description Logics is that arcs in se-

mantic networks and slots in frames were considered as value restriction (∀r.C)

rather than existential restrictions (∃r.C) [BBL05] and thus value restriction

was present in all early DLs.

[KM02] introduced the sub-boolean language EL that allows for conjunction

and existential value restriction and showed a polynomial time approximation

algorithm for retrieval of the most specific concept in cyclic terminologies.

This approximation algorithm was extended to an exact characterization in

[Baa03], retaining the polynomial complexity of the subsumption problem for

all three types of semantics. The very essential point hereby is that EL stays

tractable when adding cyclic terminologies whereas FL0 looses its polynomial

complexity and subsumption becomes coNP-hard [Neb90a]. Further adding

of general concept inclusions (GCIs), which are supported by most modern DL

systems, increases complexity even further to ExpTime-complete [BBL05].

This complexity property brought attention to the comparable “weak” DL EL,

such that it was investigated for tractable extensions. [BBL05] defines the DL

EL++, which still allows for polynomial time reasoning but adds the bottom

concept (and thus disjointness statements), nominals (i.e., singleton concepts),

a restricted form of concrete domains (e.g., references to numbers and strings),

and a restricted form of role-value maps (which can express transitivity and

the right-identity). The expressive means of the DL EL++ are summarized in

Table 3.1.
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Name Syntax Semantics

top > ∆I

bottom ⊥ ∅
nominal {a} {aI}
conjunction C uD CI ∩DI
existential ∃r.C {x ∈ ∆I |∃y ∈ ∆I : (x, y) ∈ rI ∧ y ∈ CI}
restriction

concrete p(f1, . . . , fn) {x ∈ ∆I |∃y1, . . . , yn ∈ ∆Dj : fIi (x) = yi

domain for p ∈ PDj for 1 ≤ i ≤ k ∧ (y1, . . . , yk) ∈ pDj

GCI C v D CI ⊆ DI

RI r1 ◦ · · · ◦ rk v r rI1 ◦ · · · ◦ rIk v rI

domain
dom(r) v C rI ⊆ CI ×∆I

restriction

range
ran(r) v C rI ⊆ ∆I × CI

restriction

concept
C(a) aI ∈ CI

assertion

role assertion R(a, b) (aI , bI) ∈ RI

Table 3.1.: Expressive Means of the DL EL++ [BBL08]

The first entries of the table list the concept contructors of EL++ and define the

according semantics in terms of the interpretation function I = (∆I , ·I), whose

extension is inductively defined. Except for concrete domains all constructors

were already explained in Section 2.2 and 2.3.

Concrete domains are somewhat special as they provide an interface to specific

domains like e.g., numbers and strings. The concrete domain D is defined as

a pair (∆D,PD) with ∆D the set representing the domain of D and PD the

set of predicate names. Each predicate p ∈ PD is associated with an arity n

and an extension p ⊆ ∆D. For concrete domains a set of feature names NF

is introduced, which provide the means to link from the DL to the concrete

domain. The interpretation function ·I maps each f ∈ NF to a partial function

fI from ∆I to ∪1≤i≤n∆Di . Note that for EL++ the concrete domains must be

disjoint, i.e., it is assumed that ∆Di ∩∆Dj = ∅ for 1 ≤ i < j ≤ n.

To get a better understanding some examples (taken from [BH91]) will clarify

those notions:
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• The concrete domain N which has the set of non-negative integers as

domain ∆N . N additionally has a binary (≥) and unary (>n) predicate

which their obvious interpretation.

• The concrete domain R is defined as follows. The domain ∆R of R
is the set of all real numbers, and the predicate p ∈ PR are given by

formulae which are built by first-order means (i.e., by using logical con-

nectives and quantifiers) from equalities and inequalities between integer

polynomials in several indeterminates. For example, x + z2 = y is an

equality between the polynomials p(x, z) = x + z2 and q(y) = y; and

x < y is an inequality between very simple polynomials. From these

equalities and inequalities the formulae ∃z(x+ z2 = y) and ∃z(x+ z2 =

y) ∨ (x > y) can be built. The predicates can be interpreted as {(r, s) :

r and s are real numbers and r ≤ s} and {(r, s) : r and s are real num-

bers }, respectively.

Thinking again of the concrete domain N , an example for a feature name in an

EL++(N ) terminology would be age. age is functionally defined by common

sense, since it maps each individual a ∈ ∆I to its current age, i.e., a single

value x ∈ ∆N . Such a feature can then be used for concrete domain predicates,

e.g., Human u >18 (age) v Adult.

In addition to those concept constructors, EL++ provides means for a ter-

minological box (TBox) and a assertional box (ABox). ABox assertions may

be either concept or role assertions, as discussed in Section 2.3. The TBox1

consists of general concept inclusions (GCIs), role inclusions (RIs), domain

restrictions (DRs) and range restrictions (RRs) as listed in Table 3.1.

Domain restrictions and range restrictions are new features which were added

to EL++ later [BBL08]. Those constraints put restrictions on the domain

(which is the value space of the first argument) or range (which is the value

space of the second argument) of a role, as the name already reveals. Another

feature which was added explicitly, but is somewhat “hidden” and thus does

not show up in the table, is to allow RIs to let k = 0, which means that there

1[BBL05] uses term constraint box (CBox) instead of TBox, which stems from the fact
that additionally to GCIs constructs like RIs, DRs and RRs are supported. This name
is however not used in the succeeding paper [BBL08] any more, even though additional
means for building a CBox are provided in that paper. The used term is again TBox,
wherefore this term will be used as well throughout this paper.
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is no role on the l.h.s., written as ε v r. The semantic interpretation of such

an expression is that r is reflexive.

Summarizing the constructs for building a CBox, EL++ has the means to model

the following expressions [BBL08]:

• Class hierarchy C v D can be expressed as C v D;

• Class equivalence C ≡ D can be expressed as C v D,D v C;

• Class disjointness can be expressed as C uD v ⊥;

• Individual identity a ≡ b can be expressed as {a} ≡ {b};

• Individual distinctness a 6≡ b can be expressed as {a} u {b} v ⊥;

• Role hierarchy r v s can be expressed as r v s;

• Role equivalences r ≡ s can be expressed as r v s, s v r;

• Transitive roles can be expressed as r ◦ r v r;

• Reflexive roles can be expressed as ε v r;

• Left-identity rules can be expressed as r ◦ s v s;

• Right-identity rules can be expressed as r ◦ s v r;

The extension of EL++ with domain and range restrictions requires also a syn-

tactic restriction on the TBox of EL++ terminologies to avoid undecidability.

In particular, the interaction of range restrictions and role inclusions has to be

limited, such that for a TBox T and role names r, s one can find T |= r v s

iff r = s or T contains role inclusions

r1 v r2, . . . , rn−1 v rn with r = r1 and s = rn.

T |= ran(r) v C if there is a role name s with T |= r v s and ran(s) v C ∈ T .

The (syntactic) restriction is as follows:

If r1 ◦ · · · ◦ rn v s ∈ T with n ≥ 1 and T |= ran(s) v C,

then T |= ran(rn) v C.
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This restrictions ensures that if r1◦· · ·◦rn v s, n ≥ 1 implies a role relationship

(d, e) ∈ sI then the RRs on s do not impose new concept membership of e

[BBL08].

The polynomial subsumption reasoning algorithm for EL++ can be looked up

in [Baa03] and [BBL05].

3.2. DLP

Another approach towards tractable DL reasoning are so called description

logic programs (DLP), which combine Logic Programming with Description

Logics. The language of a LP is determined by its object symbols, function

symbols and predicate symbols. Terms are built as in a corresponding first-

order language, atoms are of the form p(t1, . . . , tn), with t1, . . . , tn being terms

and p being a predicate of arity n. A general logic program is a collection of

rules, which are defined as expressions of the form

H ← B1, . . . , Bm, not Bm+1, . . . , not Bn (n ≥ m ≥ 0)

where H and the B1, . . . , Bn are atoms, not is a logical connective called nega-

tion as failure. The left-hand side of the rule, denoted by the atom H is called

head or conclusion, the right-hand side is called the rule’s body or premise

[BG94]. ← is read as if, i.e., the rule has to be read as “[head] if [body]” or

likewise “if [body] then [head]”. If the body is empty (thus n = m = 0), the

body is assumed to be true since no premise has to be fulfilled; syntactically

the← may be skipped. Such a rule is called a fact, if additionally to the empty

body the head is a ground atom. All logical variables occurring in a rule are

implicitly universally quantified, which means that a rule has to be read as

∀x1. . . .∀xp. H ← B1, . . . , Bm, not Bm+1, . . . , not Bn (n ≥ m ≥ 0, p ≥ 0)

where x1, . . . , xp denote all variables occurring in H,B1, . . . , Bn. General LPs

that do not have negation (not) occurring in it are called definite programs,

written as

H ← B1, . . . , Bn (n ≥ 0)

Formulas and rules without variables are called to be ground.
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Figure 3.1.: Expressive Overlap of Description Logics with Logic Programs
[GHVD03].

Figure 3.1 illustrates the expressiveness relationship of various knowledge rep-

resentation languages and specifically pays attention to the definition of DLP

as intersection of DL and LP. The Horn fragment of LP, defined as intersec-

tion of First-Order Logic and LP, is a decidable subset of FOL like DL. LP

itself is not contained in FOL, and FOL is not contained in LP, examples for

properties which can not be expressed in each other formalism are (positive)

disjunctions and negation as failure, respectively.

3.2.1. Semantics of DLP

DLP will be defined by means of FOL, since definite LP is closely related to

the Horn fragment of FOL. Generally, a FOL clause is of the form

L1 ∨ . . . ∨ Ln

where each literal Li represents either a positive (A) or negative (¬A) atom.

A FOL clause is called to be Horn, if at most one literal is positive and definite

if exactly one is so. Definite Horn clauses are called Horn Rules and can be

written as

H ← B1, . . . , Bn (n ≥ 0)

which correspond to the LP rule of the same syntactic form. A Horn ruleset

RH corresponds to a definite LP ruleset RP if their rules do so [GHVD03].
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An LP rule or Horn clause is equality free if no equality predicate appears in

it. They’re called to be Datalog2 when no logical functions (of arity > 0) occur

in it (usually the restriction encompasses also that no negation is allowed and

that the rules are safe, i.e., all variables occurring in the head must also occur

in the rule’s body). def -LP denotes equality-free Datalog LP and equality-free

Datalog Horn FOL is likewise called def -Horn.

The Herbrand Base (HB) of a LP R is defined as the set of all ground atoms

in the language of R [BG94].

Definition 3.2.1 (Stable Model of a def-LP). [BG94] The stable model of

a definite program R is the smallest subset S of HB such that for any rule

H ← B1, . . . , Bn from R, if B1, . . . , Bn ∈ S, then H ∈ S.

LP semantics can easily be defined in terms of FOL semantics for the case of

def-LP, whose corresponding FOL ruleset is clearly in def-Horn. The stable

model of a def-LP RP and its corresponding def-Horn RH coincide and thus

entail the same set of facts [GHVD03]. However, def-LP is weaker than def-

Horn in the sense that the conclusions of def-Horn are not restricted to ground

atoms, therefore it entails additionally to facts entire rules. That weakening is

called f-weakening.

This surplus in expressivity results however in worse complexity and is prac-

tically merely of little relevance. def-LP in contrast, has linear time complex-

ity for variable free programs, and complexity O(nv+1) for the general case,

n = |RP| and v denoting the number of variables per rule. Since v is generally

bound to a constant in practice, this results in a worst-case polynomial time

complexity. DLP obtains its tractability from exactly that fact, since its core

idea is a (tractable) mapping from DL to def-Horn.

3.2.2. Mapping DL to def-Horn

Section 3.2 defines DLP as intersection of DL and LP. Due to the complexity

results of def-Horn, [GHVD03] uses LP as common base and defines a mapping

from the DLP fragment of DL to LP, or more precisely the def-Horn subset of

it. The mapping is based on equalities of class constructors and statements

like e.g., concept inclusion axioms with their LP correspondents.

2The definition of Datalog is interesting for ELP since the reasoning algorithm of ELP
translates the knowledge base to a Datalog Program.
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The most basic DL statement is concept inclusion (C v D) whose FOL equiv-

alent is a universally quantified implication:

C v D ≡ ∀x.D(x)← C(x).

Role inclusion boils down to the same inclusion having solely different predicate

arity

P v Q ≡ ∀x.Q(x, y)← P (x, y).

Skipping the universal quantification, corresponding def-Horn rules can be read

on the right-hand side of the above equivalences, which will be used from now

on.

Concept equality (C ≡ D) corresponds to two symmetric concept inclusion,

the same clearly applies to role equality (P ≡ Q) such that

D(x)← C(x).

C(x)← D(x).

Q(x, y)← P (x, y).

P (x, y)← Q(x, y).

follow as def-Horn rules. The inverse of a role P can always be mapped by

switching the parameters of the role from P (x, y) to P (y, x).

Assertions C(a) and P (a, b) have the same syntactic representation in both

formalism, however the def-Horn correspondent is a fact, i.e., a rule with an

empty body and thus may also be represented C(a) ← . or P (a, b) ← .,

respectively.

Additionally it is possible to map domain and range restrictions, expressed as

DL constructs > v ∀P−.C and > v ∀P.C, respectively:

> v ∀P−.C ≡ C(y)← P (y, x).

> v ∀P.C ≡ C(y)← P (x, y).
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Definitions of transitive properties P+ v P boil down to the def-Horn rule

P+ v P ≡ P (x, z)← P (x, y) ∧ P (y, z).

The mapping must, apart from the above axioms, also be able to translate

concept constructors to def-Horn since classes in the above statements need

not be atomic. Some of those are straightforward translatable to LP, whereas

some need special treatment. This special treatment can however not be gen-

erally applied, i.e., for the mapping it is significant whether or not the concept

constructor occurs on the left or the right-hand side of the inclusion. This will,

however, be mentioned explicitly for each of the following supported construc-

tors.

Conjunction

DL class conjunction corresponds to a conjunction of unary LP predicates,

which means that expressions can simply be mapped syntactically like

C1 u C2 v D ≡ D(x)← C1(x) ∧ C2(x).

C v D1 uD2 ≡ D1(x) ∧D2(x)← C(x).

The second case, where an conjunction occurs in the head of an rule is not

valid def-Horn yet, however splitting the rule into two distinct rules (via LLoyd-

Topor transformation [Llo87]) results in a valid transformation from C v D1u
D2 to

D1(x)← C(x).

D2(x)← C(x).

Hence conjunction is valid on both sides of inclusion axioms.

Disjunction

Disjunction of DL classes C t D can be mapped to LP disjunctions, which

however are not in def-Horn. Yet, if the disjunction occurs on the l.h.s. of the
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inclusion axiom, the resulting rule is of the form

C1 t C2 v D ≡ D(x)← C1(x) ∨ C2(x).

which can be transformed easily to a pair of rules in def-Horn:

D(x)← C1(x).

D(x)← C2(x).

For the case of disjunctions occurring on the r.h.s. this is not possible, thus

DL disjunction is solely allowed to be used as sub-concept.

Universal Restriction

Universal restriction ∀P.C in DL corresponds to the FOL clause ∀y.(C(y)←
P (x, y)). If the universal restriction occurs as DL super-concept, the resulting

LP rule has this implication in the rule head, which means that the resulting

rule is of the form

C v ∀P.D ≡ (D(y)← P (x, y))← C(x).

by applying a straightforward transformation3 the resulting rule is of the

form

D(y)← C(x) ∧ P (x, y).

and thus in def-Horn. Since this transformation is not applicable in rule bodies,

universal restriction must only occur on the r.h.s. of a DL inclusion.

Existential Restriction

Existential restriction ∃P.C in DL corresponds to the FOL clause ∃y.P (x, y)∧
C(y). If the existential restriction occurs on the l.h.s. of a concept inclusion

axiom, the resulting rule is of the form

∃P.C v D ≡ D(x)← P (x, y) ∧ C(y).

3Since a← b ≡ a ∨ ¬b the above rule may be written D(y) ∨ ¬P (x, y) ∨ ¬C(x).
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which is already def-Horn. For the case of existential restriction occurring on

the r.h.s., the resulting rule has an existentially quantified conjunction in the

head, which is not in def-Horn. Thus existential restriction is only allowed for

DL sub-concept axioms.

Algorithm

Bringing all mappings listed above together, an algorithm can be defined that is

capable of translating arbitrary DLP expressions to def-Horn. This algorithm

is defined as application of a generic mapping function T , which takes care

on whether the handled concept expression is on the left or right-hand side

[GHVD03].

T (C v D) −→ Th(D, y)← Tb(C, y)

Th(A, x) −→ A(x)

Th((C uD), x) −→ Th(C, x) ∧ Th(D, x)

Th((∀R.C), x) −→ Th(C, y)← R(x, y)

Tb((C uD), x) −→ Tb(C, x) ∧ Tb(D, x)

Tb((C uD), x) −→ Tb(C, x) ∨ Tb(D, x)

Tb((∃R.C), x) −→ R(x, y) ∧ Tb(C, y)

Additionally to the general concept inclusion case, which is handled in the

first line of the mapping description, T has to be extended to deal with all DL

statements discussed above. This is achieved by adding additional cases to the
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mapping, each of which has already been discussed individually.

T (C ≡ D) −→

T (C v D)

T (D v C)

T (> v ∀P−.D) −→ Th(D, y)← P (x, y)

T (> v ∀P.D) −→ Th(D, x)← P (x, y)

T (D(a)) −→ Th(D, a)

T (P (a, b)) −→ P (a, b)

T (P v Q) −→ Q(x, y)← P (x, y)

T (P ≡ Q) −→

Q(x, y)← P (x, y)

P (x, y)← Q(x, y)

T (P ≡ Q−) −→

Q(x, y)← P (y, x)

P (y, x)← Q(x, y)

T (P+ v P ) −→ P (x, z)← P (x, y) ∧ P (y, z)

As usual, A represents an atomic class name, C,D represent arbitrary classes,

R is a property and x, y represent variables, with y being fresh each time

used.

The DL corresponding to the LP formalism DLP is called Description Horn

Logic and defined as follows.

Definition 3.2.2 (Description Horn Logic). [GHVD03] A Description Horn

Logic (DHL) ontology is a set of DHL axioms of the form C v D, A ≡ B,

> v ∀P.D, > v ∀P−.D, P v Q, P ≡ Q, P ≡ Q−, P+ v P , D(a) and

P (a, b), where C is an Lb-class, D is an Lh-class, A,B are L-classes, P,Q are

properties and a, b are individuals.

The definition makes use of the notion of three languages L,Lh and Lb, rep-

resenting the concept constructors available either for both, the r.h.s. and the

l.h.s. of concept inclusion axioms (see Table 3.2). L is clearly the intersection

of Lh and Lb and if C and D are concepts, then C uD is also a concept. In

Lh, additionally, if C is a concept and R is a role, then ∀R.C is a concept as

well, while in Lb, if C,D are concepts and R is a role, then ∃R.C and C tD
are concepts.
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Lh Lb L
Concept Intersection C uD C uD C uD
Universal Restriction ∀R.C
Concept Union C tD
Existential Restriction ∃R.C

Table 3.2.: DLP Concept Constructors

Definition 3.2.3 (Description Logic Program). [GHVD03] A def-LP RP is

a Description Logic Program (DLP) when it is the LP-correspondent of some

DHL ruleset RH.

This formal definition of DLP meets the initial definition of DLP which defines

it as intersection of DL and LP, since DLP is expressively contained in DHL,

which is in turn contained in the intersection of DL and Horn. DLP can thus be

viewed either as def-Horn or as DL subset with the expressive means defined

for DHL.

3.3. Description Logic Rules

Description Logic Rules is, like DLP, a rule-based knowledge representation

formalism for Description Logics. The formalism however, is contained in

very expressive DL languages like SROIQ and can thus be considered only as

“syntactic sugar” when added to such a language. For less expressive languages

like EL++ and DLP in contrast, DL Rules significantly add expressivity thereby

retaining tractability.

Definition 3.3.1 (Description Logic Rules). [KRH08a] Consider some de-

scription logic L with concept expressions NC, individual names NI , roles NR

(possibly including inverse roles), and let V be a countable set of first-order

variables. Given terms t, u ∈ NI ∪V, a concept atom (role atom) is a formula

of the form C(t) (R(t, u)) with C ∈ NC (R ∈ NR).

To simplify notation, we will often use finite sets S of (role and concept)

atoms for representing the conjunction
∧
S. Given such a set S of atoms

and terms t, u ∈ NI ∪ V, a path from t to u in S is a non-empty sequence

R1(x1, x2), . . . , Rn(xn, xn+1) ∈ S where x1 = t, xi ∈ V for 2 ≤ i ≤ n,
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xn+1 = u, and xi 6= xi+1 for 1 ≤ i ≤ n. A term t in S is initial (resp.

final) if there is no path to t (resp. no path starting at t).

Given sets B and H of atoms, and a set x ∈ V of all variables in B ∪ H, a

Description Logic rule (DL rule) is a formula ∀x.B → H such that

R1 for any u ∈ NI ∪V that is not initial in B, there is a path from exactly

one initial t ∈ NI ∪V to u in B,

R2 for any t, u ∈ NI ∪V, there is at most one path in B from t to u,

R3 if H contains an atom of the form C(t) or R(t, u), then t is initial in B.

Here ∀x for x = {x1, . . . , xn} abbreviates an arbitrary sequence ∀x1. . . .∀xn.
Since we consider only conjunctions with all variables quantified, we will often

simply write B → H instead of ∀x.B → H.

A rule base RB for some DL L is a set of DL rules for L.

The above definition considers role atoms in rule bodies as edges between

terms representing vertices of a graph. Paths are defined as combinations of

such role atom edges, where each atom must occur not more than once and all

intermediate vertices have to be variables, i.e., individual vertices break paths.

Apart from that restriction, the definition ensures that those role atoms form

a set of directed trees, starting at initial points.

Individuals can however be ignored for application of DL Rules, since all DLs

discussed in [KRH08a] support nominals, which allows to “transform” individ-

uals to variables. Concept atoms of the form C(a), a ∈ NI can be replaced by

the conjunction C(x) ∧ {a}(x) for some fresh x ∈ V. Similarly, for role atoms

of the form R(x, a) and R(a, x) the slightly more complex atoms ∃R.{a}(x)

and ∃R−.{a}(x) are used, respectively. The combination of the above R(a, b)

becomes the conjunction ∃R.{b}(x) ∧ {a}(x), if the atom occurs in the rule

head, the conjunct {a}(x) moves to the rule body.

For the case of SROIQ, DL Rules are basically an approach to address that

kind of rules which are expressible within the expressivity of the language.

This is basically done by rolling-up “branches” of rule into statements about

the first variable in that branch [HKR09]. An example is the rule

Developer(x) ∧ develops(x, y) ∧ JavaProgram(y)→ JavaDeveloper(x),
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which can be represented by the the equivalent DL class inclusion axiom

Developer u ∃develops.JavaProgram v JavaDeveloper.

Whereas this behavior works for SROIQ, the expressivity of tractable lan-

guages like EL++ and DLP does not encompass DL Rules’ entire expressivity.

For the case of EL++, DL Rules are a true extension and because of that, DL

Rules are used as language to which EL++ axioms are reduced.

Definition 3.3.2 (EL++ Rule Base). [KRH08a] A role of EL++ is a (non-

inverse) role name. An EL++ Rbox is a set of generalized role inclusion axioms,

and an EL++ Tbox (Abox) is a SROIQ Tbox (Abox) that contains only the

following concept constructors: u,∃,>,⊥ as well as nominal classes {a}. An

EL++ knowledge base is the union of an EL++ Rbox, Tbox and Abox. An EL++

rule base is a set of DL rules for EL++ that do not contain atoms of the form

R(x, x) in the body.

For the case of DLP, [KRH08a] extends the expressivity as well by adding

support for RBox axioms of the form Asy(R) and Dis(R, S). Asy(R) is an

axiom making a statement about asymmetry of a role, represented by the

rule

R(x, y) ∧R(y, x)→ .

and Dis(R, S) states disjointness of roles R and S

R(x, y) ∧ S(x, y)→ .

The resulting DL formalism is called DLP 2.

For more information on DL Rules consult [KRH08a] which contains algo-

rithms and proofs for the illustrated formalisms.

3.4. DL-safe Rules

As already described in the previous section, DLs are from a Logic Program-

ming perspective restricted to a tree-like structure, but provide in return exis-

tential and universal quantification and full (monotonic) negation. In contrast,
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rules are from a DL point of view restricted to universal quantification but al-

low for arbitrary interaction of variables. Both such formalism have its own

benefits, the combination of the two is however undecidable [HP04, Sch89].

DL-safe rules [MSS05] are presented as (another) partial integration of rules

into DLs. The approach allows DL concepts and roles to occur arbitrarily in

rule heads or bodies, but requires that each variable occurs at least in one

non-DL-atom in the rule body.

In order to justify the idea of DL-safe rules, [MSS05] illustrates the reason for

the undecidability of (OWL-)DL with rules in a intuitive way based on the

example in Table 3.3.

DL-Axiom Description

Person(daniel) daniel is a person.

Person v ∃father.Person Each person has a father

who is a person.

∃father.(∃father.Person) v Grandchild

Things having a father of

a father who is a person

are grandchildren.

Table 3.3.: Example Knowledge Base to illustrate Undecidability of DL and
Rule Combination.

The knowledge base KB from Table 3.3 implies an infinite chain of fathers for

every person in the KB. Since daniel is a person, he must have a father, say

x1, according the second rule, who is himself a Person. Thus x1 again has a

father, say x2, who again is a Person. This infinite chain goes on and on, as

visualized in the upper chain (a) of Figure 3.2. The KB entails that daniel

is a Grandchild (KB |= Grandchild(daniel)) due to the existence of x1 and

x2.

However, to check additionally if KB |= Grandchild(Jane), it needs to be

checked whether KB ∪ {¬Grandchild(Jane)} is unsatisfiable, i.e., does not

have a model. When trying to build such a model, the chain will be expanded

indefinitely and thus the checking algorithm would not terminate. Termination

in DLs can however be ensured by restricting the models to certain models with

handy properties enforced by the means that are (not) provided by the DLs.

These models are tree-models or at least tree-like abstractions of non-tree like

models. For the case that such a model is infinite, it can generally be “winded”
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[MSS05] up to finite one, like illustrated with the lower chain in Figure 3.2 (b).

This winding can be ensured because of the regularity of the structure of DLs,

which is therefore the reason why DLs remain decidable.

a

b

Legend
            Person and Grandchild
            father
            equivalent nodes

peter x1 x2

peter x1'

Figure 3.2.: Two similar Models for the KB in Table 3.3

For the case of Horn LPs this restriction on the structure is not necessary,

since LPs only allow for universal quantification. The resulting effect for rea-

soning is that no new individuals are introduced while reasoning, and therefore

only known individuals have to be taken into account. If however, those two

formalisms are combined, the resulting formalism looses its enforced tree like

structure but still allows for existential quantification. Therefore, the formal-

ism runs into the same problem as exemplified for DLs if winding wouldn’t be

possible and as a result, this combination is undecidable.

DL-safe rules overcome this problem by restricting the interaction in the sense

that when rules are used each variable in such a rule occurs at least in one

non-DL-atom in the rule body.

Definition 3.4.1 (DL-safe Rules). [MSS05] Let KB be a SHOIQ (D) knowl-

edge base and let NP be the set of predicate symbols such that {≈}∪NC∪NRa∪
NRc ⊆ NP . For s and t constants or variables, a DL-atom is an atom of the

form A(s), where A ∈ NC, or of the form R(s, t), where R ∈ NRa ∪ NRc. A

non-DL-atom is an atom with a predicate from NP \ (NC ∪NRa ∪NRc ∪ {≈}).

A (disjunctive) DL rule is a (disjunctive) rule over NP. A DL program is a

set of (disjunctive) DL rules.

The semantics of the combined knowledge base (KB,P ), where KB is a SHOIQ
(D) knowledge base and P is a DL program, is given by translation into first-

order logic as π(KB) ∪ P , where each rule A1 ∨ . . . ∨ An ← B1, . . . , Bm is

treated as a clause A1 ∨ . . . ∨ An ∨ ¬B1 ∨ . . . ∨ ¬Bm. The main inferences

in (KB,P ) are satisfiability checking, i.e., determining whether a first-order

model of π(KB) ∪ P exists, and query answering, i.e., determining whether

π(KB) ∪ P |= α for a ground atom α, written as (KB,P ) |= α.
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A (disjunctive) DL rule r is DL-safe if each variable occurring in r also occurs

in a non-DL-atom in the body of r. A (disjunctive) program P is DL-safe if

all its rules are DL-safe.

The above definition is very similar to the safety restriction in Datalog, where

each variable occurs in a positive atom in the body. Both restrictions have

the same intention, namely allowing only inferences on individuals explicitly

introduced in the ABox or Database, respectively.

As an example, the rule

DBO Software(x)← Software(x) ∧ developedBy(x, y) ∧ ownedBy(x, y).

that defines software that is developed by its owner (DBO), is not DL-safe.

This can be fixed by adding auxiliary non-DL literals HU(x) and HU(y) to

the rule body (HU is an abbreviation for Herbrand Universe, denoting all

constants in the knowledge base, if there are no constants in the KB then an

arbitrary constant is implicitly in HU [Weic]). Additionally, the ABox must

contain a fact HU(a) for each named individual a in the knowledge base. The

resulting rule

DBO Software(x)←Software(x) ∧ developedBy(x, y) ∧ ownedBy(x, y)

∧HU(x) ∧HU(y).

now complies to the restrictions of DL-safety and is thus a DL-safe rule.

However, adding literals of the form HU(x) make the rule safe but thereby

brings the restriction that only explicitly introduced individuals are taken into

account. Thus, DL-safe rules always have to be read with the appendix “where

the identity of all objects is known”.

DL-safe rules is, different from the above introduced formalism, not an ap-

proach towards tractable reasoning, but a rule-based extension for existing

DLs. ELP internalizes DL-safety in an advanced fashion introduced in the

following chapter, where expressivity limitations that come with the safety re-

striction are explained in more detail and illustrated with a larger example.

The approach of reasoning with a DL-safe rule extension of SHOIN (D) is

covered in [MSS05].
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3.5. Expressivity of ELP

This section introduces the expressivity of ELP as a rule-based approach to-

wards Description Logic reasoning. ELP is based to some extend on all above

introduced formalisms and the related definitions are assumed to be familiar

by now. Since the extended vocabulary (see Section 5.2) for rules allows to

express all supported DL constructors, but DL representations are not able to

model ELP rules in general, will the representation of ELP knowledge bases be

based on the rule-based approach.

The semantics of ELP are defined as follows:

Definition 3.5.1 (Semantics of ELP). [KRH08b] An interpretation I consists

of a set ∆I called domain (the elements of it being called individuals) together

with a function ·I mapping

• individual names to elements of ∆I,

• concept names to subsets of ∆I , and

• role names to subsets of ∆I ×∆I.

The function ·I is inductively extended to role and concept expressions as for

the semantics of the DL SROIQ (see Section 2.3). An element δ ∈ ∆I is a

named element if δ = aI for some a ∈ NI .

Let Vs ⊆ V be a fixed set of safe variables. A variable assignment Z for an

interpretation I is a mapping from the set of variables V to ∆I such that Z(x)

is named whenever x ∈ Vs. Given a term t ∈ NI ∪ V, we set tI,Z := Z(t)

if t ∈ V, and tI,Z := tI otherwise. Given a concept atom C(t) (role atom

R(t, u)), we write I, Z |= C(t) (I, Z |= R(t, u)) if we find that tI,Z ∈ CI

((tI,Z , uI,Z) ∈ RI). We say that I and Z satisfy the atom in this case, and we

will omit Z whenever no variables occur.

An interpretation I satisfies a rule B → H if, for all variable assignments Z

for I, either I and Z satisfy all atoms in H, or I and Z fail to satisfy some

atom in B. In this case, we write I |= B → H and say that I is a model for

B → H. An interpretation satisfies a set of rules (i.e., it is a model for this

set) whenever it satisfies all elements of this set. A set of rules is satisfiable

if it has a model, and unsatisfiable otherwise. Two sets of rules are equivalent
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if they have exactly the same models, and they are equisatisfiable if either both

are unsatisfiable or both are satisfiable.

ELP is based on DL rules as defined in Definition 3.5.2 applied to the DL

EL++, which serves as core and already significantly extends EL++.

Definition 3.5.2 (Extended DL Rules). [KRH08b] Consider a rule B → H

and terms t, u ∈ NI ∪V.

• A direct connection from t to u is a non-empty set of atoms of the

form R(t, u). Direct connections between terms t and u are considered

maximal, i.e., they contain all role atoms R(t, u) ∈ B.

• If B contains a direct connection between t and u, then t is directly

connected to u.

• The term t is connected to u if the following inductive conditions apply:

– t is directly connected to u

– u is connected to t

– There is a variable x ∈ V such that t is connected to x and x is

connected to u.

An extended DL rule is a rule B → H such that if variables x 6= y in B are

connected, then there is some direct connection S ⊆ B such that x and y are

not connected in B \ S.

A path from t to some variable x in B is a non-empty sequence R1(x1, x2), . . . ,

Rn(xn, xn+1) ∈ B where x1 = t, x2, . . . , xn ∈ V, xn+1 = x and xi 6= xi+1 for

1 ≤ i ≤ n. A term t in B is initial if there is no path to t. An extended DL

rule is a DL rule if the following hold, where we assume x, y to range over

variables Vand t, t′ to range over terms NI ∪V:

(1) for every variable x in B, there is a path from at most one initial term

t to x,

(2) if R(x, t) ∈ H or C(x) ∈ H, then x is initial in B,

(3) whenever R(x, x) ∈ B, we find that R ∈ N s
R is simple,

(4) whenever R(t, x), R′(t, x) ∈ B, we find that R,R′ ∈ N s
R are simple,
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(5) if R(t, y) ∈ H with R ∈ N s
R simple, then all role atoms of the form

R′(t′, y) ∈ B are such that t′ = t and R′ ∈ N s
R [KRH08b].

As already discussed, combining EL++ with DLP would be intractable, there-

fore DL rules are used to extend EL++ with rules and keep tractability. Using

the above defined DL rules and applying them to EL++ results in so called

EL++ rules.

Definition 3.5.3 (EL++ Rules). [KRH08b] An EL++ concept expression is a

SHOQ concept expression that contains only the following concept construc-

tors: u, ∃,>,⊥ as well as nominal concepts {a}. An EL++ rule is a DL rule

for EL++, and an EL++ rule base is a set of such rules.

ELP basically consists of such EL++ rules but additionally allows for rules of

the form R(x, y)→ C(y), expressing range restrictions on the role R.

Definition 3.5.4 (ELP Rule Base). [KRH08b] A rule B → H is a basic ELP

rule if:

• B → H is an extended EL++ rule, and

• The rule B′ → H ′ obtained from B → H by replacing all safe variables

by some individual name is a DL rule.

An ELP rule base RB is a set of basic ELP rules together with range restriction

rules of the form R(x, y)→ C(y), that satisfies the following:

• If RB contains rules of the form R(x, y) → C(y) and B → H with

R(t, z) ∈ H, then C(z) ∈ B.

As already stated, ELP clearly is an extension of EL++ but as well serves

as extension for DLP and thus combines the two DLs in a “novel” way. In

order to stay tractable, the combination must however be restricted, since the

full combination of EL++ and DLP already contains the ExpTime complete

DL Horn-FLE . Therefore the expressivity of the combination is defined as

follows:

Definition 3.5.5. [KRH08b] Consider any ground atom α of the form C(a) or

R(a, b). Given a DLP rule base RB and an EL++ Description Logic knowledge

base KB, one can compute an ELP rule base RB′ in linear time such that: If

RB |= α or KB |= α then also RB′ |= α, and, if RB′ |= α then RB∪KB |= α.
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This means that an ELP knowledge base entails all consequences of RB and

KB, and some consequences of their union. Since ELP does not require all

variables in a rule to occur in a non-DL-literal, but only some of them to be

safe in order to ensure that the rule is DL rule (and thus a valid ELP rule),

ELP allows to entail all EL++ consequences that would be entailed in a EL++

rule base (that includes entailments about anonymous individuals). Those

conclusions can then be used in combination with rules, which themselves

extend the expressivity of DLP. DLP thus gains the expressivity of EL++ while

still having available specific constructs that may only affect the instance level

[KRH08b].

The formal expressed features and restrictions are best illustrated with an

example, which in this case is some knowledge base about one of the main

topics of this thesis, namely the implementation of the reasoner Elly.
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dislikes(x, y)← Developer(x) ∧Bug(y). (T1)

dislikes(x, y)← Developer(x) ∧ dislikes(x, z) ∧ Software(y) ∧ contains(y, z). (T2)

Unhappy(x)← Developer(x) ∧ Software(y) ∧ develops(x, y) ∧ dislikes(x, y). (T3)

Happy(x)← Developer(x) ∧ Software(y) ∧ develops(x, y) ∧ Test(t) ∧ passes(y, t). (T4)

Challenged(x)← Developer(x) ∧ Software(y) ∧ develops(x, y) ∧ Test(t) ∧ fails(y, t). (T5)

∃contains.Bug(x)← Software(x). (T6)

Software(y)← develops(x, y). (T7)

Developer(daniel). (A1)

Software(elly). (A2)

Test(owl el tests). (A3)

develops(daniel, elly). (A4)

passes(elly, owl el tests). (A5)

∃fails.Test(elly). (A6)

Figure 3.3.: Software Development Knowledge Base; Variable z is safe
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Figure 3.3 is the KB that will be used to demonstrate the effects of variable

safeness and when it has to be used. The KB first of all says that daniel

is a developer (A1) and that daniel is developing the software Elly (A2),

(A4). As one can look up4, Elly passes the OWL 2 EL conformance tests

(summarized in one individual owl el tests) (A3), (A5). At the time of this

writing, Elly doesn’t yet pass all OWL 2 RL conformance tests which is

modeled in (A6). Since those conformance tests each have an identifier, it

would be possible to name the test that fails, but it is kept anonymous to

demonstrate the impact of safe variables. The range restriction (T7) says,

that everything that is developed is a software (which is however only true for

this specific knowledge base). Something, that is inherent to (almost) every

software is that there is some bug in it (T6), which is not (yet) known (thus

it’s not named, it is anonymous in the KB). I assume that this applies as well

to Elly; if I’d know that bug, I’d be able to name it and almost certainly

would be able to fix it, but this is something that doesn’t really pertain to

this illustration. (T1) tells us that software developers don’t like bugs, which

makes sense since they simply are not desirable when programming software.

The second rule (T2) says, that a developer that dislikes something that is

contained in some software, then he also dislikes the according software. In

the above example this something will be a Bug, since it is the only thing

that is modeled to be contained in software. According to the next rule (T3),

a developer who develops software that he dislikes is unhappy, whereas (T4)

says that ever developer that develops software that passes a test is happy.

(T5) is a very similar rule, which says if there are some tests that fail then the

developer of the software is challenged since he wants to make the software

pass the tests.

The knowledge base is a valid ELP rule base since all rules but (T7) and (T2)

are valid ELP rules. The range restriction (T7) is fine as well since the role

develops doesn’t occur in any rule head. (T2) qualifies as extended DL rule

for EL++ since its connections form a undirected tree (see Figure 3.4), but it is

not a valid DL rule since it violates the first restriction (1) of Definition 3.3.1.

The reason is that there exist paths from more than one initial term to the

variable z as visualized by the red node in Figure 3.5. One possible solution

to make the rule valid is to apply the safety restriction to z, which means that

V = {x, y, z, t} and Vs = {z}. As a result when checking if (T2) conforms to

the DL rule restrictions, z is assumed to be an individual illustrated as a green

4http://www.w3.org/2007/OWL/wiki/Test_Suite_Status
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node in Figure 3.6. Paths can not end with an individual, hence there are no

paths in (T2) and the rule is a valid ELP rule.

z

x y

Figure 3.4.: Tree

z

x y

Figure 3.5.: Violation

z

x y

Figure 3.6.: Safe z

Intuitively, Elly has a bug, passes a test and it also exists one test that fails,

thus the conclusion would be that daniel is unhappy, happy and challenged,

respectively. This conclusion does however not apply to ELP, since ELP does

not offer a full combination of EL++ and DLP. The semantics of the combi-

nation are somewhat special, which means that reasoning has to pay special

attention to safe variables.

The ABox facts (A1), (A2), (A3), (A4) and (A5) can be combined with the

TBox rule (T4) and since all individuals from the ABox are named the rule

is clearly satisfied and we can conclude that daniel ∈ HappyI . As can be

seen from the combination of (A1), (A2), (A4) and (A6) with (T5), is it not

necessary that the individuals are named since the rule (T5) – like (T4) – does

not contain safe variables and therefore can be applied to named as well as

anonymous individuals such as the anonymous test that fails. The reason is

that this rule (because of its tree shape restriction) falls into EL++, it could

similarly be expressed as

Developer u ∃develops.(Software u ∃fails.Test) v Challenged

and therefore we can conclude daniel ∈ ChallengedI .

At last we want to test whether daniel ∈ UnhappyI which would be a con-

clusion of the rules (T2) and (T3). The ABox axioms (A1), (A2), (A4) and

(A5) and the rules (T6) and (T1) serve the facts that would be needed for

the mentioned rules. Since Elly is a software, it unfortunately contains some

anonymous bug, which daniel dislikes since he is a developer. This are all

facts necessary to satisfy rule (T2), but since the variable z that occurs in this

rule is safe, it cannot be applied to the anonymous bug, such that we cannot

conclude that daniel dislikes Elly. As a result, daniel is not unhappy even

though he works on a software that contains an (anonymous) bug.
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The semantics of a rule base are – like illustrated in the example above – some-

what tricky, but necessary to retain tractability. Special attention has to be

paid to safe variables, which were already discussed in Section 3.4. In contrast,

the safeness is not applied to all variables, such that only explicitly marked

safe variables are bound to named individuals, e.g., with the auxiliary predi-

cate HU . Another possibility is to remove the original rule from the rule base

and substitute it with rules such that every safe variable in the rule is replaced

with every named individual a ∈ NI in all possible combinations, resulting in

|NI |var(rule) new rules, var denoting a function counting the safe variables in a

rule. Since this is somewhat cumbersome the decision was taken in favor of the

approach with the auxiliary predicate HU for the implementation of Elly.

Polynomial time ELP reasoning with Datalog is shown in [KRH08b], thereby

used algorithms are discussed in the following section.
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Algorithms

This chapter discusses the algorithms that need to be implemented in order to

build a conformant ELP reasoner. These algorithms will be discussed from an

implementation point of view but without any implementation details. In par-

ticular, this section describes issues which are likely to arise when implementing

a formal specified language in an imperative, object oriented language.

Additionally, Elly is a valid reasoner for the ontology languages OWL 2 EL,

OWL 2 RL and WSML-DL v2.0. Reasoning of those languages can not be done

directly with Elly but the reasoning is based on Elly’s reasoning interface.

The later sections describe how reasoning is realized by means of an ELP

reasoner.

4.1. Translation Algorithm

The translation from ELP to Datalog consists of several steps shown in Fig-

ure 4.1, which are outlined below. The justification and exact formal definitions

for each step can be found in [KRH08b].

4.1.1. Normal Form

The normalization algorithm is applied twice during the translation as shown

in Figure 4.1. In the first case, the ELP knowledge base is transformed into

normal form, and in the second case it reduces the EL++ rule base into normal

form.
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Normal
Form

Conjunction
elimination
in Heads

Limiting
to 3 Variables

Safe Variable
grounding

Range
Restriction
elimination

Normal
Form

Translation
to Datalog

Figure 4.1.: ELP to Datalog Translation Overview

Definition 4.1.1 (EL++ Normal Form). [KRH08b] An EL++ knowledge base

RB is in normal form if all concept atoms in rule bodies are either concept

names or nominals, all variables in a rule’s head also occur in its body, and

all rule heads are of one of the following forms:

A(t) ∃R.B(t) R(t, u)

where A ∈ NC ∪ {{a}|a ∈ NI} ∪ {⊥}, B ∈ NC , R ∈ NR and t, u ∈ NI ∪V.

The implementation of the following transformation rules is straightforward:

• Concept intersections (C uD)(t) are replaced by the conjunction C(t)∧
D(t)

• If H contains an existential quantification ∃R.C(t) where C /∈ NC , it is

replaced by ∃R.A(t) with A ∈ NC new, and a new rule A(x)→ C(x) is

added.

• If B contains an existential quantification ∃R.C(t), it is replaced by

R(t, y) and C(y) with y ∈ V new.

• If H contains a top concept >(t), it is deleted from H. If H is empty

after the removal the rule is deleted1.

• If B contains a bottom concept ⊥(t), the rule is deleted from RB.

• If H contains a variable x that is not contained in B, the atom >(x) is

added to B.

1Note that the semantics of a rule with an empty head is very different from one with
the > concept in it, therefore a rule must only be deleted if at least one > concept was
deleted before the head became empty.
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These rules are applied to the rule base until no more application is possible.

Since Elly allows additionally for role intersections of the form (RuS)(x, y),

the rule

• Role intersections (RuS)(x, y) are replaced by the conjunction R(x, y)∧
S(x, y).

was added to the transformation algorithm, though not mentioned in [KRH08b].

4.1.2. Elimination of Conjunctions in Rule Heads

The equivalence of the formulae p → q1 ∧ q2 and p → q1, p → q2, is used to

transform any rule with a conjunction in the head to separate rules rules with-

out conjunctions in their heads [Llo87]. The implementation is straightforward

and done in linear time.

4.1.3. Reduction to Rules with at most 3 Variables

This part of the translation reduces the number of variables used in rules by

splitting them into distinct rules. The algorithm is complex, but precisely

explained in [KRH08b] such that this translation is not problematic to imple-

ment, just difficult to understand, especially the graph related notions of the

rule bodies defined shortly. In addition to the connection and path related

notions introduced in Definition 3.3.1 (Extended DL Rules), the following will

be needed in order to represent the implementation of this translation step:

• A connected component of B is a non-empty subset S ⊆ B such that for

all terms t 6= u in S, t and u are connected in S.

• A maximal connected component (MCC) is a connected component that

has no supersets that are connected components.

Graph representation In order to achieve the required checks and trans-

formations in the translation process, a graph framework is used to represent

each rule as a graph. To satisfy the requirements for the translation checks,

the graph has to be simple (see Appendix A.1) which results from the defini-

tion of connected. Since the creation of the translated rules relies on the graph

representation, it is also essential to keep track of the direction of an edge
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from an implementation point of view. The reason is that R(x, y) generally is

not equal to R(y, x). Adding the direction to the edges results in a so called

directed digraph. However, a directed digraph allows for two arcs between any

two nodes, one in each direction. This is neither allowed in ELP nor may we

have such a graph for the transformation and therefore it has to be ensured

that the created graph is an oriented graph which does not allow more than

one edge between two nodes [Har72].

Edge representation Due to the fact that direct connections may consist

of several roles, the graph would not be simple any more as soon as there are

more than one roles connecting two terms t and u. Hence the graph would

have to be treated as a directed graph with multiple edges or multigraph for

cases where the orientation of the edges is irrelevant. This graph behavior

would not only have deficiencies from a computational point of view, but it

would also not allow the variable reducing algorithm to be applied correctly.

Since the graph remains simple if those roles were combined into one edge,

each edge represents a non-empty set of roles that connect two terms.

Node representation As just mentioned, the graph must be expressive

enough to create rules from it during the conversion and so concept description

information must be added to it. Therefore for each concept expression C(t)

a node t is created (if not already existing) and the concept C is attached to

it. As there may be multiple concepts C1(t), . . . , Cn(t) referring to the same

term t, each node therefore represents a pair of a term and a possibly empty

set of concept descriptions.

The graph representation of ELP rules therefore consists of:

• Vertices representing the terms and associated concepts of a rule’s body

and

• Edges representing non-empty sets of roles connecting those terms.

x

{C}
y

{D1, D2}
t

{C}
u

{}

{r1} {r2, r3}

Figure 4.2.: Graph Representation of a ELP Rule
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Figure 4.2 shows a graph representation for the ELP rule

s(x, y)← C(x), C(t), r1(x, y), r2(u, y), r3(u, y), D1(y), D2(y).

As already mentioned, nodes may exist with no concept descriptions attached,

whereas an edge must not have an empty set of role descriptions.

Maximal Connected Components (MCCs) Two other issues are en-

gendered by the inductive definition of connected, which is used to compute

connected components.

The first one is that the rule is represented by an oriented graph, whereas

connected components have to be calculated in terms of a simple graph. This

means that the orientation of an edge must be ignored. To satisfy this behavior,

the algorithm for computing MCCs can just ignore whether an edge is incoming

or outgoing. This does not result in any penalty for the implementation.

t u v
{S}{R1, R2}

Figure 4.3.: Graph visualizing non-transitivity of connected

When talking about connectivity between terms, the type of the nodes has

to be considered, because two terms are only connected if all intermediate

nodes are variables. Considering the graph in Figure 4.3, this implies that t is

connected to u and u is connected to v, but t is not connected to v. As the

implementation assumes connected to be a transitive relation, a workaround

for testing the connectivity of two vertices has to be applied, which is described

in Algorithm 2.

Since connected is defined as being symmetric, it does not matter which of the

two vertices is defined as the source vertex. The test to determine whether

the connected set has changed does not change the result in any way, it is

just a shortcut to speed up computation, because the test doesn’t need to be

done again if the set did not change. The algorithm uses the notion of edge-

connected, which means that two nodes are connected in the graph, thereby

ignoring the type of all vertices.

Another problem with the non-transitivity of connected is that a vertex may

occur in more than one MCC if it is not a variable. As can be seen in Fig-

ure 4.4, the vertices t1 and t2 are contained in the obvious MCCs M1 and M2
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Algorithm 2: Test for the Connectivity of two Terms

Input: source vertex vs and target vertex vt
Output: true, if the terms are connected; false otherwise
if vertices are edge-connected then

compute edge-connected set Se of source vertex;
add vertices vv ∈ Se representing variables to filtered set Sf ;
add source vs and target vt vertex to filtered set Sf ;
if Se ≡ Sf then

return true;
end
create sub-graph from filtered set Sf ;
if vertices are edge-connected then

return true;
end
else

return false;
end

end
else

return false;
end

respectively, but they form as well their own MCC M3. Since those ‘directly

connected term’ MCCs consisting of two terms do not contain any variables, all

edges between two individuals are removed from the graph before calculating

the MCCs. Furthermore, the connection would also connect the two MCCs M1

and M2, which would lead to one big and essentially wrongly connected MCC

M . The removing of those edges therefore leads to a set of proper MCCs,

since a connection between two terms could connect two distinct MCCs that

are not connected according to the definition. Besides this, performance is

improved since those MCCs are unnecessary for computation, because they do

not contain any variables by definition.

x1

y1

z1

t1 t2

y2

z2

x2

M1 M2

M3

M

Figure 4.4.: Visualization of two MCCs connected by two connected Terms
t1, t2.
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The translation algorithm is precisely explained in Theorem 16 of [KRH08b].

The basic idea is to find reducible MCCs according to preconditions by applying

a specific transformation on a rule that resolves it to more rules, thereby

reducing the number of variables per rule, but keeping the semantics. The

result of the translation is a knowledge base with no more than 3 variables per

rule, which is further processed to end in a 3-variable Datalog Program.

4.1.4. Grounding of Safe Variables

Safe variables are an convenient way to express the set of all individuals in

the knowledge base. Nevertheless there is no differentiation between safe and

unsafe variables when passing rules to a Datalog engine, as the semantic of safe

is unknown to such a rule engine. Therefore safe variables need to be grounded,

i.e., it must be explicitly stated that those variables are semantically equal to

the set of all individuals a ∈ NI .

To do so, there are two possibilities, as already discussed in Section 3.5: The

obvious one is to replace safe variables in each rule with every individual a ∈ NI

in all possible ways. Even though this solution clearly satisfies the definition of

grounding, there will be a significant increase in the number of rules, especially

for knowledge bases with many individuals and safe variables.

The other approach is to ground the safe variables to the Herbrand Universe

[KRH08b]. Here an auxiliary predicate HU is used for grounding. The ground-

ing is done in two steps, first for every individual a ∈ NI a fact HU(a) is

added to the knowledge base. Then the rules containing safe variables have

to be processed, which is done by replacing all safe variables x̂ ∈ Vs with

the corresponding unsafe variable x /∈ Vs and adding an atom HU(x) to the

body of the rule. This approach allows the rules to remain compact and passes

the grounding effort to the underlying Datalog engine which would ideally use

optimized techniques.

4.1.5. Elimination of Range Restrictions

ELP allows for the incorporation of range restrictions (RR) in the knowledge

base, i.e., rules of the form R(x, y) → C(y). The transformation adds rules

R(x, a)→ RangeR(a) for every a ∈ NI to the knowledge base and replaces all
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existential quantifications of the form ∃R.C occurring in heads with ∃R.(C u
RangeR). The implementation is straightforward and does not require any

special treatment.

4.1.6. Transformation to Datalog

The final step of the translation creates a Datalog Program from the knowledge

base. This translation consists of several small, but independent steps that are

described individually.

Predicates with arity higher than two are used, which goes beyond the notion

of Description Logic concepts and roles. In particular, atoms C(t) and R(t, u)

are encoded as Pconcept(C, t) and Prole(R, t, u) respectively. To hide the use

of the auxiliary predicate HU that relates to an atomic concept it is treated

explicitly in the translation so as not to be rendered as a concept and therefore

the encoding HU(a) stays. This prevents membership of individuals to the

concept HU .

The Datalog Program is created from the knowledge base as follows2:

1. A binary equality predicate R≈ is introduced that is defined as reflexive,

symmetric and transitive. It is used to emulate a potentially missing

equality predicate in the underlying Datalog engine. This means that

for every concept name C one rule is added and for every role name R

two rules are added so as to ensure the intended behavior.

For the case that the underlying rule engine supports built-in equality

(including equality in the rule head) those rules can and will be omitted.

Nevertheless, for the case that the equality predicate has to be used, it

is not rendered as a role instance, but instead abstracted by keeping it

as a predicate and treated in the same was as the HU predicate.

2. In order to make nominals processable, for each individual a ∈ NI a new

concept Ca is introduced. These concepts are used to create two rules

→ Ca(a) and Ca(x)→ R≈(x, a).

2Note that the ordering of the steps is not consistent with the ordering in [KRH08b],
but this does not affect the translation and is more appropriate for explaining the new
predicates that are introduced.
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When translating to Datalog, instead of creating new predicates for

each individual, a single binary predicate Pnominal is used. This means

Pnominal(a, x) refers to Ca(x) thereby keeping a level of abstraction.

3. For the case of self restrictions a concept name SelfR is created for each

role R ∈ N s
R. Each such concept combined with each individual in the

rule base forms a rule Ca(x) ∧R(x, x)→ SelfR(x).

As already seen from translating nominals, self restrictions can also be

treated with a single binary predicate Pself . The concept expression

SelfR(x) is therefore encoded as Pself (R, x).

4. This step of the algorithm translates all occurrences of self restrictions

(i.e., atoms of the form selfrestriction(R)(x) as well as R(x, x)) and

nominals to the newly introduced predicates rule by rule. Additionally

all existentials ∃R.C(t) are replaced with the conjunction R(t, dR,C) ∧
C(dR,C).

The latter rule implies that a new individual dR,C has to be created for

each role R and concept C used in an existential ∃R.C(t). The purpose

of this auxiliary individual dR,C is to trace the role R from which the

derived element C came from, which again is needed for reasoning with

role conjunctions. As a role conjunction R(x, y)∧R′(x, y) is only allowed

for simple roles, it is sufficient for existentials of the form ∃S.C(t) with

S /∈ N s
R to create an individual dC . The role is not needed in this case,

since it must not occur in any role conjunction R(x, y) ∧ S(x, y).

From that, one can see that dC can generally be used instead dR,C when

reasoning with languages that don’t support role conjunctions.

5. In addition to the antecedent step, each rule is tested for containment

of a role R(x, y) ∈ H. If so, a new rule B′ → SelfR(x) is added to

Datalog Program, where B′ is obtained from replacing all occurrences of

y with x in the body of the rule and applying the transformations from

the preceding step if possible.

Note that existential quantifications do not need to be processed as they

will not be present in the body of a rule after normalization.
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4.2. Axiomatization

The application of the algorithm on an ELP rule base creates a Datalog Pro-

gram, which is in the following used for reasoning (see next section). The

resulting program, however, still contains expressive constructs that are not

supported by Datalog engines, listed as follows:

• Thing (>),

• Nothing (⊥),

• TopRole (>×>),

• BottomRole (⊥×⊥).

According to the semantics described in Section 3.1 each such program has to

enclose axioms that describe those constructs in an appropriate way. Nothing

and BottomRole must be empty by definition, i.e., the (unary and binary)

relations described by this concept and role must not contain any elements.

To check that, an auxiliary predicate Punsat() is introduced to the rule base

that is a logical consequence of the aforementioned predicates, expressed as

Punsat()←Nothing(x).

Punsat()←BottomRole(x, y).

Consequence of the introduced axioms is that the query ?- Punsat() is satis-

fiable, whenever the rule base is unsatisfiable.

Thing and TopRole have to be defined over ∆I , i.e., every individual must be

contained in those unary and binary relations, respectively. Therefore rules of

the form

Thing(x)←HU(x).

Thing(x)←Pconcept(zconcept, x).

Thing(x)←Prole(zrole, x, y).

Thing(x)←Prole(zrole, y, x).

T opRole(x, y)←Thing(x) ∧ Thing(y).

ensure that those predicates contain all individuals present in the rule base;

zconcept and zrole are variables for the concept and role names, respectively.
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4.3. Reasoning

Elly provides a reasoner interface as API for reasoning tasks against the

knowledge base. The interface is designed in a generic way and makes no

assumptions on the underlying reasoning engine. This is done by specifying

the methods signatures based on the Elly object model and without any

implementation restrictions. The IReasoner interface specifies a method to

register a rule base and all utility methods (see Appendix C.1) are used to

provide reasoning functionality based on a registered rule base.

As [BCM+07, Baa09] describe, it is often the case to reduce various reasoning

functionality to the subsumption problem. Nevertheless, this is commonly

done in order to proof the worst case complexity of those reasoning tasks and by

proofing that the reduction of the specific reasoning problem to a subsumption

problem can be done with less or equal complexity than the subsumption

reasoning itself (most often this reduction can be done in polynomial time), the

reasoning problem is proved to be of same complexity order as the subsumption

problem.

In spite of that fact, the API provides lots of additional utility methods that

allow to directly query for certain properties of the registered rule base. The

Java class IrisReasoner3 is an implementation of the reasoner interface

and the interested reader can have a look at the source code, since this section

will sketch the conceptual ideas of the reasoner implementation.

The reasoner interface and its implementation are the bridge between the

user and the underlying Datalog reasoner, as discussed above. One of its

responsibilities is therefore to map the Elly object model to the Datalog

object model. In the implementation, a renderer4 is recursively traversing

the current object model and translating the entire rule base to an equivalent

IRIS rule base. Note that this transformation is trivial since the Elly OM

is already in Datalog, i.e., there are no more DL constructs in the rule base.

However, the implementation has some peculiarities which are conceptually

interesting.

The transformation has to render integrity constraints (IC) that may be present

in the (already transformed) rule base. Those ICs are rules of the form← IC.

3org.sti2.elly.reasoning.iris.IrisReasoner
4org.sti2.elly.transformation.iris.IrisObjectModelRenderer
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or ⊥ ← IC., i.e., if the rule gets executed bottom follows as result which im-

plies that the rule base is unsatisfiable. To decide whether or not one of those

restrictions is violated, the auxiliary predicate Punsat is used as conclusion for

ICs, such that IC → Punsat(). encodes a rule. Punsat will thus be satisfied if

such an integrity constraint is violated, which can be checked by querying for

?- Punsat.

The introduced predicate is also used to encode constraints for built-in data-

types, i.e., if some individual i is asserted to be of some specific datatype D,

then the rules have to be added that result in a contradiction if i is not instance

of D. Therefore for each datatype D a rule

dataTypeV iolation(x,Ds)← conceptInstance(Ds, x) ∧ ¬isDataType(x,D).

is added to the rule base. Ds denotes the String representation of the datatype

D. This rule has to be added for each datatype individually since the term-

types used in the predicates conceptInstance and isDataType do not coincide,

thus the rules can not be expressed in a single rule with y replacing D and Ds.

isDataType is a built-in predicate that checks if the type of x equals D. The

negation mark expresses non-monotonic negation, i.e., the literal expression

is assumed to be true unless the type of x equals D. The corresponding

predicate isNotDataType could be used such that negation as failure wouldn’t

be necessary in the rule, but this would have the crucial disadvantage that the

rule would not be triggered if x is asserted to be of some unknown datatype.

One additional rule has to be added that implies unsatisfiability of the rule

base if any datatype violation occurs:

Punsat()← dataTypeV iolation(x, y).

This set up of the reasoner and in specific of the rule base already allows to

query for unsatisfiability, and therefore allows us to answer all kind of queries.

However, this type of reasoning is feasible more for the theoretical than the

practical approach, thus the following sections will describe at first how un-

satisfiability reasoning is realized on that particular rule base, thereafter most

reasoning methods will be explained in an abstract way. The following ex-

planations are based on rule base RB with NC , NR, NI and V , the sets of

concepts, roles, individuals and variables, respectively. x, y represent variables

∈ V and a, b represent individuals ∈ NI . In order to keep the abstract syntax
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the above discussed auxiliary predicates are used (Punsat, Pconcept and Prole).

4.3.1. Consistency

Unsatisfiability testing is encoded as query for the unsatisfiability predicate

(?- Punsat()). If Punsat() is not entailed by the rule base, the facts contained

in the rule base are consistent w.r.t. the rules; in DL notions this corresponds

to a consistent ABox w.r.t. the TBox.

In the following, it will be presented how common tests are encoded to reason

with the underlying Datalog engine.

4.3.2. Description Satisfiability

Concept satisfiability checking for a concept C is done by creating a fresh

individual a /∈ NI and adding a Fact C(a) to RB. If the resulting rule base

RB′ remains consistent, the concept is satisfiable. Role satisfiability can be

checked in the same way, the only difference is that instead of a single individual

(a) some tuple (a, b) of fresh individuals ({a, b} /∈ NI) has to be used.

Although this seems to be trivial from a logical point of view, the implementa-

tion has some important considerations with respect to the resulting efficiency.

The trivial approach is to create the union of the existing rule base RB and

the fact that is used to check for concept satisfiability Fsat to create a new

rule base RBsat = RB ∪ Fsat. The rule base RBsat is then converted to the

Datalog rule base R̂Bsat
5 and the underlying engine can be used to query for

unsatisfiability.

Considering a rule base with thousands of rules, this approach obviously results

in an inefficient re-computation of the entire rule base for every satisfiability

check. To get rid of that re-computation, an obvious approach would be to

combine the already translated rule base with the translated fact that is used

to check concept satisfiability. Before doing so, one must take into account

that specific steps of the transformation algorithm (see Section 4.1) depend

on specific characteristics of the translated rule base. Those characteristics

encompass the set of concept names NC , role names NR and individual names

5The hat denotes henceforth that rule base is already translated to Datalog.
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NI , and as well the partition of NR into the set of simple role names N s
R and

the non-simple ones Nn
R. When creating the union RBsat, the sets of names

may only increase, but never decrease with respect to RB, which is obvious

for NC , NR, NI . N
s
R in contrast may decrease if some role Rs ∈ N s

R occurs in a

rule head such that it is implied by either a non simple role Rns ∈ Nn
R ∪N ′Rn

or a conjunction of (any) roles R1, R2 ∈ NR ∪N ′R. Since adding a fact (which

is a rule with an empty body) can not result in such a change of the rule base,

N s
R may as well only be extended with Roles R1, . . . , Rn /∈ NR occurring in

Fsat.

Combining that observation with the applied translation algorithm, one can

notice that no facts or roles are created in the translation of RB that would

not be created in the translation of RBsat. On the other hand, the translation

of Fsat may indeed produce rules that are not valid with respect to RBsat.

Considering a non simple role Rns ∈ Nn
R occurring in Fsat, the algorithm

translating the rule base RBFsat representing the single fact Fsat, assumes Rns

to be simple since there is no rule in RBFsat that asserts Rns ∈ Nn
R.

To get around that flaw, RBFsat has to fake its name sets N̄x by building

the union of its own set of names N ′x and the ones of the rule base Nx (x

representing the constants C,R, I) i.e., imitate RBsat but do not include rules

that were already translated. The partition of N ′R
s and N ′R

n can however not

be computed as simple union since this would lead to inconsistency as one role

may then occur in both sets. Thus the set of non-simple roles is computed

as N̄n
R = N̄R \ (N ′R

n ∪ Nn
R) and the simple roles can then be set to remaining

roles N̄ s
R = N̄R \ N̄n

R. This approach will produce lots of auxiliary rules twice

by the algorithm, but still boast a significant lower amount of computation.

That follows from the fact that those rules would have to be produced anyway

since in the above mentioned trivial approach all rules are discarded (and

thus as well the auxiliary rules). More crucial is however, that the algorithm

does not have to be applied to all rules again which means that there occurs

some preprocessing to the reasoning in contrast to the trivial approach. When

building the union of R̂BFsat and R̂B the reasoner implementation takes care

that no two equal rules are added twice to the resulting rule base R̂B′sat which

is shown to be equal to R̂Bsat.
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4.3.3. Instance Testing

The predicate Pconcept allows to easily check for instances of a concept C via the

query ?- Pconcept(C, x). By specifying the individual a ∈ NI one can directly

check if it is instance of a concept. The same applies to instance checking

for roles by using the ternary predicate Prole with the only difference that in

addition to the role two terms have to be supplied for the query, e.g., two

distinct variables (x, y) to get all role instances or a tuple of probably equal

individuals (a, a).

However, complex concepts Cc /∈ NC that are not atomic can not be queried

directly, as they are not in Datalog. In order to be able to query for instances

of Cc, an auxiliary atomic helper concept Ca has to be created which is the

super-concept of Cc. To achieve that behavior, the rule base has to be extended

by the rule

Ca(x)← Cc(x).

which results in the same problem already discussed in Section 4.3.2. Adding

that rule to RB results in a rule base RB′ which would need to be entirely

translated to a Datalog rule base R̂B
′
.

Inspecting the rule in more detail, one can see the set of names NC , NR, NI may

be extended, but in no way “move” roles from N s
R to Nn

R. This allows us to

create a rule base RBsub representing the discussed sub-concept assertion which

fakes the vocabulary of RB′ for the translation. The resulting rule base R̂Bsub

combined with R̂B is thus again equal to R̂B
′
, thus we can use the auxiliary

predicate for instance testing by computing the query ?- Pconcept(Ca, x).

By adding the rule Rc(x, y) → Ra(x, y) for a queried complex role Rc and an

auxiliary role Ra one can see that Ra might be simple or non simple depending

on Rc. Nevertheless, since Ra did not occur in RB, no wrong facts have been

introduced by the translation algorithm which means that it is safe to proceed

as described for concepts and use the query ?- Prole(Ra, x, y) to simulate the

original one.

4.3.4. Membership Testing

In order to retrieve all concepts of an individual a ∈ NI , the predicate Pconcept

can be used to state a query with the concept as unknown. The query
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?- Pconcept(x, a) will bind x to all concepts Ca ∈ NC of which a is an in-

stance of. This can certainly be applied to role membership checking, whereas

in this case two individuals have to be specified for the predicate Prole.

Note that these queries only compute concepts or roles in NC or NR, respec-

tively. Since the input to queries are tuples, the Datalog rule base R̂B is di-

rectly able to answer them without having to be extended by auxiliary rules.

4.3.5. Entailment

To check whether an ELP expression is entailed by the rule base RB, the

reasoner adds the rule

C(a)← Expression.

with C and a each fresh to RB, resulting in the RB′. If the expression is

entailed by the RB it is also entailed by RB′ and thus the rule ensures that

C(a) is entailed as well. Since C(a) is a single atomic expression, it can directly

be encoded as Datalog query

?− Pconcept(C, a).

Note that the expression may be arbitrarily complex but must not contain an

implication.

Like with description satisfiability, the rule base has to be changed which would

result in an re-computation of all rules. Since the added rule entails only a

fresh concept C, all observations of Section 4.3.2 apply and thus the reasoning

computation can use already translated rule base R̂B as described.

4.3.6. Hierarchy Reasoning

To query for super-concepts {D1, . . . , Dn} ∈ NC of a given concept C, a fresh

individual a /∈ NI has to be created. By adding the fact C(a) to the rule base,

the query ?- Pconcept(x, a) will return all super-concepts of C. For a direct

check of a super-concept relationship of C and D, the query ?- Pconcept(D, a)

after adding the aforementioned fact will answer whether or not the relation-

ship is entailed.
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As opposed to the super-concept relationship, the sub-concept relationship

requires adding a fact for every concept C ∈ NC to be tested against a specified

concept D. Querying for all sub-concepts {C1, . . . , Cn} of a concept D requires

to add a fact C(a) for each concept C ∈ NC with a being fresh for every

generated fact, which can be achieved by either retracting the old fact and

reusing the individual or by generating a new individual a each time. The

direct check for a sub-concept relationship is equal to the one presented for

the super-concept relationship as this relationship is symmetric. The same

methodology can be applied to role hierarchy reasoning with the only difference

that the arity of the tuple has to be 2.

Again, for the case that queried concept or role is not atomic, reasoning has

to be done by introducing an auxiliary description and adding an inheritance

relationship to the rule base as discussed in Section 4.3.3. Apart from that

rule, RB is extended by the aforementioned fact asserting the membership of

an (two) auxiliary individual(s) on a concept (role). The computation of the

joint rule base RB′ can be speeded up as described in Section 4.3.3.

4.4. OWL 2 EL

OWL 2 EL is a profile of the knowledge representation formalism OWL 2 and

based on the DL EL++. Since ELP is superior to the DL EL++ as described

in Chapter 3, Elly, as reasoner implementation for ELP, is capable of serving

as reasoner for OWL 2 EL ontologies.

Nevertheless, OWL 2 EL is based on EL++ but has lots of built-in features

whose expressivity are in the expressivity of the DL it is based on, but those

features must be interpreted correctly. This section describes the features of

OWL 2 EL, the semantics of the constructs and defines a mapping to the DL

ELP.

4.4.1. Features and Semantics

Appendix B gives an overview of all features which are available in the knowl-

edge representation formalism OWL 2. OWL 2 itself is based on the DL

SROIQ (D) (see Section 2.3) which is a much more expressive DL than the
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ELP. This expressivity has the drawback of a high worst-case reasoning com-

plexity (N2ExpTime-complete), which is the reason why the OWL 2 standard

supports profiles, which are less expressive but in return allow for faster rea-

soning, i.e., they have a better reasoning complexity but may still provide all

means needed to model a specific domain.

This lack of expressivity in the DL boils down to a lack of features for OWL 2

EL when compared to OWL 2 DL. The reasons for excluding forbidden features

from OWL 2 EL follow directly from the semantics of them, introduced in

Section B. Table 4.1 lists all allowed features and the according semantics.

Note that DL concepts and roles are called classes and properties in OWL,

respectively.

As result of the feature-set [owl09c] suggests OWL 2 EL to be used as a formal-

ism for modeling ontologies that define a very large number of classes and/or

properties. One such example is the Systematized Nomenclature of Medicine-

Clinical Terms (SNOMED CT), considered to be the most comprehensive,

multilingual clinical healthcare terminology in the world.
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Description OWL 2 Name ELP Expression

Supported class restrictions
ex.quant. to a class exp. ObjectSomeValuesFrom someValuesFrom(OPE, CE).
ex.quant. to a data range DataSomeValuesFrom someValuesFrom(OPE, DR).
ex.quant. to an individual ObjectHasValue someValuesFrom(OPE, {a}).
ex.quant. to a literal DataHasValue someValuesFrom(DPE, {lt}).
self-restriction ObjectHasSelf SelfRestriction(OPE).
enum.inv. a single individual ObjectOneOf {a}.
enum.inv. a single literal DataOneOf {lt}.
intersection of classes ObjectIntersectionOf intersectionOf(CE1, . . . , CEn).
intersection of data ranges DataIntersectionOf intersectionOf(DR1, . . . , DRn).

Supported Axioms (restricted the allowed set of class expressions)
class inclusion SubClassOf CE2(x) :- CE1(x).
class equivalence EquivalentClasses CEj(x) :- CEk(x). CEk(x) :- CEj(x). (for each 1 6 j, k 6 n)
class disjointness DisjointClasses !- CEj and CEk. (for each 1 6 j, k 6 n such that j 6= k)
object property inclusion SubObjectPropertyOf OPE2(x, y) :- OPE1(x, y)

+ ObjectPropertyChain OPE(x, y) :- OPE1(z0, z1) and . . . and OPEn(zn−1, zn)
data property inclusion SubDataPropertyOf DPE2(x, y) :- DPE1(x, y)
property equivalence EquivalentObjectProperties OPEj(x, y) :- OPEk(x, y). OPEk(x, y) :- OPEj(x, y). (for each 1 6 j, k 6 n)

EquivalentDataProperties DPEj(x, y) :- DPEk(x, y). DPEk(x, y) :- DPEj(x, y). (for each 1 6 j, k 6 n)
transitive object properties TransitiveObjectProperty OPE(x, z) :- OPE(x, y) and OPE(y, z).
reflexive object properties ReflexiveObjectProperty OPE(x, x).
domain restrictions ObjectPropertyDomain CE(x) :- OPE(x, y).

DataPropertyDomain CE(x) :- DPE(x, y).
range restrictions ObjectPropertyRange CE(y) :- OPE(x, y).

DataPropertyRange DR(y) :- DPE(x, y).
assertions SameIndividual aj = ak. (for each 1 6 j, k 6 n)

DifferentIndividuals !- aj = ak. (for each 1 6 j, k 6 n such that j 6= k)
ClassAssertion CE(a).
ObjectPropertyAssertion OPE(a1, a2).
DataPropertyAssertion DPE(a1, lt).
NegativeObjectPropertyAssertion !- OPE(a1, a2).
NegativeDataPropertyAssertion !- DPE(a1, lt).

functional data properties FunctionalDataProperty y1 = y2 :- DPE(x, y1) and DPE(x, y2).
keys HasKey x = y :- CE(x) and OPEi(x, zi) and OPEi(y, zi) (for each 1 6 i 6 m)

and CE(y) and DPEj(x, wj) and DPEj(y, wj). (for each 1 6 j 6 n)

Table 4.1.: OWL 2 EL Features and Semantics
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4.4.2. Mapping

The class constructors listed in Table 4.2 are all directly supported by ELP class

and role constructors. OWL enumerations (ObjectOneOf and DataOneOf)

are restricted to describe at most one (and thus exactly one) individual or

literal. Therefore it is an exact representation of the ELP nominal concept

constructor.

OWL makes a distinction of object and data properties, i.e., properties are

distinguished upon the type of the filler. This behavior is not inherent to ELP

[KRH08b] and in the translation from OWL no distinction is made on the

resulting roles. That decision is based on the fact that there is semantically no

difference between those two properties for the case that the filler is handled

equal in both cases.

The allowed axioms of OWL 2 EL are straightforward to translate in ELP and

based on the semantics in Table 4.1

4.5. OWL 2 RL

OWL 2 RL is based on a DL called Description Logic Programs (DLP) [GHVD03]

as underlying formalism, which is constructed as the intersection of Logic Pro-

grams, a rule-based approach (which may be the reason for the abbreviation

RL) towards knowledge representation, and Description Logics. ELP however,

was defined as combination of DLP and EL++, but in a novel way. That phrase

means that the interaction of the two languages is not fully supported, whereas

the two languages are fully supported.

This means that the formalism ELP supports reasoning with DLP, and therefore

Elly can be used for reasoning over OWL 2 RL. This section will discuss the

expressive means of OWL 2 RL and explain how those means are mapped to

ELP in order to allow for correct reasoning.

4.5.1. Features and Semantics

Because of the underlying DL formalism DLP, OWL 2 RL allows different

constructors in the head and the body of the rules. The reason for this behavior
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is explained in Section 3.2.
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Description OWL 2 Name Semantics

Supported Subclass Expressions SuperCE = Superclass Expression
a class other than owl:Thing
an enumeration of individuals ObjectOneOf SuperCE(x) :- {a1}(x).

...
SuperCE(x) :- {an}(x).

union of class expressions ObjectUnionOf SuperCE(x) :- CE1(x).
...

SuperCE(x) :- CEn(x).
intersection of class expressions ObjectIntersectionOf SuperCE(x) :- intersectionOf(CE1, . . . , CEn)(x).
ex.quant. to a class expression ObjectSomeValuesFrom SuperCE(x) :- someValuesFrom(OPE, CE)(x).
ex.quant. to a data range DataSomeValuesFrom SuperCE(x) :- someValuesFrom(OPE, DR)(x).
ex.quant. to an individual ObjectHasValue SuperCE(x) :- someValuesFrom(OPE, {a})(x).
ex.quant. to a literal DataHasValue SuperCE(x) :- someValuesFrom(DPE, {lt})(x).

Supported Superclass Expressions SubCE = Subclass Expression
a class other than owl:Thing
intersection of classes ObjectIntersectionOf intersectionOf(CE1, . . . , CEn)(x) :- SubCE(x).
negation ObjectComplementOf !- CE(x) and SubCE(x).
universal quantification to a class expr. ObjectAllValuesFrom CE(y) :- OPE(x, y) and SubCE(x).
ex.quant. to an individual ObjectHasValue someValuesFrom(OPE, {a})(x) :- SubCE(x).
at-most 0/1 card.restr. to a class expr. ObjectMaxCardinality 0 !- someValuesFrom(OPE, Thing)(x) and SubCE(x).

ObjectMaxCardinality 1 y = z :- OPE(x, y) and OPE(x, z) and SubCE(x).
universal quantification to a data range DataAllValuesFrom DR(y) :- DPE(x, y) and SubCE(x).
ex.quant. to a literal DataHasValue someValuesFrom(DPE, {lt})(x) :- SubCE(x).
at-most 0/1 card.restr. to a data range DataMaxCardinality 0 !- someValuesFrom(DPE, Thing)(x) and SubCE(x).

DataMaxCardinality 1 DPE(x, y) and DPE(x, z) and SubCE(x).

Table 4.2.: OWL 2 RL Features and Semantics
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4.5.2. Mapping

Many of the expressions are trivial since their expressivity is clearly subsumed

by the expressivity of ELP. The mapping follows from the expressed semantics

and is partly covered in Section 4.4.2. Expression like union of class expres-

sions or universal quantification to a class expression however are not natively

supported by ELP, and therefore require some clarification.

The mappings are based on the formalism described and proofed in [GHVD03],

which reduces DL to def-Horn. Essential, though unusual, is the fact that some

of the expressions are supported either as subclass expression or as superclass

expression, which relates to the body or the head of a rule, respectively. The

relation of rules and DL subsumption axioms is thoroughly explained in Sec-

tion 3.2 but basically boils down to the equation

C v D ≡ ∀x.C(x)→ D(x),

which expresses the equality of class (and property) inclusion axioms and FOL

sentences consisting of an implication between two formulae with the free vari-

ables universally quantified at the outermost level. The mappings from DL to

DLP are already explained in a formal way in Section 3.2 but are recurred in

a OWL 2 RL to ELP fashion.

Disjunction

The OWL 2 EL subclass constructs ObjectOneOf and ObjectUnionOf are

not allowed in OWL 2 EL and ELP since they are an application of the DL

construct disjunction. If those constructs occur as subclass expression, i.e.,

on the left-hand side (l.h.s.) of the inclusion axioms, the disjunction can be

handled by DLP and thus ELP.

C1 t C2 v D ≡ C1(x) ∨ C2(x)→ D(x)

which can be transformed easily to a pair of rules in ELP

C1(x)→ D(x)

C2(x)→ D(x).

80



Chapter 4. Algorithms

Universal Restriction

Universal restriction ∀P.C can generally not be expressed in ELP, though OWL

2 RL supports it by allowing the expressions ObjectAll- and DataAll-

ValuesFrom. As opposed to disjunction, universal restriction is only allowed

on the right-hand side of an inclusion axiom, which means that it must only oc-

cur as superclass in OWL 2 RL. Analyzing the FOL equivalent of the universal

quantification

C v ∀P.D ≡ C(x)→ (P (x, y)→ D(y)),

the following translation can be used to easily transform it to an valid ELP

expression:

D(y)← C(x) ∧ P (x, y).

Existential Restriction

Even though existential restriction is allowed in OWL 2 EL and thus ELP, when

occurring as left-hand side expression the following transformation allows to

express ∃P.C in def-Horn.

D(x)← ∃P.C v D ≡ P (x, y) ∧ C(y).

This transformation may, but need not to be applied in the transformation

from OWL 2 RL to ELP.
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Recursive Mapping Application

Due to the fact that ELP has a rule language as representational language, the

following recursive mapping can be applied natively:

T (C v D) −→ Tb(C, y)→ Th(D, y)

Th(A, x) −→ A(x)

Th((C uD), x) −→ Th(C, x) ∧ Th(D, x)

Th((∀R.C), x) −→ R(x, y)→ Th(C, y)

Tb((C uD), x) −→ Tb(C, x) ∧ Tb(D, x)

Tb((C uD), x) −→ Tb(C, x) ∨ Tb(D, x)

Tb((∃R.C), x) −→ R(x, y) ∧ Tb(C, y)

As usual, A represents an atomic concept, C,D represent arbitrary concepts,

R is a role and x, y represent variables, with y being fresh each time used.

4.6. WSML-DL v2.0

The Web Service Modeling Language (WSML) is a formal language for describ-

ing ontologies and Semantic Web services and is capable of modeling all aspects

of the Web Service Modeling Ontology (WSMO) [dBLK+05, dBBD+05]. How-

ever, WSML does not yet formally specify the exact semantics of the functional

descriptions of services [FLPdB07]. Therefore this thesis and the resulting rea-

soner focus solely on the ontology descriptions in WSML, in specific on the

Description Logic variant of WSML (version 2), whose expressiveness is based

on ELP, the DL underlying Elly. Elly therefore is capable of serving as

reasoner for WSML-DL v2.0 and WSML-Core v2.0, which is a subset of the

DL variant in terms of expressiveness [dBLK+05].

WSML is different from OWL in many ways, interesting from the reasoning

point of view is that WSML offers two different syntaxes, namely the con-

ceptual syntax and the logical expression syntax. This allows the conceptual

syntax (which can be compared to syntactic representation of OWL) to be

“more lightweight”, i.e., contain less dedicated constructors to express func-

tionality. That means in specific that the conceptual syntax is a means to
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model simple relationships between entities in an ontology, relationships that

are more complex or specific can be refined with statements expressed in the

logical expression syntax. However, the logical expression syntax is certainly

capable of modeling “simple” relationships as well, which means that the con-

ceptual syntax is nothing else than an easy write- and readable syntactical

variant of parts of the logical expression syntax.

Since the conceptual syntax can be expressed in terms of the logical expres-

sion syntax, which itself is a formal syntax based on the expressivity of ELP,

reasoning for WSML is done in a two step mechanism.

1. The conceptual syntax representation of the ontology is translated into

logical expression syntax; the ontology is henceforth represented in pure

logical expression syntax. This step is called Axiomatization.

2. The logical expression syntax is translated into the Elly object model,

which is straightforward since the Java object model is just a different

syntactical representation for the modeled ontology.

The Axiomatization is done by traversing the conceptual syntax of an ontology,

thereby creating logical expressions from the analyzed relations. Algorithm 3

sketches the implemented behavior in pseudo code, which transforms an ar-

bitrary WSML ontology O into an equal WSML ontology O′ consisting only

of logical expressions. For the sake of conciseness, the sketched algorithm is

very shallow, for more information consult the source code of the according

WSML2Reasoner class6 or the technical specification [wgmST].

The used terminology should be self-explanatory, the only exception may be

the names of the pseudo methods used. If such a name ends with Molecule, then

there is an dedicated logical expression that models that relationship, such as

the SubConceptMolecule, which semantics are inherent to the construct.

Names ending with Expression(s) express that one or more expressions have

to be created to model the semantics in logical expression syntax. As example

consider the method Concept → Attribute → AttributeProperty-

Expressions; this method analyzes the Attribute and returns certain ex-

pression depending on the properties of the attribute.

6org.wsml.reasoner.transformation.AxiomatizationNormalizer
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For example, if the attribute foo of concept bar is reflexive and transitive, the

following expressions are created:

x[foo hasValue x]←x memberOf bar.

x[foo hasValue z]←x memberOf bar and x[foo hasValue y] and

y memberOf bar and y[foo hasValue z].

As the above example shows, translating the resulting ontology O′ is trivial,

since the resulting expressions are built from molecules of the form listed in

Table 4.3.

isa molecules ELP expression

A memberOf B B(A).

A subConceptOf B B(x) ← A(x).

object molecules ELP expression

A[B hasValue C] B(A, C).

A[B ofType C] C(y) ← A(x) and B(x, y).

A[B impliesType C] C(y) ← A(x) and B(x, y).

Table 4.3.: WSML Molecules [dBLK+05]

Table 4.3 lists for every WSML logical expression the equivalent ELP expres-

sion. Thereby it uses two identical ELP expressions (C(y)← A(x) and B(x, y).)

for two semantically different WSML logical expressions, namely inferring and

constraining attributes. The reason is that expressions modeling constraining

attributes – e.g., ⊥ ← A(x) and B(x, y) and ¬ C(y) – are semantically not

captured by ELP. However, the WSML-DL variant restricts attributes to al-

low only for Datatypes as constraining types [dBLK+05], therefore the applied

transformation remains semantically correct, since the reasoner would encom-

pass an violation if the applied term is not of the correct Datatype.

That behavior is best illustrated by an example, assuming the attribute restric-

tion bar[foo ofType xsd#int] which is transformed to the ELP expression

xsd#int(y)← bar(x) ∧ foo(x, y).
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While reasoning, the reasoner won’t compute inconsistency at first sight if the

facts

foo(barInstance, ”baz”@xsd#string).

bar(barInstance).

are computed7, since there is no rule that says that this fact makes the rule

base inconsistent. But as soon as those facts are applied to the just discussed

rule, a new fact of the form

xsd#int(”baz”@xsd#string)

is computed, which is inconsistent by definition and therefore allows the rea-

soner to compute the inconsistency of the ontology (with the rules introduced

in Section 4.2). Clearly, this inference cannot be made for arbitrary concepts,

wherefore the restriction on constraining types is vital.

7The symbol @ denotes that the expression on the left-hand side of the symbol is of the
type on the right-hand side.
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Algorithm 3: Axiomatization Algorithm

Input: Ontology O
Output: Ontology O′

foreach Axiom X ∈ O do
Create fresh Axiom X ′;
foreach Logical Expression LE ∈ X do

X ′ = X ′ ∪ LE;
end
O′ = O′ ∪X ′;

end
foreach Concept C ∈ O do

foreach Super Concept SC of C do
O′ = O′ ∪ SubConceptMolecule(C, SC);

end
foreach Attribute A of C do

O′ = O′ ∪ AttributePropertyExpressions(C,A);
end

end

foreach Instance CI ∈ O do
foreach Concept C that is type of CI do

O′ = O′ ∪MembershipMolecule(C,CI);
end
foreach Attribute A with Values V do

O′ = O′ ∪ AttributeValueExpressions(CI,A, V );
end

end
foreach Relation R ∈ O do

foreach Super Relation SR do
O′ = O′ ∪ SubRelationExpression(R, SR);

end
foreach Parameter P do

O′ = O′ ∪ ParameterExpression(R,P );
end

end
foreach RelationInstance RI ∈ O do

foreach Relation R that is type of RI do
O′ = O′ ∪ RelationInstanceAtom(R,CI);

end

end
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Implementation

The implementation of the ELP reasoner Elly1 uses the Java programming

language to implement the translation algorithm and is built directly on top

of the IRIS2 Datalog reasoner. However, the ELP reasoner’s modular design

allows for the use of any compatible Datalog engine, thus allowing for the

re-use of existing rule-engine technology and optimizations.

The next section gives an overview of the reasoner architecture, explaining the

basic behavior and techniques used for the implementation. There follows an

overview of the ELP ASCII representation that was designed in order to be

able to parse and serialize ELP rule bases. The Elly object model, which is

used to represent the knowledge base internally, is presented before the imple-

mentation of the translation algorithm is discussed. Lastly, it is explained how

the translated knowledge base is used to achieve polynomial time reasoning in

terms of Datalog queries.

5.1. System Architecture

Figure 5.1 gives a high-level overview of the reasoner implementation, called

Elly. Elly is built on top of IRIS, an extensible reasoning engine for expres-

sive rule-based languages, and by default uses it for Datalog reasoning tasks.

Additionally, the object model also reuses parts of IRIS for modeling the input

1http://elly.sourceforge.net/
2http://www.iris-reasoner.org/
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Figure 5.1.: Elly System Architecture

knowledge base in a sense that it makes indirectly use of several built-in predi-

cates and datatype classes. Since the ELP translation makes heavy use of graph

representations of rules, the graph framework JGraphT3 is used extensively.

Elly supports the parsing of ELP knowledge bases encoded in the concrete

language introduced in Section 5.2. Knowledge bases can also be built up

programmatically using the API provided, and these can be updated over time

as required. To initiate a reasoning activity, the object model representing the

knowledge base is passed to the ELP to Datalog translation component. The

output of this algorithm is a Datalog object model, which can be used directly

by IRIS or serialized to standard Datalog syntax for use with any 3rd party

Datalog reasoner.

5.2. ELP ASCII Syntax

The implementation of the reasoner needs a common representation for the

language ELP, therefore an encoding for the language’s constructs was cre-

ated.

3http://jgrapht.sourceforge.net/
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5.2.1. Syntax

ELP Concept Expressions

An atomic concept name starts with an uppercase letter followed by alphanu-

meric letters and underscores. Besides atomic concepts ELP supports various

concept constructors as follows:

• Top Concept (>): Thing

• Bottom Concept (⊥): NoThing

• Nominals ({a}): {individual}

• Existential Quantifications (∃R.C):

someValuesFrom(Role, Concept)

• Self Restriction (self(R)):

selfRestriction(Role)

• Concept Intersection (C1 u . . . u Cn):

intersectionOf(Concept1, ..., ConceptN)

ELP Role Expressions

An atomic role name starts with a lowercase letter followed by alphanumeric

letters and underscores. Besides atomic roles ELP supports the following role

constructors:

• Top Role (>×>): topObjectProperty

• Bottom Role (⊥×⊥): bottomObjectProperty

• Role Intersection (R1 u . . . uRn):

intersectionOf(Role1, ..., RoleN)

89



Chapter 5. Implementation

Identification of Complex Classes

In order to distinguish complex from atomic classes they have to be enclosed

in crocodile brackets, e.g.

<someValuesFrom(hasUncle,Thing)>(?x) :-

hasParent(?x,?y),

<someValuesFrom(hasBrother,Male)>(?y).

would be a valid ELP ASCII syntax expression. The above mentioned con-

structors support nesting of concept and role constructors, e.g.

<intersectionOf(Thing,someValuesFrom(

topObjectProperty, intersectionOf(

Male,SelfRestriction(likes))))>

Safeness

Safe variables are denoted with a exclamation mark in contrast to the question

mark denoting unsafe ones. The rule

dislikes(?x, ?y) :-

Developer(?x) and dislikes(?x,!z) and

Software(?y) and contains(?y,!z).

has two unsafe variables ?x, ?y and one safe variable !z.

Example

The code in Listing 5.1 encodes the example discussed in Section 3.5.

Listing 5.1: Example Rule Base

1 dislikes(?x,?y) :- Developer(?x) and Bug(?y).

2 dislikes(?x,?y) :- Developer(?x) and dislikes(?x,!z) and Software

(?y) and contains(?y,!z).

3 Unhappy(?x) :- Developer(?x) and Software(?y) and develops(?x,?y)

and dislikes(?x,?y).
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4 Happy(?x) :- Developer(?x) and Software(?y) and develops(?x,?y)

and Test(?t) and passes(?y,?t).

5 Challenged(?x) :- Developer(?x) and Software(?y) and develops(?x,?

y) and Test(?t) and fails(?y,?t).

6 <someValuesFrom(contains,Bug)>(?x) :- Software(?x).

7 Software(?y) :- develops(?x,?y).

8 Developer(daniel).

9 Software(elly).

10 Test(owl_el_test).

11 develops(daniel, elly).

12 passes(elly, owl_el_test).

13 <someValuesFrom(fails,Test)(elly).

The variable z in second rule is safe, expressed by the exclamation mark !.

5.2.2. Parser

The parser for the ELP syntax is generated with SableCC, which is a parser

generator that allows to build compilers, interpreters and other text parsers.

From the grammar file listed in Appendix C.2 an abstract syntax tree and tree

walker is generated that is used to create a Java object model representation

of the parsed syntax. The parser is implemented as module that makes use of

the same API that may also be used by the user to programmatically build an

Elly ELP rule base.

5.3. The Elly Object Model

The object model was designed to reflect the general architecture of ELP rule

bases. Figure 5.2 shows the class hierarchy of the interface EllyEntity,

which is the most generic class to model the Elly object model in Java. The

starting point for modeling a rule base is the interface Rulebase, whose in-

stances represents a specific rule base. Such a rule base consists of a list of

Rules, each having two list of Atoms that represent the head and the body of

the rule, respectively. The atom itself is a representation of a Description

and an associated unary or binary Tuple. Description logics generally distin-

guish two orthogonal features of descriptions, i.e., the type of the description
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and whether it is atomic or not. Atomic descriptions are descriptions rep-

resented by a predicate and can therefore be modeled in the Datalog object

model as well; the object model annotates them with the marker interface

AtomicDescription. The type of a description basically distinguishes con-

cepts from roles, whose major difference from an implementation point of view

is the arity, i.e., size of the attached tuple. This classification is done by the

interfaces ConceptDescription and RoleDescription which mark dis-

joint sets, i.e., no class must implement both interfaces (even though this is

programmatically possible due to the fact that it is not possible to restrict

a class from implementing any two interfaces). The two interfaces define a

hierarchy of concept and role constructors, respectively.

Even though Elly could reuse the Predicate, Tuple and Term class and

interface, the decision was made to implement them in Elly on its own. The

reasons for the extra effort are as follows:

• Relatively little implementation effort: The classes do not offer much

functionality and therefore their implementation does not require much

effort.

• Non-matching functionality: Implemented utility methods are partly

useless and partly missing regarding ELP.

• Standalone API: Due to the fact that the API doesn’t have any depen-

dencies on the IRIS API, Elly may be implemented on top of a different

Datalog engine without any dependencies on IRIS.

• Separation of object models: Due to the fact that the API doesn’t reuse

parts of the IRIS API, no confusion may occur, i.e., the implementation

gains some additional type safety by that distinction. In particular, it is

not possible to have IRIS types in an Elly object model and vice versa,

which means that nothing can be “forgotten” when translating between

those object models.

• Top entity implementation: Since no type is imported, all types can be

implemented as extending some most generic type (EllyEntity).

• Visitor pattern: Section 5.3.2 explains the visitor pattern and how it

is implemented in Elly. If interfaces and classes would have been im-

ported, a clean implementation of the visitor pattern would not have be

possible.
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• API resistance: Since the API is defined without dependencies it is re-

sistant to changes of other APIs.

Whereas the interface is designed to not depend on IRIS, the actual imple-

mentation reuses some of its functionality (regarding the object model). This

reusing is done by wrapping the IRIS specific implementations as described

in the decorator pattern [GHJV95]. Those are in specific all concrete terms,

i.e., terms representing data values, and built-in predicates that allow for op-

erations on those terms. Another advantage that comes with that is that the

corresponding IRIS objects only need to be extracted when translating from

Elly to IRIS OM.

5.3.1. Immutability

The object model is designed to be immutable which means that an object’s

external visible state cannot change after its instantiation. This is basically

done by defining fields either final or private and providing no setters to

that field. For private, final fields of a mutable type like e.g., lists and sets, this

is however still not enough since these objects can be changed when gaining a

reference to it. This can be ensured if a defensive copy the mutable is made

whenever the object is passed into (constructors) or out of (get methods) the

class.

This style of implementation has the disadvantage that a new object has to be

created if a possibly small change has to be done, which again may cascade a

recreation of referencing objects. An example would be a big rule base where

one particular variable has to be changed to be safe. To do so, the variable has

to be re-created, and therefore the tuple containing it, the atom containing

the tuple, and so on. However, such ”small” changes do normally not occur

during the instantiation and translation to Datalog, since generally the entire

object model is traversed and lots of changes are applied to it. Therefore this

behavior of recreation doesn’t result in a performance loss.

On the other hand there are a lot of advantages, listed as follows:

• Copying of Reference: Since an immutable object can not be changed by

definition, it is safe to reuse to object multiple times. When thinking of

the object model, each contained object needs to be created only once

and references to it can safely be reused in the following[Goe03]. This
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behavior is a kind of application of the flyweight pattern [GHJV95], that

minimizes memory use by extensively reusing existing objects.

• Caching: References to an object, as well as returned values from meth-

ods and field values can be cached confidently since those values can not

change.

• Thread safety: As soon as more than one thread have access to an object,

where at least one of them has write access, it is likely that issues occur.

At read-write conflicts one thread might read values from an object while

it is in an inconsistent state due to a concurrent write operation by

some other thread. Race conditions describe write-write conflicts where

two threads access the structure concurrently such that the state of the

object depends on the order of the access, i.e., it is relevant who modified

the object first. Another issue is that the object might be put in an

inconsistent state. To prevent from that behavior the access to objects

must be synchronized which requires lots of documentation and might

lead to other concurrency issues like deadlocks or starvation caused by its

complexity [CT00]. Due to immutability all those issues can be choked

off since no write access can occur at all. More specific, algorithms on

immutable data can be parallelized without having to take care on those

issues because of the resulting inherent thread-safety.

5.3.2. Visitor Pattern

Represent an operation to be performed on the elements of an

object structure. Visitor lets you define a new operation with-

out changing the classes of the elements on which it operates.

[GHJV95]

The justification for the implementation is based on the following listing that

summarizes the main targets of Elly:

• Representing the rule base in an object model.

• Performing various operations on the rule base while translating to Dat-

alog.

• Rendering object model to different object models.
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Applying the visitor pattern on Elly’s object model is reasonable for various

reasons. Since Elly is an implementation of a of the DL ELP, the object

model will very likely not change since the DL and therefore its constructors

(which are basically represented as classes in Elly) are fixed. Fixed structures

are a good base for the implementation of the visitor pattern since the visitor

interface and therefore all its implementations as well have to be changed if

new classes are added to or are removed from the object model.

One may argue that this restricts the object model to the expressivity of ELP

but this actually isn’t the case. For the possibility that ELP is enriched by

some features, extending the object model would cause all current visitor im-

plementations to be changed. Depending on the new features, most of the

current implementations would have to be changed anyway, since the new fea-

tures have to be handled in the translation process. As such, it is actually not

a limitation but more a feature, since the code breaks exactly in those places

where the new features must be handled.

To be more concrete, assume the language ELP+ that is enriched by qualified

number restriction (≤ nR.C,≥ nR.C). Such a description would need an

additional interface in the object model, e.g., called NumberRestriction,

which would be a subclass of the concept description interface. This class

needs to be handled by Elly, thus a visit method needs to be added to the

visitor interface, which means that all implementations of that interface won’t

compile any more; they need to implement the just added method. Those

implementations represent however steps of the translation process, such that

the translation can be extended in exactly those places where it would be (most

likely) necessary.

Additionally, due to its heterogeneous but recursively defined object model,

the visitor makes it easy to traverse it in an efficient way, i.e., due to the double-

dispatching, costly instanceof checks are needed in very little places. Whilst

traversing the OM, the Elly may either create a slightly different rule base,

i.e., apply a operation on the current one, or also render it to a different OM

which is the case for the conversion to IRIS or e.g., when rendering the OM to

a String representation.
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5.4. Translation

This section will describe how the realization of the algorithm is integrated

within Elly. Since the Translation of a rule base RB from ELP to a Datalog

Program R̂B consists of several smaller transformations (see Section 4.1). An

ITransformation interface has to be implemented by each of those trans-

formation steps. The interface itself just has a transform method, that takes

a rule base RBt as input and returns a transformed rule base RB′t

By applying the composite pattern [GHJV95], each of those transformations

may either be atomic or consist of several other transformations. In specific,

the whole transformation from ELP to Datalog, which is done by the class

DatalogTransformer, a composite of various different transformation im-

plementations, partly atomic, partly composites themselves.

The composite transformation is implemented as a variation of the chain of

responsibility pattern [GHJV95], which normally hands a processing object

from one element of the chain (command object) to the next. If a command

object finds to be “responsible” for the processing object, it applies an opera-

tion to it before passing it to the next. The variation lies in the fact that not

only some of the classes are responsible for the transformation but all of them.

As such, each of the classes apply their transformation operations on the rule

base RBi and hand the transformed rule base RBi+j, where j is the number

of applied atomic transformation steps, over to the next transformation class

in the chain before returning it back to the calling method (unless there is

no ”next” class, which means that the class is the tail of the transformation

and therefore returns the rule base immediately after applying the transfor-

mation(s)). This means that the rule base is transformed sequentially from

RB0 = RB to R̂B = RBn

5.4.1. Helper Descriptions and Individuals

Various steps of the translation make use of auxiliary concepts, roles or indi-

viduals that are not in NC , NR, NI , respectively. Those created names are used

in order to keep the semantics consistent when applying the transformation on

the rule base, but do not belong to the signature of the rule base. Since the

signature must not change during the transformation, the rule base implemen-

tation has two possibilities to gain that signature. When creating a new rule
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base, the user likely doesn’t know the signature and therefore creates the rule

base without specifying it. By doing so, the signature has to be calculated

which is done by recursively iterating over the object model and gathering

the names of atomic concepts, atomic roles and individuals. When applying

transformations to the rule base, the algorithm has to create a new rule base

from the transformed rules. Depending on the transformation step, the class

may or may not make use of auxiliary names that have to be introduced.

Those names however, are not part of the rules base’s signature, but would

be if the rule base would calculate the signature for itself. Since the signature

doesn’t change when applying transformations, the transformation implemen-

tations reuse the signature of the original rule base by calling the according

get methods and specify it at the creation of the new (transformed) rule base.

This makes use of the second possibility, which is to specify the signature at

creation of a new RuleBase object, which has the additional advantage that

the signature doesn’t have to be re-calculated.

5.4.2. Graph Representation

Since the formal translation makes heavy use of the graph representation, Elly

makes use of the extensible graph framework JGraphT. As such, graphs are

implemented to represent rules exactly like discussed in Section 4.1.3. The

framework was extended to model the connectivity as described in Section 3.5

such that it pays attention to the type of the vertices (individuals break con-

nections).

5.5. Reasoning

Elly has a Reasoner interface that allows to register a Elly RuleBase

object which will be used for reasoning operations. The current implementa-

tion of the reasoner is the IRIS based IrisReasoner, which translates the

rule base to Datalog Program that is afterwards converted into the IRIS OM.

Reasoning methods are implemented as described in Section 4.3 each method

must however include a conversion from Elly OM to IRIS OM and back,

unless the method is boolean.
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Evaluation

This section will summarize the evaluation work that has been done in the

development of Elly. The work encompasses tests on the sound and com-

plete reasoning behavior of Elly as well benchmarks on the time and memory

behavior whilst reasoning with arbitrary rule bases. Furthermore, Elly was

tested on the real world ontology SNOMED CT, which is huge clinical termi-

nology that falls semantically into the OWL 2 EL profile.

6.1. Correctness

Elly’s behavior is tested on a fine-grained level by various JUnit Tests. How-

ever, to test the correct behavior of all components in a functional manner, a

test suite with real examples had to be either written manually or adapted.

Luckily, OWL 2 offers a repository with a lot of1 conformance tests [owl10],

which are also provided in subsets that fall into the expressivity of the OWL

2 profiles EL and RL.

The provided tests are divided into syntactic and semantic tests [SHKG09].

Syntactic tests are not relevant to Elly since the implementation relies on the

OWL API framework, which means that all syntactic operations are computed

by that framework. Semantic tests are categorized into entailment tests, non-

entailment tests, consistency tests and inconsistency tests which can all be

accomplished by Elly.

1482 at the time of this writing (January 31st, 2010)
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To run tests against Elly, an adapter for the Java implementation owlwg-test2

is implemented. [owl09b] lists 94 OWL 2 EL tests at the time of this writing,

from which Elly passes all but one, namely “Plus and Minus Zero are

Distinct” (Note that there is an additional proposed test that is passed by

Elly as well). For the OWL 2 RL profile there are currently 102 test cases,

where Elly fails at 3 tests, namely again “Plus and Minus Zero are

Distinct” and “WebOnt-I5.8-008” and “WebOnt-I5.8-009”.

The reason for failing at “Plus and Minus Zero are Distinct” is that

the OWL 2 interpretation [owl09a] of equality for float and double XSD Schema

Types is that the two values +0.0,−0.0 are equal (+0.0 = −0.0) but they are

not identical (which is conformant to the XML Schema Definition Language

(XSD) 1.1 Part 2 [xsd09]). IRIS however doesn’t make a difference between

equality and identity of data values, thus the test fails since it expects the

modeled ontology to be inconsistent because the values +0.0 and −0.0 should

not be identical. This is however for minor practical relevance and therefore

not fixed yet.

The two failing RL tests have the following two descriptions:

• −1 is an xsd:short that is not an xsd:unsignedShort; 100000

is an xsd:unsignedInt that is not an xsd:unsignedShort; but

there are no xsd:unsignedShort which are neither xsd:short nor

xsd:unsigned Int,

• 0 is the only xsd:nonNegativeInteger which is also an xsd:nonPos-

itiveInteger. 0 is an xsd:short.

The reason for those tests to fail is that Elly has currently no datatype infer-

encing implemented, which will however be implemented in future extensions.

A naive approach that is possible with the current implementation of Elly is

to add auxiliary rules of the form

Pconcept(elly#zero, x)←Pconcept(xsd#nonNegativeInteger, x)∧
Pconcept(xsd#nonPositiveInteger, x).

Pconcept(xsd#byte, x)←Pconcept(elly#zero, x).

2http://github.com/msmithcp/owlwg-test
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for each such possible intersection of datatypes. Since many datatypes are

disjoint they have an empty intersection such that the amount of rules obtained

by this approach is manageable.

Nevertheless, approximately 100 tests for each profile are almost fully passed,

which are designed to test the explicit language features of the OWL 2 profiles.

Thus, this suite forms a very good base for the evaluation of the semantic

correctness of Elly as ELP reasoner implementation. The tests check thereby

implicitly two aspects of correctness. First, the chain of logical mappings

OWL→ ELP→ Datalog

and second the implementation specific mappings

OWL API OM→ Elly ELP OM→ Elly Datalog OM→ IRIS OM

which all have to be accomplished for each reasoning task in diverse varia-

tions.

6.2. Space and Time

For the evaluation of the translation behavior of Elly, a generator for rules

is implemented. The idea behind the generation of rules is to create randomly

tree-shaped rules to estimate the space and time needed for reasoning with

arbitrary sized rule bases. The synthetic rule factory may be initialized by

providing a seed, which allows to reproduce the structure of the rules. However,

the resulting rules do not coincide in their naming since static entity factories

are used which themselves use an internal counter. In order to reproduce

exactly equal rules, the rule factory has to be started in two distinct Java

virtual machines with the same properties set.

The properties of the synthetic rule factory are as follows:

• Concept Type: Allows to set the type of the generated concept de-

scriptions.

• Concept Range: Allows to set a range of concepts per rule.

• Variable Range: Allows to set a range of variables per rule.
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With these properties set, the factory generates an exact amount of randomly

created rules according to Algorithm 4.

Algorithm 4: Rule Generation Algorithm

Input: Number of rules nr
Output: A synthetic list of rules LR

LR = ∅;
for count← 1 to nr do

Rhead = Rbody = ∅;
SV = ∅;
nrV = computeVariableCount();
nrC = computeConceptCount();
for variableCount← 1 to nrV do

SV = SV∪ generateFreshVariable();
end
for conceptCount← 1 to nrC do

c = generateFreshConcept();
v = pickRandomVariable(SV );
Rbody = Rbody∪ generateAtom(c, v);

end
vhead = pickRandomVariable(SV );
SV in = {vhead};
SV notin = SV \ {vhead};
chead = generateFreshConcept();
Rhead = generateAtom(chead, vhead);
while SV notin 6= ∅ do

vfrom = pickRandomVariable(SV in);
vto = pickRandomVariable(SV notin);
r = generateFreshRole();
Rbody = Rbody ∪ generateAtom(r, vfrom, vto);
SV in = SV in ∪ {vto};
SV notin = SV notin \ {vto};

end
LR = LR ∪ generateRule(Rhead, Rbody);

end
return LR;

Specifying the concept type basically influences the behavior of the method

generateFreshConcept(). The algorithm allows to generate 3 types of

concepts, namely atomic, complex and recursive. atomic means that

all produced concepts are atomic whereas complex and recursive produce

atomic and complex concept descriptions. The difference of those two options

is that recursive may define a complex concept in terms complex concepts

in a recursive fashion, whereas complex uses only atomic concepts to define
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complex ones.

The concept range is used to calculate the number of concepts that should be

contained in each rule, which applies likewise to variables. Each rule contains a

random number within that range of entities. For the concept value, complex

concepts which are defined by other concepts count as 1 concept, the contained

concepts are ignored.

The algorithm itself however does not explicitly handle generation of individu-

als, which is the reason why no range for individual generation can be specified.

This does however make no difference from a semantical point of view since

every individual can be encoded as variable by means of nominals, e.g., C(a)

may be expressed as intersection(C, {a})(x). On the other hand side, even

though there are no individuals explicitly in the rules, the set of names NI in

resulting rule base contains an individual a for every created nominal {a}.

This has the effect, that the generation of solely atomic concepts produces

a rule base with NI = ∅. Therefore, the translation algorithm produces less

Datalog rules from the generated ones. Additionally, since there are only

atomic concepts in the RB, the most expensive translation step for such rule

bases is the variable limitation process. Thus, I will handle and analyze the

evaluation for the different concept type rule bases explicitly.

All test results were produced by running 10 iterations on a System

• Intel R©CoreTM 2 Quad Processor Q6600 with G0 Core Stepping,

• Windows 7 64 bit,

• 6 Gbyte DDR2 RAM,

• Sun Java SE Development Kit (JDK) 6 Update 17 (64 bit),

• Java Runtime Options “-Xmx4g”.

The results will show the highest number of rules that were able to be pro-

cessed, i.e., if a benchmark shows results up to 2i rules, then the transformation

of 2i+1 rules can not be accomplished with the above described setup, unless

some other reason is stated. Note that the number of rules here is used as a

measure of the size of the rule base, generally however the size of the rules

and the sets of concept, role and individual names also have to be considered

when talking about the size of a KB [KRH08b]. This is however considered in
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a sense that the structure of the rules is reviewed and taken into account when

analyzing the test results. Additionally, instead of comparing the size of the

rule base defined like above, in the following the memory consumption of the

rule base is used to track the effect of the translation from ELP to Datalog.

The disadvantage thereby is that other objects in the memory are not excluded

from that calculation, however for bigger rule bases this has only minor im-

pact. On the other hand side, it matches pretty much the definition of size

which measures the “space” that is needed to write down the rule base; thus it

is more exact than the number of rules since rules may be of arbitrary shape.

Additionally, the alphabets NC , NR, NI are explicitly stored in the rule base,

thus in the memory and as such the approximation by memory consumption

handles also this aspect of the above definition.

Determining memory consumption as a measure for space requires one more

consideration. The implementation creates only immutable objects and is

therefore capable of reusing objects, i.e., one object may be used for multiple

occurrences in the rule base. Those occurrences could point to the same object

in memory, thus they only require the size of pointer to that specific object

in memory. Writing a rule base “down” however, would require to save for

each occurrence the entire object and not just a pointer, thus the memory

approximation is somewhat inaccurate. The other extreme would be to make

sure that there exists just a single object in memory for every entity in the

rule base, which would minimize the required memory consumption. This will

be discussed in the following Section 6.3. However, this better approximation

or optimization does not change the fact of the PSpace behavior by itself, it

may only change the amount of rules or entities that can be processed within

the given amount of physical memory. Thus there is no preprocessing to the

computation of the memory consumption, the rule base size is estimated as

produced by the implementation.

6.2.1. Atomic Concepts

As already discussed, if all generated concepts are atomic, the generated rule

base contains no individuals and additionally complex concepts do not have

to be handled. In the process of translation, the variable limiting is thus the

most prominent step in the translation to Datalog. Therefore, a representative

setup for synthetic rules is as follows:
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Figure 6.1.: Visualization of Rule Base Benchmark generated by a Synthetic
Rule Factory producing Rules with atomic Concepts. Concepts per Rule
range from 5 to 20. Variables per Rule range from 5 to 20. Exact Values
are listed in Table D.1

• Concept Range: Produce a minimum of 5 and a maximum of 20 con-

cepts per rule.

• Variable Range: Produce a minimum of 5 and a maximum of 20 vari-

ables per rule.

• Concept Type: Produce only atomic concepts.

Having a minimum of 5 variables per rule has the effect that every rule has

to be handled by the variable limiting translation step. The concept range is

chosen arbitrarily, since every concept is atomic this effects only the size of the

rule base in terms of NC , most transformation steps are however not influenced

directly by this.

Table D.1 and the corresponding visualization in Figure 6.1 show a translation

benchmark ranging from 21 to 215 rules, each rule of the arbitrarily generated

form discussed above. The diagram visualizes clearly the polynomial behavior

of the translation implementation when comparing to the line graph for the

function f(x) = x1.08 + 100, which is added to the line chart.

One can see that in rule bases with less than 25 individuals there is a propor-

tionally big variance of the time results. The reason is on the one hand side

the setup time of the translation process and the other hand side the random-

ness of the translated rule bases. It may occur that rules in one rule base are

for the most part of a minimal structure with respect to the specified ranges,
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Figure 6.2.: Visualization of Memory Consumption in a Rule Base Bench-
mark generated by a Synthetic Rule Factory producing Rules with atomic
Concepts. Concepts per Rule range from 5 to 20. Variables per Rule range
from 5 to 20.

whereas another rule base is rather maximal. However, the bigger the number

of rules, the more the randomness of the rule structures converges to an even

distribution. This can be seen at rule bases bigger than 25 whose time values

move relatively close together. The function f(x) = x1.08+100 was chosen as a

upper limit to estimate the needed time in milli seconds. 100 compensates the

startup and initialization of the algorithm as can be seen with small RB sizes,

for bigger sizes this constant plays only a minor role, such that x1.08 plays the

major part of the approximation.

For the memory consumption visualized in Figure 6.2, the approximation func-

tion was chosen similarly f(x) = x1.08 + x. That means that the memory

consumption increases roughly by the same amount as the time for transfor-

mation. The addition of x to the x1.08 is only to compensate the memory

consumption of the initial rule base that is still stored in the memory.

6.2.2. Complex Concepts

The following setup differs from the one of the previous section in various

points. First, concepts may now not only be atomic but complex as well, which

means that generally all transformation steps have to apply transformations on
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Figure 6.3.: Visualization of estimated Time Consumption for a Rule Base
Benchmark generated by a Synthetic Rule Factory producing Rules with
complex Concepts. Concepts per Rule range from 1 to 5. Variables per
Rule range from 1 to 5. Exact Values are listed in Table D.2

the rules in the rule base. Atoms built from complex concepts are split up to

two or more atoms whilst the transformation to Datalog, such that the range

of produced concepts per role is lowered to range from 1 to 5. Additionally

this benchmark restricts the variable range from 1 to 5, such that far less

limitations of variables per rule have to be applied. The intention of this setup

is to test the performance of the transformation by bringing the amount of

variable limitation to reasonable value, since this step was already shown to

be performant.

A representative setup for synthetic rules was chosen as follows:

• Concept Range: Produce a minimum of 1 and a maximum of 5 con-

cepts per rule.

• Variable Range: Produce a minimum of 1 and a maximum of 5 vari-

ables per rule.

• Concept Type: Produce atomic and complex concepts of depth 1, i.e.,

complex concepts are only defined in terms of atomic concepts.

When running the evaluation with complex values, Elly is only capable of

transforming 210 rules as opposed to the atomic case transforming 215, which

can be seen in Figures 6.3 and 6.4 and the corresponding Table D.2. This

results from the fact that individuals are in the rule base and thus many

additional auxiliary rules have to be created. It also has to be considered that
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Figure 6.4.: Visualization of estimated Memory Consumption for a Rule Base
Benchmark generated by a Synthetic Rule Factory producing rules with
complex Concepts. Concepts per rule ranges from 1 to 5. Variables per rule
ranges from 1 to 5.

the rule base is maximal to some extend, since in the initial rule base every

entity occurs just a single time (Except variables which occur once as endpoint

and once or more as starting point for an edge in the graph). Thus a rule base

with 210 rules, each having approximately 2 roles per rule and 3 concepts, which

means that the even distributed random algorithm produces
3

5
nominals per

rule, contains 2000 simple roles and 600 individuals. According to Definition

12e [KRH08b], a rule has to be introduced for every role R ∈ N s
R and individual

a ∈ NI . This means that only in this step 2×103×6×102 = 1.2×106 rules are

produced, which is however the only step that produces rules from a alphabet

product.

Thinking about the problem and considering the encoding of Datalog rules in

Elly, allowed to build a much more precise encoding of the semantics of this

rule.

Recap (see Section 4.1.6):

For the case of self restrictions a concept name SelfR is created

for each role R ∈ N s
R. Each such concept combined with each

individual in the rule base forms a rule Ca(x)∧R(x, x)→ SelfR(x).

As already seen from translating nominals, self restrictions can

also be treated with a single binary predicate Pself . The concept
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Figure 6.5.: Visualization of estimated Time Consumption for a Rule Base
Benchmark generated by a Synthetic Rule Factory producing Rules with
complex Concepts. Concepts per Rule range from 1 to 5. Variables per
Rule range from 1 to 5. Exact Values are listed in Table D.3

expression SelfR(x) is therefore encoded as Pself (R, x).

This allows to encode the rule

Ca(x) ∧R(x, x)→ SelfR(x).

that has to be introdued according to Definition 12, as

Pnominal(a, x) ∧ Prole(R, x, x)→ Pself (R, x).

and thus the role R can be replaced by a variable y such that

Pnominal(a, x) ∧ Prole(y, x, x)→ Pself (y, x).

follows. That clearly does not require any more producing such rules for every

role and individual, but still for every individual a ∈ NI . However, the effect

of Ca(x) is only that the rule is solely applied to named individuals, which

means that auxiliary individuals can not trigger the rule. Named individuals

are as well in the relation HU , which is used for grounding of safe variables.

By reusing this predicate, the rules can be encoded as a single rule

HU(x) ∧ Prole(y, x, x)→ Pself (y, x).

Considering the 1.2× 106 rules that would have to be generated in the general
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Figure 6.6.: Visualization of estimated Memory Consumption for a Rule Base
Benchmark generated by a Synthetic Rule Factory producing Rules with
complex Concepts. Concepts per Rule range from 1 to 5. Variables per
Rule range from 1 to 5.

case, this encoding allows to run the benchmark with much higher values.

Figures 6.5 and 6.6 show the behavior of the transformation after this opti-

mization. The algorithm is due to this optimization now able to process 217

rules, i.e., 27 times more than in the original version. The time graph boasts

much better behavior as well, it is even better than in the case only considering

atomic concepts, which can be seen at the approximation function that could

be lowered to f(x) = x1.08

4
+ 25. This results however from the restriction to

maximally 5 variables and concepts per rule, since there is no other advantage

to the original version using only atomic concepts.

Anyway, due to the optimization and thus bigger transformable rule bases,

both graphs clearly show the polynomial behavior of the algorithm for com-

plex concepts. Note that without the optimization the behavior still remains

polynomial, since the discussed product of roles and individuals doesn’t even

increase the size of the rule base in square.

6.2.3. Recursive Complex Concepts

The previous benchmark already took into account complex concepts but did

not apply the complexity recursively. This benchmark goes further and creates
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Figure 6.7.: Visualization of estimated Time Consumption for a Rule Base
Benchmark generated by a Synthetic Rule Factory producing rules with re-
cursive complex Concepts. Concepts per Rule range from 5 to 20. Variables
per Rule range from 5 to 20. Exact Values are listed in Table D.4

recursively complex concepts to test how the rule base gets expanded and

also analyzes the behavior of the computation time. Necessarily, due to the

recursive definition of the concepts there are more individuals in the rule base

than in the previous benchmark. This has however not a significantly bad effect

due to the optimization that was applied in the second part of the previous

benchmark. A representative setup for synthetic rules was chosen as follows:

• Concept Range: Produce a minimum of 5 and a maximum of 20 con-

cepts per rule.

• Variable Range: Produce a minimum of 5 and a maximum of 20 vari-

ables per rule.

• Concept Type: Produce atomic and complex concepts of arbitrary

depth, i.e., complex concepts are defined in terms of atomic and complex

concepts.

This setup has the same range restrictions as in the atomic concept evaluation

case but doesn’t restrict the type of the used concept descriptions. To ensure

that the produced concepts are not defined too deep, the algorithm produces

atomic concepts with a probability of
1

2
. The other types are again evenly

distributed.
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Figure 6.8.: Visualization of estimated Memory Consumption for a Rule Base
Benchmark generated by a Synthetic Rule Factory producing rules with re-
cursive complex Concepts. Concepts per Rule range from 5 to 20. Variables
per Rule range from 5 to 20.

Figures 6.7 and 6.8 visualize the results of a benchmark with the above men-

tioned properties. The approximation function had to be changed from f(x) =

x1.08 + 100 to f(x) = x1.1 × 3 + 100, which means that the transformation of

the rule base takes approximately 3 times longer than in the general case.

The change of the exponent has an effect only for very big rule bases but was

changed to align the approximation curve better to the test results. However,

the memory consumption diagram shows that the memory needed after trans-

formation can again be approximated with f(x) = x1.08+x, the only difference

is that due to the recursive definition the initial values are slightly bigger than

in the atomic case. This is however exactly what should be expected since the

rule base gets bigger for the case of equal restrictions but complex concepts,

since a complex concept is bigger than an atomic one in terms of size as defined

before. This also has to be considered for the case of time, which is compared

to the number of rules as opposed to it’s real size.

Summarizing the results, Elly behaves very good when transforming arbitrary

complex rule bases. The implementation of the algorithm, which is proved to

be polynomial in space and time [KRH08b], reacts as expected and bigger rule

bases could easily be handled by providing more memory for the Java virtual

machine. The next section will provide a real world example with a rule base
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that has even more rules than all rule bases evaluated in this chapter but is

less complex on the other hand side. Evaluation will be accomplished under

equal system properties.

6.3. SNOMED CT

This section provides a scenario to evaluate the practical usefulness of the ELP

reasoner implementation Elly. As already stated in the introduction as well

as mentioned in the justification for the OWL 2 profile EL [owl09c], a reason-

able application for a relatively weak DL with good complexity properties is

the SNOMED CT (Systematized Nomenclature of Medicine-Clinical Terms)

ontology, which is considered to be the most comprehensive, multilingual clin-

ical health-care terminology in the world [Org]. SNOMED CT contains more

than 311.000 concepts with unique meaning. As such it is a good use-case for

Elly since it provides a huge amount of concepts with a useful meaning, i.e.,

the corresponding rule base is not created artificially. The modeled concepts

in the knowledge base are organized in a hierarchy relationship and are linked

with each other by additional relationships.

The SNOMED CT release provides a script to translate the modeled knowl-

edge to an OWL 2 EL ontology, which consists of 1036880 axioms, from which

421370 are logical axioms and thus relevant for reasoning. When translating

the OWL ontology to ELP the resulting rule base contains 608021 rules, which

model relationships of 307693 atomic concepts by means of 57 atomic roles.

Additionally the rule base holds information about 112208 concept intersec-

tions and 98909 existential quantifications, but contains no individual. This

already huge amount of rules is then processed by Elly to represent a valid

Datalog Program, which clearly results in a even bigger rule base.

The results of the use-case scenario were produced on the following system

• Intel R© CoreTM 2 Quad Processor Q6600 with G0 Core Stepping,

• Windows 7 64 bit,

• 6 Gbyte DDR2 RAM,

• Sun Java SE Development Kit (JDK) 6 Update 17 (64 bit),

• Java Runtime Options “-Xmx4g”.
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Using the OWL API v3 to load the SNOMED CT ontology into memory

already requires approximately 769 MByte of memory. Mapping the OWL API

OM to ELP rules in Elly OM requires an additional memory consumption

of about 439 MByte. Applying simply the ELP to Datalog transformation

implemented in Elly does not work, at step Definition 12c [KRH08b] the Java

virtual machine throws an Exception: “Exception in thread "main"

java.lang.OutOfMemoryError: Java heap space”.

Considering the results from the previous sections, the number of 608021 con-

cepts exceeds the maximum number of rules handled in the benchmarks of the

previous sections by far. However, the synthetic rules in the benchmark have

two drawbacks in comparison to the SNOMED CT:

• The benchmark rules have, at least for benchmark 6.2.1 and 6.2.3 , up

to 20 variables and concepts per rule, whereas SNOMED CT generally

consists of less complex rules.

• SNOMED CT makes statements about relations of the modeled descrip-

tions, thus its entities occur in more rules, i.e., there are several state-

ments about those entities. The synthetic entities however are solely

used once in the entire rule base.

The first point gives hope that Elly may be able to transform the rule base

to Datalog within the given setup restrictions, basically by utilizing the ob-

servation of the second point. To be more concrete, the transformation from

OWL API OM to Elly OM happens in a stateless manner, i.e., there is no

caching of already created entity objects. Thus, a new object is created for

every occurrence of each entity, which would however not be needed due to

the immutability of the created objects.

The generated rule base was thus analyzed, which yielded the following obser-

vations: Atomic concepts and existential quantifications had a maximum of

approximately 3500 redundant objects in memory, the average of redundant

objects was at approximately 2.5. This means that there are not too many

occurrences of most entities in the rule base, only some of them boast many

occurrences and thus are also represented by many objects. However, roles

are used to make statements about relationships and since there are not many

roles in the RB, they have a lot of occurrences; the maximum redundancy is

117937 and the average lies at 6193.
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In order to allow Elly to transform the entire rule base at once, a Java class

was implemented to compress the rule base to a minimal size. This is done

by creating a single object for each entity which is used throughout the entire

rule base. The effect of this optimization is that the rule base shrinks from the

above mentioned 439 MByte to 268 MByte, which is almost half of the size.

Since the implementation of the transformation steps try to re-use existing

objects as much as possible, this compression takes effect throughout the whole

transformation. The resulting rule base occupies after the transformation 1437

MByte of memory which can be compressed to 992 MByte.

Task Time [ms] Memory Consumption [MByte]

Render To Elly OM 6363 439→ 268

HeadConjunctionSplitter 185 268

VariableLimiter 955 268

HerbrandUniverseGrounder 713 268

RangeRestriction 1368 292

NormalForm 93052 562

HeadConjunctionSplitter 799 646

Definition12 16392 1302

HeadConjunctionSplitter 7217 1437→ 992

Transforming to IRIS OM 31587 2036

Total 158631 2036

Table 6.1.: Time and Memory Consumption of SNOMED CT Transformation

Table 6.1 breaks the algorithm down into its core parts and lists the time

needed to perform the transformation step on the rule base as well as the

memory consumption after the transformation was accomplished. Some cells

show two values, which indicate the memory consumption before and after the

compression of the rule base. The last row in the table summarizes all time

values and lists the maximum memory consumption. Note however that this

value doesn’t match the maximum overall value since during the a transforma-

tion step the previous rule base as well as the current one, i.e., the rule base

that is generated by that transformation, need to resided in the memory. Since

the IRIS OM is totally distinct from the Elly OM, this means that approx-

imately 992 + 2036 = 3028 MByte of memory are required before the Elly

OM Datalog Program can be discarded. Additionally, the total time value is
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also just an approximation since garbage collection is forced between the steps

such that it may need additional time during transformation. Compressing the

rule base also has to be accomplished which’s time consumption is not listed

in the above table and thus not included in the total time value. Anyway, the

total time would change only marginally such that calculated value is a good

approximation.

Creating a IRIS knowledge base from the rules and facts in IRIS OM fails,

since the knowledge base constructor performs optimizations on the rule base

which result in a java.lang.OutOfMemoryError exception. What can

be seen from Table 6.1 is that the IRIS OM requires approximately double the

size from the compressed Elly OM, which results clearly from the fact that

the IRIS renderer is stateless and creates new objects for every occurrence of

an Elly entity.

However, because of the encoding discussed in Section 4.1.6, all individuals and

predicates, i.e., the names of atomic roles and concepts, are encoded as Datalog

terms, in specific as IRIS string terms. Since those terms are immutable, the

transformation can be optimized by caching already created string terms. The

statefulness is not directly visible outside the transformation since the mapping

of the name to the string term does not depend on the state, it is self defined

(the string term will always represent the same string as the individual or

predicate that is modeled). Thus it is no problem to use two stateful renderer

in parallel. The optimization results in a IRIS OM of 1499 MByte, which

is still too big to allow IRIS to compile the rules within the given memory

restrictions.

In summary, it can be stated that Elly provides a rather compact compact

representation of the SNOMED CT database with about 268 MByte memory

consumption. This value is extended to 992 MByte for the Datalog representa-

tion, which is approximately one fourth of the maximum Java heap size of the

tested system. The equivalent rule base in the IRIS OM could be optimized to

require circa 1.5 GByte, but IRIS fails to load the rule base in a standard way.

Applying an IRIS rule filter to the configuration as program optimizer3, allows

to create the IRIS knowledge base immediately, since no evaluation is per-

formed when creating the object. However, executing a query results again in

a java.lang.OutOfMemoryError exception such that Elly is currently

3which shrinks rules to the absolute minimum of needed rules (see org.deri.iris.-
optimisations.rulefilter.RuleFilter)
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unable to reason over SNOMED CT, though it is able to transform the equiv-

alent ELP rule base into Datalog. Further optimization of Elly and probably

IRIS may however allow to perform reasoning tasks within the given memory

restrictions. Additionally, Elly may also be equipped with an adapter to a

different Datalog engine to evaluate the according memory behavior.
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Conclusion

Elly is an open source Java implementation of a Description Logic reasoner

for ELP and freely available as a sourceforge project1. Elly has been designed

to work independent of any particular Web ontology language as well as any

particular Datalog reasoner used to implement its underlying reasoning func-

tionality. As such it may be used for whatever reasoning task that falls into

the expressivity of ELP.

However, the implementation is equipped with a Datalog reasoner such that

reasoning may be performed without installation of any further components.

Additionally, Elly is shipped with support for OWL 2 EL and RL reasoning

and is integrated into the WSML2Reasoner framework. Passing almost all

OWL 2 test cases for the supported profiles proves Elly to be an OWL 2

conformant reasoner.

The evaluation of the previous chapter has shown that the theoretical polyno-

mial behavior of the ELP transformation algorithm is observed in the imple-

mentation. This confirms that Elly scales well in both space and time with

respect to increasing the size of the input rule base.

7.1. Contribution

This section discusses the scientific contribution of the work that has been

done to accomplish this thesis.

1http://elly.sourceforge.net/
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Algorithms that are needed to achieve reasoning through the multi-tier reason-

ing engine Elly are discussed in this thesis. A mapping of the translation al-

gorithm to an object-oriented imperative programming language is explained,

followed by algorithms that allow for ELP reasoning. Additionally WSML,

OWL 2 EL and OWL 2 RL are discussed as well as the axiomatizations and

transformations needed for these formalisms to be processed by Elly.

The implementation supports reasoning for ELP rule bases in the specified

ASCII language as well as reasoning with high-level languages like WSML

and OWL 2 EL and RL. Elly’s modular design allows for the use of any

Datalog reasoner, although the IRIS Datalog reasoner is integrated and used

by default.

The evaluation has illustrated that Elly performs correctly for reasoning with

OWL 2 EL and RL ontologies. Additionally, the scalability of Elly has been

shown to be polynomial in space and time.

7.2. Future Work

Even though Elly has been shown to work well for most test cases, there are

still some optimizations and improvements to apply for further development:

• There are still some minor deficiencies that cause Elly to fail for some

OWL 2 RL tests. Applying the fixes discussed in Section 6.1 would fix

those issues such that only one test would fail, which is however not

related to the Elly implementation.

• As discussed in Section 6.3, Elly fails to reason over huge data sets like

the one provided by SNOMED CT, since the in-memory Datalog reasoner

is not capable of performing computations on rule bases of that size.

This problem is likely avoidable by using a different Datalog reasoner

that ideally utilizes disk storage mechanisms.

• Section 6.2.2 has shown that the encoding of Datalog rule bases allows

for a reduction of a set of 1.2×106 rules to one single rule. This does not

mean that the Datalog engine gets rid of the computation, the represen-

tation is simply much more concise and may also allow the underlying
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Datalog engine to apply more optimizations. Therefore thoroughly ex-

amining the algorithm that creates the Datalog rules may further improve

the compactness of the resulting Datalog Program.

• Elly was designed with parallelism in mind by way of its immutable

object model. A future implementation may choose to parallelize the

applied algorithms where object immutability rules out any side effects.
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Mathematical Foundations

A.1. Graph Theory

This section gives a concise introduction to the terminology related to graphs

used for various definitions in this thesis. A graph is a pair G = (V,E) of

a set of vertices V and edges E, defined as E ⊆ [V ]2. Graphs are generally

pictured as dots representing vertices and lines connecting two of those dots

if the corresponding vertices form an edge. The way of drawing the graph is

irrelevant, only the information, i.e., the nodes and whether they are connected

is of interest. Figure A.1 and A.2 show two graph representation for the same

graph.

1

2 3

4

Figure A.1.: Representation I

1

2

4

3

Figure A.2.: Representation I

An acyclic graph, i.e., a graph without cycles, is called a forest. A connected

forest is called a tree, therefore a forest is a graph whose connected terms are

trees. Vertices of degree 1 are leaves of the tree. The graphs in Figures A.1

and A.2 are clearly no trees or forests due to the above definition. Figure A.3

however shows a forest containing two trees – the left tree contains 4 and the

right one 3 leaves.
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Figure A.3.: Graph Representation of a Forest containing two Trees

Graphs can generally be categorized in various types, as shown by some exam-

ples in Figure A.4. The definition of graph allows for no loops, which means

that there must not occur an edge in the graph that connects a vertex with

itself. Multigraphs are graphs and therefore do not allow for loops but do al-

low for multiple edges connecting two vertices. If loops are allowed as well,

the resulting structure is called a pseudograph. A multigraph without multiple

edges is a so called simple graph, visualized as leftmost graph in Figure A.4.

The term graph, unless specified otherwise, generally denotes a such a simple

graph [Weie]. A directed graph or digraph distinguishes from a simple graph

in the point that its edges are directed, i.e., they describe a ordered pair of

distinct vertices. Directed graphs do not contain loops or multiple edges by

definition [Har72]1. As the example shows, directed graphs permit symmetric

pairs of edges between two vertices, i.e., graphs containing edges (v1, v2) and

(v2, v1). If symmetric edges are not allowed, the graph is called oriented graph.

The rightmost graph in Figure A.4 visualizes such an oriented graph.

S1

S2

S3
D1

D2

D3 O1

O2

O3

Figure A.4.: Examples of simple, directed and oriented Graph (from left to
right)

A subgraph Gs = (Vs, Es) of a graph G is a graph consisting solely of subsets

of vertices V and edges E, where G = (V,E). The subgraph is spanning if it

contains all vertices from G, i.e., Vs ≡ V . An induced subgraph Gi = (Vi, Ei)

is the maximal subgraph of a vertex set Vi ⊆ V , thus two points vertices in Gi

are adjacent if and only if they are in G.

There exist much more properties and segmentations of graphs which are ir-

relevant for ELP and the used algorithms and thus ommited for the sake of

1According to [Weia] such a graph is called simple directed graph whereas the restriction
on loops and multiple edges is not mentioned for a directed graph.
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conciseness. For more information consult [Har72, Weib].

A.2. Partial Ordering

A relation ≤ is a partial order on a set S if it is [Weid]:

1. Reflexivity: a ≤ a for all a in S.

2. Antisymmetry: a ≤ b and b ≤ a implies a = b.

3. Transitivity: a ≤ b and b ≤ c implies a ≤ c.

A relation < is a strict order on a set S if it is [Weif]

1. Irreflexivity: a < a does not hold for any a in S.

2. Antisymmetry: If a < b, then b < a does not hold.

3. Transitivity: a < b and b < c implies a < c.

Every partial order ≤ induces a strict order a < b : a ≤ b ∧ a 6= b.

Similarly, every strict order < induces a partial order a ≤ b : a < b ∨ a = b.

A.3. Complexity Classes

A complexity class is a set of functions that can be computed within given

resource bounds [AB09].

Definition A.3.1 (DTime). [AB09] Let T : N → N be some function and

L ⊆ {0, 1}∗. A language L is in DTime (T (n)) iff there is a Turing machine

that runs in time c · T (n) for some constant c > 0 and decides L.

The “D” in the term DTime declares that the function refers to deterministic

Turing machines. NTime is the corresponding function for nondeterministic

Turing machines (NDTM). Memory requirements are expression in terms of

space-bounded computation, which places limits on the number of tape cells

a TM can use during its computation. The function Space(S(n)) is defined

similar to DTime, having switching only the restricted quantity from time
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(T (n)) to space (S(n)) consumption. NSpace is again the corresponding

function for NDTMs.

Complexity class Model of computation Resource constraint

DTime (T (n)) Deterministic TM ∪c∈N c · T (n)

P Deterministic TM ∪c∈N DTime(nc)

ExpTime Deterministic TM ∪c∈N DTime(2nc
)

2ExpTime Deterministic TM ∪c∈N DTime(22n
c

)

NTime (T (n)) Non-deterministic TM ∪c∈N c · T (n)

NP Non-deterministic TM ∪c∈N NTime(nc)

NExpTime Non-deterministic TM ∪c∈N NTime(2nc
)

N2ExpTime Non-deterministic TM ∪c∈N NTime(22n
c

)

Space (S(n)) Deterministic TM ∪c∈N c · S(n)

L Deterministic TM Space(log n)

PSpace Deterministic TM ∪c∈N Space(nc)

ExpSpace Deterministic TM ∪c∈N Space(2nc
)

NSpace (S(n)) Non-deterministic TM ∪c∈N c · S(n)

NL Non-deterministic TM NSpace(log n)

NPspac Non-deterministic TM ∪c∈N NSpace(nc)

NExpSpace Non-deterministic TM ∪c∈N NSpace(2nc
)

Table A.1.: Listing of important Complexity Classes

As can be seen in Table A.1, the 2 in N2ExpTime denotes the double expo-

nential polynomial function

T (n) = ab
nc

,

with a = b = 2. One very important important class is P as it describes

feasible decision procedures, to which the term tractable refers to throughout

this thesis. The definition of P allows values c > 0, such n100 would be

called tractable as well, which is not really tractable, even for small values of

n. These kind of algorithms are however in practice n3 or n5, algorithms of

higher complexity are often simplified to lower complexity after some time.

The relationship between some of the complexity classes is as follows:

L ⊆ NL ⊆ P ⊆ NP ⊆ PSpace ⊆ ExpTime
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where the L ( PSpace and P ( ExpTime is known to be true. This implies

that some of the above inclusions are strict, but it is not known which. Most

researchers believe that all inclusions are strict [AB09].

Definition A.3.2 (Reductions, NP-hardness and NP-completeness). [AB09]

A language L ⊆ {0, 1}∗ is polynomial-time Karq reducible to a language L′ ⊆
{0, 1}∗ (sometimes shortened to just “polynomial-time reducible”), denoted by

L ≤p L
′, if there is a polynomial-time computable function f : {0, 1}∗ → {0, 1}∗

such that for every x ∈ {0, 1}∗, x ∈ L if f(x) ∈ L′.

We say that L′ is NP-hard if L ≤p L
′ for every L ∈ NP . We say that L′ is

NP-complete if L′ is in NP-hard and L′ ∈ NP .

This definition holds according for other complexity classes.
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OWL 2 Web Ontology Language

Direct Semantics

This appendix gives an overview of all OWL 2 features and the according se-

mantics and seperates it in tables. The semantics are taken from [MPG+09].

Table B.1.: Interpreting Object Property Expressions

Object Property Expression Interpretation ·OP

ObjectInverseOf( OP ) {(x, y)|(y, x) ∈ (OP )OP }

Table B.2.: Satisfaction of Datatype Definitions in an Interpretation

Axiom Condition
DatatypeDefinition( DT DR ) (DT )DT = (DR)DT
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Table B.3.: Interpreting Class Expressions

Class Expression Interpretation ·C
ObjectIntersectionOf( CE1 . . . CEn ) (CE1)C ∩ . . . ∩ (CEn)C

ObjectUnionOf( CE1 . . . CEn ) (CE1)C ∪ . . . ∪ (CEn)C

ObjectComplementOf( CE ) ∆I \ (CE)C

ObjectOneOf( a1 . . . an ) {(a1)I , . . . , (an)I}
ObjectSomeValuesFrom( OPE CE ) {x|∃y : (x, y) ∈ (OPE)OP and y ∈ (CE)C}
ObjectAllValuesFrom( OPE CE ) {x|∀y : (x, y) ∈ (OPE)OP implies y ∈ (CE)C}
ObjectHasValue( OPE a ) {x|(x, (a)I) ∈ (OPE)OP }
ObjectHasSelf( OPE ) {x|(x, x) ∈ (OPE)OP }
ObjectMinCardinality(n OPE ) {x|#{y|(x, y) ∈ (OPE)OP } > n}
ObjectMaxCardinality( n OPE ) {x|#{y|(x, y) ∈ (OPE)OP } 6 n}
ObjectExactCardinality( n OPE ) {x|#{y|(x, y) ∈ (OPE)OP } = n}
ObjectMinCardinality( n OPE CE ) {x|#{y|(x, y) ∈ (OPE)OP and y ∈ (CE)C} > n}
ObjectMaxCardinality( n OPE CE ) {x|#{y|(x, y) ∈ (OPE)OP and y ∈ (CE)C} 6 n}
ObjectExactCardinality( n OPE CE ) {x|#{y|(x, y) ∈ (OPE)OP and y ∈ (CE)C} = n}
DataSomeValuesFrom( DPE1 . . . DPEn DR ) {x|∃y1, . . . , yn : (x, yk) ∈ (DPEk)DP for each 1 6 k 6 n and (y1, . . . , yn) ∈ (DR)DT }
DataAllValuesFrom( DPE1 . . . DPEn DR ) {x|∀y1, . . . , yn : (x, yk) ∈ (DPEk)DP for each 1 6 k 6 n imply (y1, . . . , yn) ∈ (DR)DT }
DataHasValue( DPE lt ) {x|(x, (lt)LT ) ∈ (DPE)DP }
DataMinCardinality( n DPE ) {x|#{y|(x, y) ∈ (DPE)DP } > n}
DataMaxCardinality( n DPE ) {x|#{y|(x, y) ∈ (DPE)DP } 6 n}
DataExactCardinality( n DPE ) {x|#{y|(x, y) ∈ (DPE)DP } = n}
DataMinCardinality( n DPE DR ) {x|#{y|(x, y) ∈ (DPE)DP and y ∈ (DR)DT } > n}
DataMaxCardinality( n DPE DR ) {x|#{y|(x, y) ∈ (DPE)DP and y ∈ (DR)DT } 6 n}
DataExactCardinality( n DPE DR ) {x|#{y|(x, y) ∈ (DPE)DP and y ∈ (DR)DT } = n}
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Table B.4.: Satisfaction of Class Expression Axioms in an Interpretation

Axiom Condition
SubClassOf( CE1 CE2 ) (CE1)C ⊆ (CE2)C

EquivalentClasses( CE1 . . . CEn ) (CEj)C = (CEk)C for each 1 6 j 6 n and each 1 6 k 6 n
DisjointClasses( CE1 . . . CEn ) (CEj)C ∩ (CEk)C = ∅ for each 1 6 j 6 n and each 1 6 k 6 n such that j 6= k
DisjointUnion( C CE1 . . . CEn ) (C)C = (CE1)C ∪ . . . ∪ (CEn)C and

(CEj)C ∩ (CEk)C = ∅ for each 1 6 j 6 n and each 1 6 k 6 n such that j 6= k

Table B.5.: Satisfaction of Object Property Expression Axioms in an Interpretation

Axiom Condition
SubObjectPropertyOf( OPE1 OPE2 ) (OPE1)OP ⊆ (OPE2)OP

SubObjectPropertyOf( ObjectPropertyChain( ∀y0, . . . , yn : (y0, y1) ∈ (OPE1)OP and . . . and (yn − 1, yn) ∈ (OPEn)OP

OPE1 . . . OPEn ) OPE ) imply (y0, yn) ∈ (OPE)OP

EquivalentObjectProperties( OPE1 . . . OPEn ) (OPEj)
OP = (OPEk)OP for each 1 6 j 6 n and each 1 6 k 6 n

DisjointObjectProperties( OPE1 . . . OPEn )
(OPEj)

OP ∩ (OPEk)OP = ∅ for each 1 6 j 6 n
and each 1 6 k 6 n such that j 6= k

ObjectPropertyDomain( OPE CE ) ∀x, y : (x, y) ∈ (OPE)OP implies x ∈ (CE)C

ObjectPropertyRange( OPE CE ) ∀x, y : (x, y) ∈ (OPE)OP implies y ∈ (CE)C

InverseObjectProperties( OPE1 OPE2 ) (OPE1)OP = (x, y)|(y, x) ∈ (OPE2)OP

FunctionalObjectProperty( OPE ) ∀x, y1, y2 : (x, y1) ∈ (OPE)OP and (x, y2) ∈ (OPE)OP imply y1 = y2
InverseFunctionalObjectProperty( OPE ) ∀x1, x2, y : (x1, y) ∈ (OPE)OP and (x2, y) ∈ (OPE)OP imply x1 = x2

ReflexiveObjectProperty( OPE ) ∀x : x ∈ ∆I implies (x, x) ∈ (OPE)OP

IrreflexiveObjectProperty( OPE ) ∀x : x ∈ ∆I implies (x, x) /∈ (OPE)OP

SymmetricObjectProperty( OPE ) ∀x, y : (x, y) ∈ (OPE)OP implies (y, x) ∈ (OPE)OP

AsymmetricObjectProperty( OPE ) ∀x, y : (x, y) ∈ (OPE)OP implies (y, x) /∈ (OPE)OP

TransitiveObjectProperty( OPE ) ∀x, y, z : (x, y) ∈ (OPE)OP and (y, z) ∈ (OPE)OP imply (x, z) ∈ (OPE)OP

128



A
ppen

dix
B

.
O

W
L

2
W

eb
O

n
tology

L
an

gu
age

D
irect

S
em

an
tics

Table B.6.: Interpreting Data Ranges

Data Range Interpretation ·DT

DataIntersectionOf( DR1 ...DRn ) (DR1)DT ∩ . . . ∩ (DRn)DT

DataUnionOf( DR1 ...DRn ) (DR1)DT ∪ . . . ∪ (DRn)DT

DataComplementOf( DR ) (∆D)n \ (DR)DT where n is the arity of DR
DataOneOf( lt1 ...ltn ) {(lt1)LT , . . . , (ltn)LT }
DatatypeRestriction( DT F1 lt1 ...Fn ltn ) (DT )DT ∩ (F1, lt1)FA ∩ . . . ∩ (Fn, ltn)FA

Table B.7.: Satisfaction of Data Property Expression Axioms in an Interpretation

Axiom Condition
SubDataPropertyOf( DPE1DPE2 ) (DPE1)DP ⊆ (DPE2)DP

EquivalentDataProperties( DPE1 . . . DPEn ) (DPEj)DP = (DPEk)DP for each 1 6 j 6 n and each 1 6 k 6 n

DisjointDataProperties( DPE1 . . . DPEn )
(DPEj)DP ∩ (DPEk)DP = ∅ for each 1 6 j 6 n

and each 1 6 k 6 n such that j 6= k
DataPropertyDomain( DPECE ) ∀x, y : (x, y) ∈ (DPE)DP implies x ∈ (CE)C

DataPropertyRange( DPEDR ) ∀x, y : (x, y) ∈ (DPE)DP implies y ∈ (DR)DT

FunctionalDataProperty( DPE ) ∀x, y1, y2 : (x, y1) ∈ (DPE)DP and (x, y2) ∈ (DPE)DP imply y1 = y2
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Table B.8.: Satisfaction of Keys in an Interpretation

Axiom Condition
HasKey(CE(OPE1 . . . OPEm)(DPE1 . . . DPEn)) ∀x, y, z1, . . . , zm, w1, . . . , wn : if x ∈ (CE)C and ISNAMEDO(x) and y ∈ (CE)C and

ISNAMEDO(y) and (x, zi) ∈ (OPEi)OP and (y, zi) ∈ (OPEi)OP and ISNAMEDO(zi)
for each 1 6 i 6 m and (x,wj) ∈ (DPEj)DP and (y, wj) ∈ (DPEj)DP

for each 1 6 j 6 n then x = y

Table B.9.: Satisfaction of Assertions in an Interpretation

Axiom Condition
SameIndividual( a1 . . . an ) (aj)

I = (ak)I for each 1 6 j 6 n and each 1 6 k 6 n
DifferentIndividuals( a1 . . . an ) (aj)

I 6= (ak)I for each 1 6 j 6 n and each 1 6 k 6 n such that j 6= k
ClassAssertion( CE a ) (a)I ∈ (CE)C

ObjectPropertyAssertion( OPE a1 a2 ) ((a1)I , (a2)I) ∈ (OPE)OP

NegativeObjectPropertyAssertion( OPE a1 a2 ) ((a1)I , (a2)I) /∈ (OPE)OP

DataPropertyAssertion( DPE a lt ) ((a)I , (lt)LT ) ∈ (DPE)DP

NegativeDataPropertyAssertion( DPE a lt ) ((a)I , (lt)LT ) /∈ (DPE)DP
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Source Code

C.1. Reasoner Interface

Listing C.1: org.sti2.elly.api.reasoning.IReasoner.java

1 public interface IReasoner {

2 void register(IRuleBase);

3 boolean isSatisfiable();

4 boolean isSatisfiable(IConceptDescription);

5 boolean isSatisfiable(IRoleDescription);

6 Map<ITuple, List<ITuple>> execute(IRule, List<ITuple>);

7 boolean isEntailed(IRule);

8 Set<IAtomicConcept> allConcepts();

9 Set<IAtomicRole> allRoles();

10 Set<IIndividual> allIndividuals();

11 Set<ITuple> allInstancesOf(IConceptDescription);

12 Set<ITuple> allInstancesOf(IRoleDescription);

13 Set<IAtomicConcept> subConceptOf(IConceptDescription);

14 Set<IAtomicRole> subRoleOf(IRoleDescription);

15 Set<IAtomicConcept> superConceptOf(IConceptDescription);

16 Set<IAtomicRole> superRoleOf(IRoleDescription);

17 Set<IAtomicConcept> equivalentConceptOf(IConceptDescription);

18 Set<IAtomicRole> equivalentRoleOf(IRoleDescription);

19 Set<IAtomicConcept> conceptsOf(ITuple);

20 Set<IAtomicRole> rolesOf(ITuple);

21 boolean isEquivalentConcept(IConceptDescription,

IConceptDescription);

22 boolean isEquivalentRole(IRoleDescription, IRoleDescription);

23 boolean isSubConceptOf(IConceptDescription,

IConceptDescription);

24 boolean isSubRoleOf(IRoleDescription, IRoleDescription);
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25 boolean isInstanceOf(ITuple, IConceptDescription);

26 boolean isInstanceOf(ITuple, IRoleDescription);

27 }

C.2. SableCC Grammar File for ELP ASCII

Syntax

Listing C.2: SableCC Grammar

1 Package org.sti2.elly.parser;

2

3 /************************************************************

4 * Helpers

5 ************************************************************/

6 Helpers

7 all = [0x0 .. 0xffff];

8

9 // the whitespace

10 tab = 9;

11 cr = 13;

12 lf = 10;

13 eol = cr lf | cr | lf;

14

15 // defining additional character classes

16 alpha = [’a’ .. ’z’] | [’A’ .. ’Z’];

17 num = [’0’ .. ’9’];

18 alphanum = alpha | num;

19 anychar =

20 alphanum | ’ ’ | tab | ’/’ | ’#’ | ’:’ | ’.’ | ’,’ | ’;’;

21 min = ’-’;

22 dot = ’.’;

23 comma = ’,’;

24 predtrailing = alpha | num | ’_’;

25

26 comment = ’//’ [all - [cr + lf]]* eol;

27

28 blank = (’ ’ | tab | eol )+;

29

30 delim = ’’’;

31

32 // builtin symbols

33 eq = ’=’;

34 ne = ’!’ eq;

35 add = ’+’;
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36 sub = ’-’;

37 mul = ’*’;

38 div = ’/’;

39 mod = ’%’;

40 lt = ’<’;

41 le = lt eq;

42 gt = ’>’;

43 ge = gt eq;

44

45

46 /************************************************************

47 * Tokens

48 ************************************************************/

49 Tokens

50 t_blank = blank;

51 t_comment = comment;

52 t_dot = dot;

53

54 t_impliedby = ’:-’;

55 t_implies = ’-:’;

56 t_impliedby_alt = ’<-’;

57 t_implies_alt = ’->’;

58

59 t_and = ’and’;

60 t_comma = comma;

61 t_lpar = ’(’;

62 t_rpar = ’)’;

63 t_nonsafe_variable = ’?’ alphanum+;

64 t_query = ’?-’;

65 t_delim = delim;

66 t_unders = ’_’;

67

68 // tokens for delimiting concept expressions and for

69 // constructing concepts expressions

70

71 t_concept_expr_start = ’<’;

72 t_concept_expr_end = ’>’;

73

74 t_nominal_expr_start = ’{’;

75 t_nominal_expr_end = ’}’;

76

77 t_top_concept = ’Thing’;

78 t_bottom_concept = ’NoThing’;

79

80 t_top_role = ’topObjectProperty’;
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81 t_bottom_role = ’bottomObjectProperty’;

82

83 t_self_restriction_concept = ’selfRestriction’;

84 t_intersection_concept = ’intersectionOf’;

85 t_existential_concept = ’someValuesFrom’;

86

87 t_intersection_role = ’intersectionOf’;

88

89 // notation for strict variables

90 t_safe_variable = ’!’ alphanum+;

91

92 t_concept_name = [’A’ .. ’Z’] predtrailing*;

93 t_role_or_individual_name = [’a’ .. ’z’] predtrailing*;

94

95

96

97

98 /************************************************************

99 * Ignored Tokens

100 ************************************************************/

101 Ignored Tokens

102 t_blank,

103 t_comment;

104

105

106 /************************************************************

107 * Productions

108 ************************************************************/

109 Productions

110 program =

111 expr+ ;

112

113 expr =

114 {rule} rule |

115 {fact} fact |

116 {query} query;

117

118 rule =

119 {impliedby} [head]:atomlist t_impliedby [body]:atomlist t_dot

|

120 {impliedbyalt} [head]:atomlist t_impliedby_alt [body]:atomlist

t_dot |

121 {implies} [body]:atomlist t_implies [head]:atomlist t_dot |

122 {impliesalt} [body]:atomlist t_implies_alt [head]:atomlist

t_dot;
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123

124 fact =

125 dlatom t_dot;

126

127 query =

128 t_query atomlist t_dot;

129

130 atomlist =

131 {atom} dlatom |

132 {and} atomlist t_and dlatom |

133 {comma} atomlist t_comma dlatom;

134

135 dlatom =

136 {conceptatom} conceptexprwithoutdelimiter unaryparamlist |

137 {conceptatomdelimited} t_concept_expr_start conceptexpr

t_concept_expr_end unaryparamlist |

138 {roleatom} roleexpr binaryparamlist;

139

140 unaryparamlist =

141 t_lpar term t_rpar;

142

143 binaryparamlist =

144 t_lpar [first]:term t_comma [second]:term t_rpar;

145

146 conceptexpr =

147 {nodelimiter} conceptexprwithoutdelimiter |

148 {delimiter} conceptexprwithdelimiter;

149

150 conceptexprlist =

151 {twoelementlist} [first]:conceptexpr t_comma [second]:

conceptexpr |

152 conceptexprlist t_comma conceptexpr;

153

154

155 conceptexprwithdelimiter =

156 {exrestriction} t_existential_concept t_lpar roleexpr t_comma

conceptexpr t_rpar |

157 {selfrestriction} t_self_restriction_concept t_lpar roleexpr

t_rpar |

158 {intersection} t_intersection_concept t_lpar conceptexprlist

t_rpar;

159

160 conceptexprwithoutdelimiter =

161 {atomic} atomicconcepts |
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162 {nominal} t_nominal_expr_start t_role_or_individual_name

t_nominal_expr_end;

163

164

165 atomicconcepts =

166 {conceptname} t_concept_name |

167 {top} t_top_concept |

168 {bottom} t_bottom_concept ;

169

170 roleexprlist =

171 {twoelementlist} [first]:roleexpr t_comma [second]:roleexpr |

172 roleexprlist t_comma roleexpr;

173

174 roleexpr =

175 {toprole} t_top_role |

176 {bottomrole} t_bottom_role |

177 {rolename} t_role_or_individual_name |

178 {intersection} t_intersection_concept t_lpar roleexprlist

t_rpar;

179

180 term =

181 {nonstrictvar} t_nonsafe_variable |

182 {strictvar} t_safe_variable |

183 {constant} t_role_or_individual_name;
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Evaluation

This Appendix lists Tables used for visualization of evaluation results in Chap-

ter 6.
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Rules Time [ms]

2 55 19 9 14 26 18 5 5 8 6

4 38 21 25 17 20 12 16 20 68 12

8 34 21 25 16 18 14 22 21 15 16

16 35 27 25 27 28 24 25 20 21 23

32 50 52 47 43 54 59 46 40 45 39

64 93 100 91 84 91 79 96 77 85 93

128 198 198 169 254 172 165 152 174 167 164

256 359 365 356 359 344 384 329 341 356 337

512 694 709 717 699 675 712 698 710 754 723

1024 1708 1394 1493 1651 1356 1368 1416 1390 1389 1394

2048 2877 3025 2959 2988 3030 2967 3013 3182 2960 2960

4096 6187 5871 6020 5881 7133 5884 5843 5928 5741 5968

8192 11818 12381 12226 14163 11922 12548 12540 12171 12132 12803

16384 28702 27223 26683 29002 27313 27710 27415 27340 27362 26031

32768 80690 71531 71281 71394 64885 64334 62465 56994 57407 56982

Table D.1.: Benchmark of Rule Base generated by a Synthetic Rule Factory producing rules with atomic Concepts. Concepts per
rule ranges from 5 to 20. Variables per rule ranges from 5 to 20.
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Rules Time [ms]

2 5 3 2 6 7 3 9 4 6 2

4 11 4 6 9 7 8 5 4 6 4

8 10 8 7 9 9 9 6 10 4 4

16 14 13 8 11 12 14 9 13 11 9

32 21 13 16 16 12 17 51 16 15 8

64 38 39 44 96 53 34 54 21 29 33

128 234 110 112 133 80 68 76 74 72 81

256 820 409 441 992 343 366 393 448 224 836

512 2464 3340 2442 1815 1916 1896 1920 1883 1969 1992

1024 25222 11882 17023 10528 10233 10431 9200 10496 9715 8676

Table D.2.: Benchmark of Rule Base generated by a Synthetic Rule Factory producing Rules with complex Concepts. Concepts
per Rule range from 1 to 5. Variables per Rule range from 1 to 5.
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Rules Time [ms]

2 8 8 4 4 8 5 5 7 2 1

4 6 2 7 8 7 7 3 6 8 4

8 6 4 8 6 6 5 6 7 8 5

16 12 11 9 9 10 11 7 7 14 9

32 12 14 14 14 12 12 19 12 13 10

64 25 18 17 17 21 18 20 14 17 15

128 31 28 26 26 27 25 24 29 23 30

256 60 62 47 45 46 45 41 45 44 43

512 133 94 98 90 94 91 90 94 92 88

1024 183 181 195 189 185 190 192 182 178 246

2048 350 382 380 380 373 385 369 371 379 446

4096 776 1029 759 788 769 727 733 760 716 717

8192 1512 1624 1737 2109 1522 1547 1620 1501 1579 1461

16384 4221 3439 3533 3336 3431 3517 3688 3346 3475 3701

32768 6951 6933 7014 6984 7398 6973 7343 7027 8789 7113

65536 22597 15420 14437 14203 14837 14063 14649 15537 14965 15645

131072 45259 53349 44943 49270 49183 41085 40839 41334 40694 32811

Table D.3.: Benchmark of Rule Base generated by a Synthetic Rule Factory producing Rules with complex Concepts. Concepts
per Rule range from 1 to 5. Variables per Rule range from 1 to 5.
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Rules Time [ms]

2 36 41 28 16 9 22 13 15 13 18

4 38 44 31 16 28 15 16 27 22 7

8 31 26 19 31 24 31 24 26 15 22

16 39 48 41 35 32 35 36 41 35 33

32 83 92 72 90 64 85 60 79 68 97

64 159 170 150 183 146 127 160 138 170 152

128 375 352 357 352 306 294 359 374 387 323

256 710 716 661 737 824 705 745 765 703 721

512 1893 1662 1544 1565 1536 1381 1441 1617 1581 1596

1024 3568 3380 2916 3102 3127 3369 3704 3380 3708 3440

2048 6303 6937 7914 7344 6505 6423 7440 6841 6277 7963

4096 16317 14041 14978 14945 14980 16039 14761 12961 13070 14914

8192 34120 30936 31779 33282 34791 30821 31802 29325 33093 33169

16384 77031 76227 72730 72301 73564 72427 71469 74491 74794 70210

32768 181135 177073 170482 171651 174531 192386 182726 168368 176612 153975

Table D.4.: Benchmark of Rule Base generated by a Synthetic Rule Factory producing rules with recursive complex Concepts.
Concepts per Rule range from 5 to 20. Variables per Rule range from 5 to 20.
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Submitted Scientific Work

E.1. RR 2009

The following paper about Elly and its implementation was submitted as

full paper to the third international conference on web reasoning and rule

systems.

The International Conference on Web Reasoning and Rule Systems

(RR) aims to be the major forum for discussion and dissemination

of new results concerning Web Reasoning and Rule Systems. The

two successful series of RR, RR 2007 and RR 2008, have received

enthusiastic support from the Web Rules community. In 2009, RR

will continue the excellence of the new series and aim to attract the

best Web Reasoning and Rules researchers from all over the world.

The reasoning landscape features theoretical areas such as knowl-

edge representation (KR) and algorithms; design aspects of rule

markup; design of ontology languages; engineering of engines, trans-

lators, and other tools; efficiency considerations and benchmarking;

standardization efforts, such as the Rules Interchange Format ac-

tivity at W3C; and applications. Of particular interest is also the

use of rules to facilitate ontology modeling, and the relationships

and possible interactions between rules and ontology languages like

RDF and OWL, as well as ontology reasoning related to RDF and

OWL, or querying with SPARQL [rr-09].
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The reason for the submission was that the reasoner implementation Elly and

the underlying rule-based DL ELP match some of the topics of the conference,

namely

• Combining rules and ontologies

• Efficiency and benchmarking

• Implemented tools and systems

• Foundations and applications related to relevant standardization bodies

such as the W3C Rule Interchange Format (RIF), Web Ontology Lan-

guage (OWL2) and SPARQL working groups, or the W3C Uncertainty

Reasoning for the World Wide Web Incubator Group, etc.

• Rule languages and systems

• Scalability vs. expressivity of reasoning on the web

However, the paper was not accepted, a major point of criticism was the lack

of an evaluation.
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A Reasoner Implementation of ELP

Daniel Winkler and Barry Bishop

Semantic Technology Institute (STI) Innsbruck
University of Innsbruck, Austria

{daniel.winkler,barry.bishop}@sti2.at

Abstract. Contemporary knowledge representation formalisms for the
semantic Web need to be expressive enough to be useful while at the same
time having reasoning characteristics that scale to the size of the Web.
ELP has been presented as a useful hybrid between rule-based logics and
description logics that combines EL++ with DLP in a novel way and also
captures the semantics of the OWL 2 profiles RL and EL. This paper
discusses an implementation of ELP based on an algorithm to translate
ELP to Datalog and as future work outlines the methods by which the
scalability characteristics of ELP can be measured and how a performance
comparison can be made relative to existing reasoner implementations
for OWL 2 profiles EL and RL.

1 Introduction

The amount of data published to the Web is growing exponentially and with it
the meta-data related to it. In order to be able to reason with such meta-data,
formal languages are needed to encode this information in a machine inter-
pretable way. Due to the amount of data, formalisms must be chosen that have
tractable and efficient reasoning algorithms. Such languages are faced with the
problem of balancing the requirements of providing enough expressivity to be
useful against having tractable reasoning characteristics. One such language is
the Web Ontology Language (OWL), which is currently in the standardization
phase to be released as OWL 2. The standardization tackles the sublanguages
OWL Lite, OWL DL and OWL Full.

Up until now, there have been mainly two approaches to decidable reasoning,
namely description logics (DL) and rule-based logics. Both of these have been
studied extensively, with special attention paid to examining their worst-case
complexity behavior in relation to the allowed language constructs. One very
prominent DL is SROIQ, a very expressive but still decidable description logic,
which is the basis for OWL 2 DL.

Nevertheless, since many applications don’t need the full expressivity of such
a language, the standardization also covers various profiles of OWL 2, each of
which forms a subset of the expressive range of the full specification. The intent
here is to provide more lightweight languages such that whenever the required
expressivity for a given domain can be captured in a lightweight profile then less
complex reasoning algorithms can be utilized.



The OWL 2 EL profile is based on EL++ and has the advantage that common
reasoning tasks like subsumption, classification and satisfiability are tractable –
they can be decided in polynomial time [1]. Furthermore, OWL 2 EL is expressive
enough for many ontology applications [7]. This profile will likely be used for
ontologies defining large numbers of concepts and properties and an example
use-case would be the biomedical ontology SNOMED CT1.

OWL 2 RL is inspired by rule-based languages such as DLP, computing only
objects that are explicitly named in the knowledge base. This profile aims for
applications requiring scalable reasoning, but with high expressivity, which is
enabled by extending RDFS with some OWL 2 language features.

2 The ELP Language

As discussed in the introduction, description logics and rule-based logics are
two different approaches to knowledge representation. Even though there are
tractable subsets such as EL++ and DLP, the combination of description logics
and rule-based logics has been shown to be highly intractable [3]. ELP how-
ever, combines the two while keeping polynomial time reasoning complexity, by
extending both, but restricting the interactions between them.

The basic idea of ELP is a polynomial time transformation of a rule base
into a Datalog program with at most n variables per rule. The latter restriction
allows Datalog queries to be answered in polynomial time [5].

2.1 DLs, Rules and DL-Safety

The logics used in this paper are based on three disjoint and finite sets of indi-
vidual names NI , concept names NC and role names NR. NR is considered as
the union of two disjoint sets of simple roles Ns

R and of non-simple roles Nn
R,

where the set of non-simple roles consists of roles that are implied by

– a chain of at least two roles or
– a non-simple role.

Definition 1. The set C of concept expressions of the DL SHOQ is defined as
follows:

– NC ⊆ C,> ∈ C,⊥ ∈ C,
– if C,D ∈ C, R ∈ NR, S ∈ Ns

R, a ∈ NI , and n a non-negative integer, then
¬C,C uD,C tD, {a},∀R.C,∃R.C,≤ nS.C,≥ nS.C are also concept expres-
sions [5].

SHOQ is presented as a DL that contains all expressive means needed for
this paper and by making use of rules it can express features of the even more
expressive DLs SHOIQ and SROIQ.

1 http://www.connectingforhealth.nhs.uk/systemsandservices/data/snomed



Definition 2. Consider some DL L with concept expressions C, individual names
NI , and role names NR, and let V be a countable set of first-order variables. A
term is an element of V ∪NI . Given terms t, u, a concept atom (role atom) is
a formula of the form C(t) (R(t, u)) with C ∈ C (R ∈ NR).

A rule for L is a formula B → H, where B and H are conjunctions of (role
and concept) atoms of L [5].

Since DLs may entail anonymous domain elements, i.e. elements that are
not explicitly named as individuals, and rules in general apply to all elements,
computation of such can get quite expensive. DL-safe rules have been presented
to face that problem by restricting the semantics of variables to only represent
named individuals of a rule base. Complexity can also be reduced by building
this safety restriction directly into the semantics of single variables by syntac-
tically annotating it as a safe variable. This syntactic differentiation allows to
distinguish between conventional variables x ∈ V, that may represent all ele-
ments of a knowledge base, and safe variables xs ∈ Vs,Vs ⊆ V, representing
only named elements.

2.2 Expressivity

This section deals with the rule-based language ELP and describes its expres-
sivity by outlining the supported constructs and restrictions. Its basic principle
is an extension of the DL EL++ with DL rules, which have been shown to be
combinable with various DLs without increasing the worst case complexity [4].

Definition 3. Consider a rule B → H and terms t, u ∈ NI ∪V.

– A direct connection from t to u is a non-empty set of atoms of the form
R(t, u). Direct connections between terms t and u are considered maximal,
i.e. they contain all role atoms R(t, u) ∈ B.

– If B contains a direct connection between t and u, then t is directly con-
nected to u.

– The term t is connected to u if the following inductive conditions apply:

• t is directly connected to u
• u is connected to t
• there is a variable x ∈ V such that t is connected to x and x is connected

to u.

An extended DL rule is a rule B → H such that if variables x 6= y in B are
connected, then there is some direct connection S ⊆ B such that x and y are not
connected in B \ S.

A path from t to some variable x in B is a non-empty sequence R1(x1, x2), . . . ,
Rn(xn, xn+1) ∈ B where x1 = t, x2, . . . , xn ∈ V, xn+1 = x and xi 6= xi+1 for
1 ≤ i ≤ n. A term t in B is initial if there is no path to t. An extended DL rule
is a DL rule if the following hold, where we assume x, y to range over variables
Vand t, t′ to range fver terms NI ∪V:



1. for every variable x in B, there is a path from at mostone initial term t to
x,

2. if R(x, t) ∈ H or C(x) ∈ H, then x is initial in B,
3. whenever R(x, x) ∈ B, we find that R ∈ Ns

R is simple,
4. whenever R(t, x), R′(t, x) ∈ B, we find that R,R′ ∈ Ns

R are simple,
5. if R(t, y) ∈ H with R ∈ Ns

R simple, then all role atoms of the form R′(t′, y) ∈
B are such that t′ = t and R′ ∈ Ns

R [5].

Additional to the definition of DL rules, we now recall the definition of EL++

before showing by what constructs it is extended to form ELP as a novel rule-
based language.

Definition 4. An EL++ concept expression is a SHOQ concept expression that
contains only the following concept constructors: u,∃,>,⊥, as well as nominal
concepts {a}. An EL++ rule is a DL rule for EL++, and an EL++ rule base is
a set of such rules.

As already discussed, combining EL++ with DLP would be intractable, therefore
DL rules are used to extend EL++ with rules and keep tractability. ELP also
allows for rules of the form R(x, y)→ C(y), expressing range restrictions on the
role R [5].

Definition 5. A rule B → H is a basic ELP rule if:

– B → H is an extended EL++ rule, and
– the rule B′ → H ′ obtained from B → H by replacing all safe variables by

some individual name is a DL rule.

An ELP rule base RB is a set of basic ELP rules togehter with range restriction
rules of the form R(x, y)→ C(y), that satisfies the following:

– If RB contains rules of the form R(x, y)→ C(y) and B → H with R(t, z) ∈
H, then C(z) ∈ B.

2.3 ELP ASCII Syntax

The implementation of the reasoner needs a common representation for the lan-
guage ELP, therefore an encoding for the language’s constructs was created.

ELP Concept Expressions An atomic concept name starts with an uppercase
letter followed by alphanumeric letters and underscores. Besides atomic concepts
ELP supports various concept constructors as follows:

– Top Concept: Thing
– Bottom Concept: NoThing
– Nominals: {individual}
– Existential Quantifications:

someValuesFrom(Binary Predicate, Unary Predicate)
– Self Restriction:

selfRestriction(Binary Predicate)
– Concept Intersection:

intersectionOf(Unary Predicate, ..., Unary Predicate)



ELP Role Expressions An atomic role name starts with a lowercase letter
followed by alphanumeric letters and underscores. Besides atomic roles ELP sup-
ports the following role constructors:

– Top Role: topObjectProperty

– Bottom Role: bottomObjectProperty

– Role Intersection:
intersectionOf(Binary Predicate, ..., Binary Predicate)

Identification of complex classes In order to distinguish complex from
atomic classes they have to be enclosed in crocodile brackets, e.g.

<someValuesFrom(hasUncle,Thing)>(?x) :-

hasParent(?x,?y), <someValuesFrom(hasBrother,Male)>(?y).

would be a valid ELP expression. The above mentioned constructors support
nesting of concept and role constructors, e.g.

<intersectionOf(Thing,someValuesFrom(topObjectProperty,

intersectionOf(Male,SelfRestriction(likes))))>

Safeness Safe variables are denoted with a exclamation mark in contrast to the
question mark denoting unsafe ones. The rule

dislikes(?x, ?y) :- Dish(?y), contains(?y, !v), dislikes(?x, !v).

has two unsafe variables ?x, ?y and one safe variable !v.

3 Implementation

The implementation of the ELP reasoner2 uses the Java programming language
to implement the translation algorithm and is built directly on top of the IRIS3

Datalog reasoner. However, the ELP reasoner’s modular design allows for the
use of any compatible Datalog engine, thus allowing for the re-use of existing
rule-engine technology and optimizations.

There follows an overview of the reasoner architecture explaining the basic
behavior, with particular attention paid to the algorithm that translates from
ELP to Datalog. This algorithm is described in detail in [5]. Issues that arose
during the implementation of this algorithm are discussed. Lastly, it is explained
how the translated knowledge base is used to achieve polynomial time reasoning
in terms of Datalog queries.
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Fig. 1. Elly System Architecture

3.1 System Architecture

Figure 1 gives a high level overview of the reasoner implementation, called Elly.
Elly is built on top of IRIS and by default uses it for Datalog reasoning tasks.
Additionally, the object model also reuses parts of IRIS for modeling the input
knowledge-base and also makes use of several built-in predicates and data type
classes. Since the ELP translation makes heavy use of graph representations of
rules, JGraphT is used extensively.

Elly supports the parsing of ELP knowledge bases encoded in the concrete
language introduced in section 2.3. Knowledge bases can also be built up pro-
grammatically using the API provided, and these can be updated over time
as required. To initiate a reasoning activity, the object model representing the
knowledge base is passed to the ELP to Datalog translation component. The
output of this algorithm is a Datalog object model, which can be used directly
by IRIS or serialized to standard Datalog syntax for use with any 3rd party
Datalog reasoner.

3.2 Translation Algorithm

The translation from ELP to Datalog consists of several steps shown in Figure
2, which are outlined below. Since the translation is explained in a formal way,
it is likely that issues will arise when implementing it in a procedural or ob-
ject oriented programming language. These issues are discussed and the chosen
solutions are explained.

2 http://elly.sourceforge.net/
3 http://www.iris-reasoner.org/



Normal
Form

Conjunction
elimination
in Heads

Limiting
to 3 Variables

Safe Variable
grounding

Range
Restriction
elimination

Normal
Form

Translation
to Datalog

Fig. 2. ELP to Datalog Translation Overview

Normal Form The normalization algorithm is applied twice during the trans-
lation as shown in Figure 2. In the first case, the ELP knowledge base is trans-
formed into normal form, and in the second case it reduces the EL++ knowledge
base into normal form.

Definition 6. An EL++ knowledge base RB is in normal form if all concept
atoms in rule bodies are either concept names or nominals, all variables in a
rule’s head also occur in its body, and all rule heads are of one of the following
forms:

A(t) ∃R.B(t) R(t, u)

where A ∈ NC ∪ {{a}|a ∈ NI} ∪ {⊥}, B ∈ NC , R ∈ NR and t, u ∈ NI ∪V [5].

The implementation of the following transformation rules is straightforward:

– concept intersections (C uD)(t) are replaced by the conjunction C(t)∧D(t)
– if H contains an existential quantification ∃R.C(t) where C /∈ NC , it is

replaced by ∃R.A(t) with A ∈ NC new, and a new rule A(x) → C(x) is
added.

– if B contains an existential quantification ∃R.C(t), it is replaced by R(t, y)
and C(y) with y ∈ V new.

– if H contains a top concept >(t), it is deleted from H.If H is empty after
the removal the rule is deleted4.

– if B contains a bottom concept ⊥(t), the rule is deleted from RB.
– if H contains a variable x that is not contained in B, the atom >(x) is added

to B.

Elimination of Conjunctions in Rule Heads The equivalence of the for-
mulae p → q1 ∧ q2 and p → q1, p → q2, is used to transform any rule with a
conjunction in the head to two separate rules rules without conjunctions in their
heads [6]. The implementation is straight forward and done in linear time.

4 note that the semantics of a rule with an empty head is very different from one with
the > concept in it, therefore a rule must only be deleted if at least one > concept
was deleted before the head became empty



Reduction to Rules with at most 3 Variables This part of the translation
reduces the number of variables used in rules by splitting them into distinct rules.
The algorithm is complex, but precisely explained in [5] such that this translation
is not problematic to implement, just difficult to understand, especially the graph
related notions of the rule bodies defined shortly. In addition to the connection
and path related notions introduced in Definition 3, the following will be needed
in order to represent the implementation of this translation step:

– A connected component of B is a non-empty subset S ⊆ B such that for all
terms t 6= u in S, t and u are connected in S.

– A maximal connected component (MCC) is a connected component that has
no supersets that are connected components.

Graph representation In order to achieve the required checks and transforma-
tions in the translation process, a graph framework5 is used to represent each
rule as a graph. To satisfy the requirements for the translation checks, the graph
has to be ‘simple’ (see Figure 3) which results from the definition of connected.
A simple graph is defined to contain no multiple edges and no loops. Since the
creation of the translated rules relies on the graph representation, it is also es-
sential to keep track of the direction of an edge from an implementation point
of view. The reason is that R(x, y) generally is not equal to R(y, x). Adding the
direction to the edges results in a so called directed digraph (see 4). As can be
seen from the figure, a directed digraph allows for two arcs between any two
nodes, one in each direction. This is neither allowed in ELP nor may we have
such a graph for the transformation and therefore it has to be ensured that the
created graph is an oriented graph (see Figure 5) which does not allow more
than one edge between two nodes [2].
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Fig. 3. simple graph
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Fig. 4. directed digraph
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Fig. 5. oriented graph

Edge representation Due to the fact that direct connections may consist of sev-
eral roles, the graph would not be simple any more as soon as there are more
than one roles connecting two terms t and u. Hence the graph would have to be
treated as a directed graph with multiple edges or multigraph for cases where
the orientation of the edges is irrelevant. This graph behaviour would not only

5 http://jgrapht.sourceforge.net/



have deficiencies from a computational point of view, but it would also not allow
the variable reducing algorithm to be applied correctly. Since the graph would
remain simple if those roles were combined into one edge, each edge represents
a non-empty set of roles that connect two terms.

Node representation As mentioned, the graph must be expressive enough to
create rules from it during the conversion and so concept description information
must be added to it. Therefore for each concept expression C(t) a node t is
created6 and the concept C is attached to it. As there may be multiple concepts
C1(t), . . . , Cn(t) refering to the same term t, each node therefore represents a
pair of a term and a possibly empty set of concept descriptions.

The graph representation of ELP rules therefore consists of:

– Vertices representing the terms and associated concepts of a rule’s body
and

– Edges representing non-empty sets of roles connecting those terms (see Fig-
ure 6).

Listing 1.1. Example Rule

s (?x , ? y ) :−
C(? x ) , C( t ) , r1 (?x , ? y ) , r2 (u , ? y ) , r3 (u , ? y ) , D1(? y ) , D2(? y ) .

x

{C}

y

{D1, D2}
t

{C}

u

{}

{r1} {r2, r3}

Fig. 6. Graph representation for listing 1.1

Figure 6 shows a graph representation for the rule in listing 1.1. As already
mentioned, nodes may exist with no concept descriptions attached, whereas an
edge must not have an empty set of role descriptions.

Maximal Connected Components (MCCs) Two other issues are engendered by
the inductive definition of connected, which is used to compute connected com-
ponents.

The first one is that the rule is represented by an oriented graph, whereas
connected components have to be calculated in terms of a simple graph. This
means that the orientation of an edge must be ignored. To satisfy this behaviour,
the algorithm for computing MCCs can just ignore whether an edge is incoming
or outgoing. This does not result in any penalty for the implementation.

When talking about connectivity between terms, the type of the nodes has
to be considered, because two terms are only connected if all intermediate nodes

6 if not already existing
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Fig. 7. Graph visualizing non-transitivity of connected

are variables. Considering the graph in Figure 7, this implies that t is connected
to u and u is connected to v, but t is not connected to v.As the implementa-
tion assumes connected to be a transitive relation, a workaround for testing the
connectivity of two vertices has to be applied, which is described in algorithm 1.

Input: source vertex vs and target vertex vt
Output: true, if the terms are connected; false otherwise
if vertices are edge-connected then

compute edge-connected set Se of source vertex;
add vertices vv ∈ Se representing variables to filtered set Sf ;
add source vs and target vt vertex to filtered set Sf ;
if Se ≡ Sf then

return true;
end
create sub-graph from filtered set Sf ;
if vertices are edge-connected then

return true;
end
else

return false;
end

end
else

return false;
end

Algorithm 1: Test for the connectivity of two terms

Since connected is defined as being symmetric, it does not matter which of
the two vertices is defined as the source vertex. The test to determine whether
the connected set has changed does not change the result in any way, it is just
a shortcut to speed up computation, because the test doesn’t need to be done
again if the set did not change. The algorithm uses the notion of edge-connected,
which means that two nodes are connected in the graph, thereby ignoring the
type of all vertices.

Another problem with the non-transitivity of connected is that a vertex may
occur in more than one MCC if it is not a variable. As can be seen in figure 8, the
vertices t1 and t2 are contained in the obvious MCCs M1 and M2 respectively,
but they form as well their own MCC M3. Since those ‘directly connected term’
MCCs consisting of two terms do not contain any variables, all edges between
two individuals are removed from the graph before calculating the MCCs. Fur-



thermore, the connection would also connect the two MCCs M1 and M2, which
would lead to one big and essentially wrongly connected MCC M . The remov-
ing of those edges therefore leads to a set of proper MCCs, since a connection
between two terms could connect two distinct MCCs that are not connected
according to the definition. Besides this, performance is improved since those
MCCs are unnecessary for computation, because they do not contain any vari-
ables by definition.

x1

y1

z1

t1 t2

y2

z2

x2

M1 M2

M3

M

Fig. 8. Visualization of two MCCs connected by two connected terms t1, t2 /∈ V.

The translation algorithm is precisely explained in theorem 16 of [5]. The
basic idea is to find reducible MCCs according to preconditions by applying a
specific transformation on a rule that resolves it to more rules, thereby reducing
the number of variables per rule, but keeping the semantics. The result of the
translation is a knowledge base with no more than 3 variables per rule, which is
further processed to end in a 3-variable Datalog program.

Grounding of Safe Variables Safe variables are an convenient way to ex-
press the set of all individuals in the knowledge base. Nevertheless there is no
differentiation between safe and unsafe variables when passing rules to a Data-
log engine, as the semantic of safe is unknown to such a rule engine. Therefore
safe variables need to be grounded, i.e. it must be explicitly stated that those
variables are semantically equal to the set of all individuals a ∈ NI .

To do so, there are two possibilities: The obvious one is to replace safe vari-
ables in each rule with every individual a ∈ NI in all possible ways. Even though
this solution clearly satisfies the definition of grounding, there will be a signifi-
cant increase in the number of rules, especially for knowledge bases with many
individuals and safe variables.

The other approach is to ground the safe variables to the Herbrand Uni-
verse [5]. Here an auxiliary predicate HU is used for grounding. The grounding
is done in two steps, first for every individual a ∈ NI a fact HU(a) is added
to the knowledge base. Then the rules containing safe variables have to be pro-
cessed, which is done by replacing all safe variables !x with the corresponding
unsafe variable ?x and adding an atom HU(?x) to the body of the rule. This



approach allows the rules to remain compact and passes the grounding effort to
the underlying Datalog engine which would ideally use optimized techniques.

Elimination of Range Restrictions ELP allows for the incorporation of range
restrictions (RR) in the knowledge base, i.e. rules of the form R(x, y) → C(y).
The transformation adds rules R(x, a) → RangeR(a) for every a ∈ NI to the
knowledge base and replaces all existential quantifications of the form ∃R.C
occurring in heads with ∃R.(CuRangeR). The implementation is straightforward
and does not require any special treatment.

Transformation to Datalog The final step of the translation creates a Datalog
program from the knowledge base. This translation consists of several small, but
independent steps that are described individually.

Predicates with arity higher than two are used, which goes beyond the notion
of description logic concepts and roles. In particular, atoms C(t) and R(t, u) are
encoded as Pclass(C, t) and Prole(R, t, u) respectively. To hide the use of the
auxiliary predicate HU that relates to an atomic concept it is treated explicitly
in the translation so as not to be rendered as a concept and therefore the encoding
HU(a) stays. This prevents membership of individuals to the concept HU .

The Datalog program is created from the knowledge base as follows7:

1. A binary equality predicate R≈ is introduced that is defined as reflexive,
symmetric and transitive. It is used to emulate a potentially missing equal-
ity predicate in the underlying Datalog engine. This means that for every
concept name C one rule is added and for every role name R two rules are
added so as to ensure the intended behaviour.
For the case that the underlying rule engine supports built-in equality 8 those
rules can and will be omitted. Nevertheless, for the case that the equality
predicate has to be used, it is not rendered as a role instance, but instead
abstracted by keeping it as a predicate and treated in the same was as the
HU predicate.

2. In order to make nominals processable, for each individual a ∈ NI a new
concept Ca is introduced. These concepts are used to create two rules →
Ca(a) and Ca(x)→ R≈(x, a).
When translating to Datalog, instead of creating new predicates for each in-
dividual, a single binary predicate Pnominal is used. This means Pnominal(a, x)
refers to Ca(x) thereby keeping a level of abstraction.

3. For the case of self restrictions a concept name SelfR is created for each role
R ∈ NS

R . Each such concept combined with each individual in the rule base
forms a rule Ca(x) ∧R(x, x)→ SelfR(x).

7 the ordering of the steps is not consistent with the ordering in [5], but this does not
affect the translation and is more appropriate for explaining the new predicates that
are introduced

8 including equality in the rule head



As already seen from translating nominals, self restrictions can also be
treated with a single binary predicate Pselfrestriction. The concept expression
SelfR(x) is therefore encoded as Pselfrestriction(R, x).

4. This step of the algorithm translates all occurrences of self restrictions9 and
nominals to the newly introduced predicates rule by rule. Additionally all
existentials ∃R.C(t) are replaced with the conjunction R(t, dR,C)∧C(dR,C).
The latter rule implies that a new individual dR,C has to be created for
each role R and concept C used in an existential ∃R.C(t). The purpose of
this auxiliary individual dR,C is to trace the role R from which the derived
element C came from, which again is needed for reasoning with role conjunc-
tions. As a role conjunction R(x, y)∧R′(x, y) is only allowed for simple roles,
it is sufficient for existentials of the form ∃S.C(t) with S /∈ NS

R to create an
individual dC . The role is not needed in this case, since it must not occur in
any role conjunction R(x, y) ∧ S(x, y).
From that, one can see that dC can generally be used instead dR,C when
reasoning with languages that don’t support role conjunctions.

5. In addition to the antecedent step, each rule is tested for containment of
a role R(x, y) ∈ H. If so, a new rule B′ → SelfR(x) is added to Datalog
program, where B′ is obtained from replacing all occurrences of y with x in
the body of the rule and applying the transformations from the preceding
step if possible.
Note that existential quantifications do not need to be processed as they will
not be present in the body of a rule after normalization.

3.3 Reasoning

Reasoning is basically done as part of satisfiability checking. Restrictions added
will result in integrity constraints (IC), which are of the form IC → . or IC →
⊥. To decide whether or not one of those restrictions is violated, an auxiliary
predicate Punsatisfiable with arity 0 is added to the rule base, which will be
satisfied if such an integrity constraint is satisfied. That means that those IC rules
will be expressed as IC → Punsatisfiable, which allows to query for satisfiability
with ?- Punsatisfiable.

In the following it will be presented how common tests can be encoded to
reason with the underlying Datalog engine.

Entailment To check the entailment of an ELP expression, the expression has
to be translated via the implemented translation algorithm and added to the
already translated rule base. If the combined Datalog program is unsatisfiable,
the checked ELP expression is not entailed.

Instance Testing The predicate Pclass allows to easily check for instances of
a concept C via the query ?- Pclass(C, x). By specifying the individual a ∈ NI

one can directly check if it is instance of a concept.

9 i.e. atoms of the form selfrestriction(R)(x) as well as R(x, x)



The same applies to instance checking for roles by using the ternary predicate
Prole with the only difference that two terms have to be supplied for the query.

Membership Testing In order to query to retrieve all classes of an individual
a ∈ NI , the predicate Pclass can be used to state a query with the concept as
unknown. The query ?- Pclass(x, a) would therefore bind x to all classes a is
instance of.

This can certainly be applied to role membership checking, whereas in this
case two individuals have to be specified for the predicate Prole.

Superclass Testing To query for superclasses {D1, . . . , Dn} of a given class
C, a fresh individual a /∈ NI has to be created. By adding the fact C(a) to the
rule base, the query ?- Pclass(x, a) will return all superclasses of C.

For a direct check of a superclass relationship of C and D, the query ?-

Pclass(D, a) after adding the aforementioned fact will answer whether or not the
relationship is entailed.

Subclass Testing As opposed to the superclass relationship, the subclass re-
lationship requires adding a fact for every class C ∈ NC to be tested against
a specified class D. Querying for all subclasses {C1, . . . , Cn} of a concept D
requires a fact C(a) for each concept C ∈ NC with a beeing fresh for every
generated fact10.

The direct check for a subclass relationship is equal to the one presented for
the superclass relationship as this relationship is symmetric.

4 Future Work

This paper has provided the details of a software implementation for reasoning
with ELP knowledge bases as discussed in [5].

4.1 Evaluation

A proper evaluation of the implementation will be carried out over the coming
months and will concentrate on the following areas:

– Verification of the reasoning methods. Since ELP is a new language with no
current implementations for comparison, the easiest way to verify correct
behaviour is to compare with those reasoners that support overlapping lan-
guage fragments, i.e. EL++, DLP, OWL 2 EL and OWL 2 RL. Such testing
will involve obtaining reference data-sets for these languages and verifying
that Elly gives identical results to the corresponding reasoner implementa-
tion.

10 this can be achieved by either retracting the old fact and reuse the individual or
generating a new individual a



– Overall performance can also be measured by comparison with reasoners for
overlapping language fragments. However, new data-sets will be created that
make use of the full expressivity of ELP, in order to better understand how
each language feature affects performance.

– Evaluate theoretical versus practical scalability. A suite of data-sets will be
created so that the scalability of Elly can be measured. Reasoning times and
space requirements will be compared with the theoretical results from [5].

4.2 Integration With Other Reasoning Systems

It is planned to use ELP as the basis for a new version of the Web Services
Modeling Language (WSML11), which will be known as WSML-DL v2.0 and will
contain a few extensions to the existing WSML-DL syntax, such as the use of ‘!’
for declaring DL-safe variables. The first steps here will be to integrate Elly in
to the WSML2Reasoner12 framework, which will entail the construction of a new
translation from WSML-DL v2.0 to ELP. WSML-DL v1.0 has semantics similar
to OWL-DL and suffers the same worst-case complexity results. A redefinition
based on ELP will significantly alter the expressivity of WSML-DL, but will
greatly improve its tractability.

4.3 Possible Optimizations

Lastly, since ELP has a polynominal-time translation to a rule representation,
the applicability of using contemporary distributed rule engines and deductive
databases will be examined.
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